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In the intelligent robotics course you are expected to keep lab-books. Each week the lab demonstrator will check the work in your lab books to make sure you are on track. Your final report is expected to be based on material written up in your lab-book.

Why do you keep lab-books?

1. So you can remember what you did. It would be horrible if you couldn’t reproduce that world-peace-inducing new chassis design. Engineering science can get very complex and keeping records is essential for when you need to go back over a previous idea or implementation – and invariably, you will need to.

2. So that other people can see what you did. Working in big or medium sized labs, personnel switch over constantly. It is necessary to keep a constant record so that anybody can get up to date with what you’ve been doing.

3. So that you can prove you did what you did. Patents are important in applied science – in order to prove a prior claim you need to produce documentation illustrating the creative process. If you have no lab-book then you might not have a case.

4. So that other people can reproduce what you did. Science does not progress without reproducibility. If people can attempt to reproduce what you did by reading your work then you’ve done good science. Often they may not be able to reproduce your results but if you have written up well, this will be because something was wrong with your experimental design or your theory, and problems with experimental design or theory are what reproduction is for. That is how science works – if you don’t describe your wonderful theory or experiment well enough nobody apart from you is every going to be able to test it.

5. So that other people don't have to reproduce what you did. Not everybody wants to replicate your every experiment – perhaps they want to build on your results or design a slightly different experiment in the same vein as yours. Thus it is helpful if they can read your work and understand it at a fine enough level to be able to trust that it is what it seems to be. Nobody is going to believe you if you make statements about free energy but you can’t tell them how you measured your free energy or what you consider to be the range of error in your measuring apparatus. Numerical methods are important for this reason, as are experimental methods. These are powerful methods for testing statements or characterising quantities that most scientists agree on. 

6. So that your lab demonstrator can keep an eye on your progress. This is how your work will be evaluated in a scientific setting, so you might as well get used to it!

What are experiments?

For many of the above reasons, lab-books are often (but not always) broken up into small experiments where the inputs and method are described and the consequent observations are described. Experiments should be described in such a way that anyone can go ahead and reproduce your experiment.

Experiments are repeatable interventions, such that you determine the conditions for the experiment (the experimental inputs) and measure the outputs in a way that should be similar from from one application of the experiment to the next. The idea is to create experiments that enable us to gain a better understanding of the system being probed. We try and isolate repeatable behaviours in complex systems with the use of experiments, allowing us to build an understanding one experiment at a time.

Hypothesis-driven experiments consist of experiments that test a statement that can be either true or false – for instance, “This steering system is sufficiently tight to enable a three-point turn within a circle of radius 10cm”. This statement is called the hypothesis.

The experiment then is a way of testing that hypothesis so that a measure can be put on its likelihood of being true.

Often, a hypothesis-driven experiment will be a numerical comparison between two or more sources of samples, each of which may have a large internal variance. An example of such a hypothesis is “The turning angle of the rack and pinion steering system is inferior to that of the simple back-wheel tank-like mechanism”. In such a case one system may only perform better than another only part of the time, or to a variable degree, meaning that a decision has to made as to the likelihood of the system being really better in the average or best case. Application of statistical analysis is usually necessary in such a case (such as a T-Test for instance). In this course we want to see some demonstration of application of statistical methods for hypothesis-testing.

Other hypotheses that may be tested include statements of independence of two variables and the goodness-of-fit of two measured distributions. 

It is also possible to design experiments that are not hypothesis-driven. In designing such experiments it is important to remember what information you are trying to find and to what use that information might be put. For instance, you might be interested in measuring the reliability of a sensor with respect to its distance of operation. In this case you are characterising the behaviour of the sensor. The quantities that you are measuring should be justified by the use to which they will be put (e.g. “we will find that we require a certain reliability when we use the sensor for any number of future tasks, so from these results we will be able to determine the sensor's effective range”). If it is known what exactly the experiment is being designed to measure, then the method and analysis of the experiment should fit.

Why do experiments?

You will quickly find that the problem of building autonomous robots is deep. There is an incredible amount of complexity involved. The experimental method is a way of chipping away at this complexity so that we can make solid decisions early that constrain the space of possibilities. The experimental method is the major approach to making science tractable.

There is a justification for experimentation in the design process as well. Experiments will often fail, which simply means that the results we get will not be the ones we expect or want. In any design process it is necessary to fail early and often so that we don't fail later – and failure later is often exponentially more expensive. So we set ourselves up to fail as early as possible – and this means doing experiments, and understanding their results.

Finally, just as there are common words that allow us to communicate simple concepts in day-to-day life, there are well-tried conventions that it is generally good practice to follow in the design and write-up of experiments. This ranges from hypothesis-testing frameworks to simply the order of section titles in your write-up.

Why use quantitative methods?

Use numerical (quantitative) methods as often as possible in your experimentation simply because they give you precision for testing things you can only distinguish with sufficient precision. The difference between relativity and Newtonian mechanics is only visible with enough precision and it may be that it is only with enough precision that your two sensor configurations will be distinguishable – keep in mind that with any complex system, small numbers in one area can quickly lead to big numbers in another.

Quantitative methods also enable and require a range of new statistical and analysis methods that allow us to make useful analyses and guess the probabilities that any statement about numbers is true. Later in the lab sessions we will talk about some quantitative methods of analysis, including:

· ROC (receiver operating characteristic) analysis of sensor sensitivity & specificity properties.

· T-Test parametric test of differences in mean between two sample sets.

· Mann-Whitney U-Test a non-parametric test of the same.

· Pearson's chi-Square test of goodness of fit.

How to write up your lab book?

· Normally we prefer that you where possible write directly into your lab-book rather than on print-outs and loose-leaf. This is good practice.

· It is preferable to where possible frame write-ups as experiments (see a sample experimental write-up below). This won't always be possible but when it is not, your write-ups should be structured in an understandable way.

· All experiments should be written up using an existing conventional structure. Typically this means breaking the write-up into the sections aim, method, results, and discussion.

· As this is a school course you don't have to do a complete write-up, particularly in terms of all of the details of your robot design (it doesn't matter how the bits of lego fit together exactly), however your marker should be able to clearly see the main relevant characteristics of your design (the marker should be able to see how a rack-and-pinion system works) and should be able to understand the method (and consequently the results) of any experiment that you have done.

· Date your entries.

· Write clearly.

Example experiment – not hypothesis-driven

The below experiment is a non-hypothesis-driven experiment. Note that all the data in these experiments are made up.

02 October 2021

Experiment – Precision and accuracy of turning using servo-controlled steering.

Aim 

To determine the precision and accuracy of turning control, using our current drive system.

Method

Accuracy – Our measurement of accuracy is simply the mean absolute deviation of the drive system from the target. i.e. The measurement of error.

Precision – Our measurement of precision is the measured degree of spread in error – equivalently, the narrowness of the probability distribution of measurements. We have chosen to measure precision as the variance in the samples 

Turning control – we have chosen to measure turning control in terms of the distance of our robot platform from a target position and orientation after turning through a prescribed arc of 30cm radius and 180 degrees. See diagram below.

[DIAGRAM OF TURNING CONTROL MEASUREMENT WOULD BE USEFUL HERE]

Our servo-controlled steering system consists of a servo that controls the orientation of a large wheel. The wheel is attached to the servo by a beam that is at 15 degrees from the vertical, angled towards the back of the robot as it climbs away from the wheel. The plane of rotation of the servo is thus 15 degrees away from being parallel to the floor.  See diagram below.

[DIAGRAM OF SERVO-CONTROLLED STEERING SYSTEM WOULD BE USEFUL HERE]

We set the robot to attempt the arc 20 times and measured the distance of the robot from the target position and from the target orientation. We calculated the mean and variance of these 20 samples. 

Results

[PUT RAW DATA HERE]

The calculated mean in sample orientation error Θm  was 0.33 radians. The calculated standard deviation in the samples was 0.19, giving a 95% confidence interval:

0.33 – (0.19/sqrt(20))Ν0.95  <  Θm  < 0.33 + (0.19/sqrt(20))Ν0.95  

0.33 – (0.19/sqrt(20))1.96  <  Θm  < 0.33 + (0.19/sqrt(20))1.96  

0.25 <  Θm  < 0.41

The calculated variance in sample orientation error Θv was 0.04 (where the original units were radians).

Assuming that the sample is from a normally distributed population, a 95% confidence interval in this estimation of population variance is 

(20-1)(0.04)/χ0.05,19 <  Θv < (20-1)(0.04)/χ0.95,19    

(20-1)(0.04)/30.144 <  Θv < (20-1)(0.04)/10.117 

0.02 <  Θv  < 0.07

where χ is the chi-square distribution.

The sample mean in the final position error E was 3.1cm. A 95% confidence interval on this value is:

Similarly, a 95% confidence interval on this value is:

3.1 – (3.31/sqrt(20))Ν0.95  <  Em  < 3.1 + (3.31/sqrt(20))Ν0.95  

1.7 <  Em  < 4.6

The variance in final position error Ev  was 10.9 (where the original units were mm).

A 95% confidence interval in this is therefore:

(20-1)(10.9)/30.144 <  Ev < (20-1)(10.9)/10.117

6.9 <  Ev  < 20.5

Discussion

It is obvious from the above that our estimate of both accuracy and precision are not very precise in themselves, particularly the precision. We would need more samples to get a more precise estimate.

It is further difficult to compare the relative accuracy or precision of final orientation and displacement given that these are measured in different units. It might be possible to calculate the covariance between these variables in order to try and assess their independence. However, this is not judged to be a useful thing to do at this point.

A relatively low average error in displacement error leads us to expect good performance in general, however the low precision in displacement error means that the system will show very bad performance intermittently. This may necessitate some sort of rescue mechanism – perhaps feedback control.

Orientation error does not show this pattern as extreme – however, the cumulative effect of multiple orientation and position errors is not known, possibly necessitating a feedback control mechanism.

Further work would involve building a feedback controller and comparing its performance with this basic steering mechanism. 

We have decided to proceed with this steering mechanism. Although it seems likely a tank-like steering mechanism would be better, we are interested in whether it is possible to overcome the defects in this system by adding superior feedback control.

Example experiment – not hypothesis-driven

The below experiment is another non-hypothesis-driven experiment. Note that all the data in these experiments are made up.

12 October 2021

Experiment – Measure the ability of our CMU-Cam camera to detect coke-cans, in RGB-space and CygYb-space.

Aim

To acquire a Receiver Operating Characteristic (ROC) curve characterising the sensitivity and specificity of our camera when doing coke-can detection. To do this using the camera working in two different colour-spaces, CYgYb and RGB.

Method

We implemented a simple object-detection algorithm using our CMU-Cam. The algorithm simply collects image statistics using the getStatisticData() function provided by the RoboJDE development environment and checks whether the values of the image statistics are within certain thresholded values.

We obtained a target set of RGB values by capturing a set of 10 images and averaging the results. The same images were used to find a target set of CYgYb values.

We allowed a threshold value to vary between 0.1 and 1. For each value of the threshold a range in colour-space was determined by creating a range around the target values proportional to the threshold value. The range size was also proportional to the standard deviation in the values in the training images. 

For each of 10 threshold values between 0.1 and 1 we took 10 images, 5 of which contained a coke can and 5 of which were pepsi cans or tennis balls. From each set of 10 values a datapoint was created for our ROC curve. We reused the same images for the CYgYb-space measurements and the RGB-space measurements

Results

The results of the above experiment are recorded in the ROC curve below.

ROC Curve showing performance of CMU-Cam on coke-can detection task
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ROC Curve showing performance of CMU-Cam on coke-can detection task

(CYgYb-Space)
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Discussion

We have conducting a receiver operating characteristic analysis of  the CMU-cam in a coke-can detection task. Initial results here suggest that the CYgYb colour space may be superior, but we cannot rule the possibility that the difference is due to noise or other experimental factors. For a more conclusive analysis more experimentation is required.

Example experiment – hypothesis-driven

The below experiment is a hypothesis-driven experiment. Note that all the data in these experiments are made up.

19 October 2021

Experiment – Relative turning accuracy of tank-style vs servo-controlled steering

Aim 

To determine which of the two turning systems we have built – the tank-style and the servo-controlled, is more accuracte, with feedback control disabled. We hypothesise that the tank-style mechanism is more accurate under the conditions we have assigned.

Method

Having designed and built a servo-based steering mechanism and a tank-style steering mechanism (see previous entries), we wish to determine which is more accurate. 

We measure accuracy as we have done previously in terms of distance deviation from target position after the robot turns through an arc of 30cm radius and 180 degrees. 

We have the robot attempt the arc 30 times for each of the two turning systems. We conduct a t-test analysis of the results with a 95% level of significance in order order to determine which of the two turning systems is more accurate under these circumstances.

Results

[PUT RAW DATA HERE]

It seems apparent from the data above that the tank-style mechanism performs better most of the time. 

In order to test the experimental hypothesis that the tank-style mechanism is indeed better, we conducted a one-tailed t-test on the data above and concluded that the two data sets are from different distributions with a significance level of 97%, within our assigned 95% level of significance.

Discussion

The above data shows that the tank-style system is more accurate under these conditions and with our design, confirming our original hypothesis.

However, we do not know if changes in robot structure or control software might lead to a narrowing of the gap or a change in superiority of one algorithm.

We have previously implemented feedback control for the servo-based steering mechanism (experiment to be conducted shortly). The feedback control shows some improvement in straight-line accuracy, but we are unsure as yet to whether this improvement is comparable to the improvement shown by directly implementing a tank-track style turning mechanism. This is work for a future experiment.

Our intuition is that we need more weight on the pinion if we are to resist the problem of sliding during turning, and that some structural change to the robot, moving the battery and controller forward, may assist in the turning accuracy of our system. If the feedback controller shows significant improvement we may implement this structural change and test it.

We also do not as yet know which mechanism tested above is more accurate in a straight-line case. 

Example experiment – hypothesis-driven

The below experiment is another hypothesis-driven experiment. Note that all the data in these experiments are made up.

23 October 2021

Experiment – Relative sensitivity of colour parametrisation in coke-can detection.

Aim 

To understand which of two methods of colour parametrisation (RGB or CYgYb) is more sensitive for a specified specificity when used in a camera detecting a coke-can.

Method

The CMU-cam can operate in two colour modes – RGB or CYgYb. Each mode has its relative benefits. A previous analysis involved the an ROC analysis, which suggested that the RGB method was inferior when a high level of specificity was required. In order to test this suggestion we designed the following experiment.

For each of the colour modes we set the cameras detection threshold so that false positives were returned 50% of the time. This enabled us to directly compare the sensitivity (measured in terms of true positives) between the two modes for a set specificity.

We conducted 50 trials with the stimulus (coke can) present all of the time, and counted the number of true positives for each colour mode (the number of false negatives can be calculated from this).

Results

	Sampled frequencies
	RGB
	CYgYb
	Total

	True Positives
	28
	34
	62

	False Negatives
	22
	16
	38

	Total trials
	50
	50
	100


In order to conduct a chi-square test we calculate the expected values of these cells if these distributions were identical:

	Expected frequencies
	RGB
	CYgYb
	Total

	True Positives
	31
	31
	62

	False Negatives
	19
	19
	38

	Total trials
	50
	50
	100


The chi-square statistic for deviation of the first table from the second is 

X = (28-31)^2/31 + (34-31)^2/31 + (22-10)^2/19 + (16-19)^2/19

    = 8.63

Looking up the chi-square table (2 degrees of freedom) this corresponds to a 22% probability – we accept this as the probability of the observed data given that the two colour modes have identical behaviour.

Discussion

While suggestive of the superiority of CYgYb (confirming in trend our initial prediction), these results are not statistically significant. In order to make any solid conclusions we need to collect more data. 
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