General info on Continuous Assessment

ML: 

· 20% of your overall mark

· practically this means completing 4 pieces of work 

· of your choosing 

· out of all those given out

ML Ext:

· 40% of your overall mark

· practically this means completing 8 pieces of work 

· 20% is of your choosing out of all those given out

· 20% must be chosen from those marked “EXT”

The assignment exercises are of 2 types:

1) paper-based

2) computer-based


Type 1 exercises are solved in the following tutorial class. Therefore the deadline for handing in solutions to these is prior to them being solved in the class, which practically means 1 week.

For Type 2 exercises the deadline is end of term. However, handing in earlier is possible of course.

Practical Assignment Exercise set 1 – probabilistic models of sequences

[EXT]

Deadline: end of term.

Imagine a web page request prediction problem, aimed at speeding up your web server system. That is, by knowing which are the pages a user is likely to request, a caching mechanism could be used. In this exercise we investigate the first order Markov sequence model and compare it to a random sequence model on the page request prediction problem, using a real-world data set. Interestingly, such simple techniques can be quite effective in practice, see e.g. (Sarukkai).

The data contains a number of sequences over a state space of 17 web page categories. These are the following: 1='frontpg', 2='news', 3='tech', 4='local', 5='opinion', 6='onair', 7='misc', 8='weather', 9='msnnews', 10='health', 11='living', 12='business', 13='msnsport', 14='sports', 15='summary', 16='bbs' and 17='travel'. We use a subset of the full data set used in (Cadez et al.), which is available from http://kdd.ics.uci.edu/databases/msnbc/msnbc.html

The data is provided in MatLab format in the file 'weblogs.mat'. It contains a number of sequences. Read it into the workspace by typing 

>> load weblogs.mat

Look at the variables you have with the command

>> who

The variable 'seq' is of a special type called cell-array, which can be accessed in the following way:

seq{1} is a vector that contains the first sequence. Similarly, seq{2} is the second sequence and so on. They may all have different lengths. Referring to a subset of these sequences can be done by seq(index1:index2). 

The variable 'next' contains the index of the next page category, which has been requested by each of the users. This is a vector type, therefore it is accessed like this: 

next(1) is the index of the page requested by user 1 after the history of requests that are in seq{1}. Similarly for all other users.

1. Our task is to predict the next symbol given all these histories. [5%]

This is how we proceed:

* Split the data into training set and testing set, like this:

>> N=size(seq);

>> half=round(N/2);

>> train_seq=seq(1:half);

>> test_seq=seq(half+1:end);

Similarly, split the vector of target symbols as well:

>> train_next=next(1:half);

>> test_next=next(half+1:end);

* Estimate the parameters of a first order Markov model from the transitions of all the sequences of the training set. 

Use the estimated model to predict the next symbol from each individual sequence separately and compare it to the true one. You will need a numeric measure of goodness that expresses to what extent the prediction was good. Define this measure of goodness yourself and motivate it. E.g. you may want exact match or you may also consider a somewhat successful prediction if you can predict the true symbol amongst the first few trials. One such goodness definition can be found in (Sarukkai) (If still in doubt, see me about it). Average the prediction performance results over all the test sequences. Report simple statistics of the obtained result, e.g. the average, the median and the standard deviation.

* Perform the same task, using just a random sequence model instead of the first order Markov model. (I.e. no temporal order of the page requests is now taken into account). Use the same measure of goodness of the testing set predictions, as previously. Report again the avg and std of the result. 

* Compare the two results. 

* Imagine and try different measures of goodness and repeat these experiments as well.

* Write 1 up to 3 pages about your findings. Figures are encouraged. Hand in your writeup. Do not send me your code but keep it in case I ask you for it.

2. Computing the probability of a sequence under the two sequence models: [5%]

* Write a matlab function that takes in the estimated parameters of the first order Markov model and a sequence and computes 

the probability of that sequence under the Markov model. Use this function to compute the probability of all sequences in the training set and report simple statistics of the obtained results (e.g. average and std). Then, use the same function to compute the probability of all sequences in the test set and report the results. Compare and interpret these results. 

* The same task for the random sequence model. 

* Write 1 up to 2 pages about your findings. Which of the two models (1-st order Markov, or random sequence model) is more suited for the modelling and prediction of this data?

3. Write down the derivation of the Maximum Likelihood parameter estimation in a 1-st order Markov model. [5%]
Note. this is optional exercise. Nothing like this question 3 will come in the written exam. 

Related readings for those further interested:

(Sarukkai) R.R. Sarukkai Link Prediction and Path Analysis Using Markov Chains, Proceedings of the 9th international World Wide Web conference on Computer networks, http://www9.org/w9cdrom/68/68.html

(Cadez et al.) I.Cadez, D.Heckerman, Chris Meek, P. Smyth, S. White, Visualization of Navigation Patterns on a Web Site

using Model Based Clustering. Data Mining and Knowledge Discovery. http://www.ics.uci.edu/~icadez/projects/weblog/

