Exercise Sheet 2

Reinforcement Learning (II.)

Deadline: before we solve the same exercises in class.

The diagram below depicts an MDP model of a fierce battle. You can move between two locations, L1 and L2, one of them being closer to the adversary. If you attack from the closest state, then you have more chances (90%) to succeed (while only 70% from the farther location), however you could also be detected (with 80% chance) and killed (while the chances of being detected from the farther location is 50%). You can only be detected if you stay in the same location. You need to come up with an action plan for the situation. 

The arrows represent the possible actions: 

· ‘move’ (M) is a deterministic action

· ‘attack’ (A) and ‘stay’ (S) are stochastic.

For the stochastic actions, the probabilities of transitioning to the next state are indicated on the arrow.

All rewards are 0, except in the terminal states, where your success is represented by a reward of +50 while your adversary’s success is a reward of -50 for you.

Employing a discount factor of 0.9, compute an optimal policy (action plan).
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Recommended readings: 

[Mitchell], Chap. 13.

[Sutton-Barto], Part II.




































































































































































































