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Abstract. We report work in progress on adding affect-detection to an existing e-drama program, a text-based software system for (human) dramatic improvisation in simple virtual scenarios, for use primarily in learning contexts. The system allows a human director to monitor improvisations and make interventions, for instance in reaction to excessive, insufficient or inappropriate emotions in the characters’ speeches. Within an endeavour to partially automate directors’ functions, and to allow for automated affective bit-part characters, we have developed a prototype affect-detection module. It is aimed at detecting affective aspects (concerning emotions, moods, rudeness, value judgments, etc.) of human-controlled characters’ textual “speeches”. The detection is necessarily relatively shallow, but the work accompanies basic research into how affect is conveyed linguistically. A distinctive feature of the project is a focus on the metaphorical ways in which affect is conveyed. The project addresses workshop themes such as improving NLEs, building them, and supporting reflection on narrative construction. 

Introduction and Relationship to Other Work

Improvised drama and role-play are widely used in education, counselling and conflict resolution. Various researchers have explored virtual, computer-based frameworks for such activity, leading to e-drama (virtual drama) systems in which virtual characters (avatars) interact under the partial control, at least, of human actors [19]. The springboard for our own research is an existing e-drama system (edrama) created by Hi8us Midlands Ltd (http://www.edrama.co.uk), a charitable company. This system has been used in schools for creative writing, careers advice and teaching in a range of subject areas such as history. Hi8us’ experience with edrama suggests that the use of e-drama helps school children lose their usual inhibitions about drama improvisation, because they are not physically present on a stage and are anonymous. It permits a group of young people to jointly participate in live drama improvisation online. The participants can be in the same room or geographically separated. 

In the edrama system, the virtual characters on the virtual stage are completely controlled by human users (“actors”), the characters’ “speeches” are textual and typed in by the actors, and the characters’ visual forms are static cartoon figures. The speeches are shown as text bubbles emanating from the virtual characters. Actors can choose the clothes and bodily appearance for their own characters. Generally, real-life photographic images are used as scenes in which the characters are placed. Up to five human characters and one human director are involved in one e-drama scenario. There is a graphic interface on each actor’s terminal and on the director’s terminal, showing the virtual stage and the virtual characters. A possible state of the graphic interface is shown in figure 1. Actors and the human director work through software clients connecting with the server. Clients communicate with each other by XML stream messages via the server (see figure 2). For example, if the human actor who plays the character Mayid says “Are you messing with me”, the input is first transmitted to the server and then the server broadcasts it to all the terminal clients. The client displays it as a text bubble above Mayid’s head.

[image: image1.png]Is that the way Are you

you talk to messing
people? with me?





Figure 1. One example of the edrama virtual stage
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Figure 2. Application architecture
A director commonly intervenes by sending hint messages to actors (singly or as a group) and by introducing a bit-part character that the director controls. Directors intervene when, for instance, actors make their characters express inappropriate emotions, an inappropriate level of emotion (e.g. a bullied character may react too little to the bullying), etc. Directors’ interventions help lead the actors to improvise in a valuable way. However, this monitoring and intervening places a heavy burden on directors. One of our main research intentions is to partially automate the directorial functions. This may help human directors to perform their task more easily, and allow the system to be used with less need for an experienced human director—perhaps even without a human director at all. Affect detection (diagnosis) is an important element of directorial monitoring (not forgetting that emotions, etc. are crucial in most real drama). Accordingly, we have developed a prototype affect-detection module. It has not yet been used directly for directorial monitoring, but is instead currently functioning to control a simple automated bit-part character called EmEliza, which is fashioned after Eliza [20] and is similar to “bots” such as those constructible in the Alice framework [1]. EmEliza could, in principle, be introduced by directorial action, and will be so later in our project, but is currently present on stage all the time. 

EmEliza automatically identifies affective aspects of the other virtual characters’ speeches, makes certain types of inference, and makes small response speeches relevant to these aspects (examples below). The intention is that EmEliza’s responses will help stimulate the human actors to improvise in a desirable way. In autumn of 2005 we will be conducting user-testing in three secondary schools in Birmingham to test the effects on actors of including EmEliza (and other affective processing, if ready), with a pilot run in late May 2005.

Within affect we include: basic emotions such as anger, fear, sadness and liking (although we do not follow any particular account, such as [21], of which emotions are basic); more complex emotions such as embarrassment; meta-emotions such as desiring to overcome anxiety; states such as mood, rudeness and hostility; and value judgments (evaluations of goodness, importance, etc.). We do not see a way of firmly dividing emotions either from value judgments or from other mental states in general, except from the “coldest” mental states such as belief and intention. Hence, we also include mental states such as wanting, and partially mental states such as trying, even though they are often treated as emotionless.

Now, much research has been done on creating affective virtual characters in interactive systems. Emotion theories, particularly that of Ortony, Clore and Collins [9] (OCC), have been used widely therein. Prendinger and Ishizuka [10] used OCC model in part to reason about emotions and to produce believable emotional expression. eDrama Front Desk [15] is designed as an online emotional natural language dialogue simulator with a virtual reception interface for pedagogical purposes. Mehdi et al. [17] combined a widely accepted five-factor model of personality [24], mood and OCC in their approach for the generation of emotional behaviour for a fireman training application. Gratch and Marsella [18] presented an integrated model of appraisal and coping, to reason about emotions and to provide emotional responses, facial expressions and potential social intelligence for virtual agents. Egges, Kshirsagar and Magnenat-Thalmann [4] provided virtual characters with conversational emotional responsiveness. Elliott, Rickel and Lester [5] demonstrated tutoring systems that reason about users’ emotions. There is much other work in similar veins.

However, few e-drama (-related) systems can detect affect comprehensively in open-ended utterances, although there has been some relevant work on general linguistic clues that could be used in practice (e.g. [3]). Although Façade [8] included shallow natural language processing for characters’ open-ended utterances, the detection of major emotions, rudeness and value judgements is not mentioned. Zhe and Boucouvalas [16] demonstrated an emotion extraction module embedded in an Internet chatting environment (see also [22]). It uses a part-of-speech tagger and a syntactic chunker to detect the emotional words and to analyse emotion intensity for the first person (e.g. ‘I’ or ‘we’). Unfortunately the emotion detection focuses only on emotional adjectives, and does not address deep issues such as figurative expression of emotion. Also, the concentration purely on first-person emotions seems narrow. 

Our work is distinctive in several aspects. Our interest is not just in (a) the first-person case: the affective states that a (person or) virtual character X implies that it has (or had), but also in (b) affect that X implies it lacks, (c) affect that X implies that other characters have or lack, and (d) questions, commands, injunctions, etc. concerning affect (“Does that bother you?”, “Don’t worry”, “He ought to be glad”). We aim to make any relatively shallow detection that we manage to achieve in practical software responsive to general theories and empirical observations of the variety of ways in which affect can be conveyed in textual language [3, 6], and in particular to the important case of metaphorical conveyance of affect [6, 7]. Our developing e-drama system is in a part a test-bed and empirical guide for the study of affective language as such, as well as being an end in itself. 

The limitation to textual expression in our work might appear to be an obstacle, in precluding affect-detection through such things as speech prosody, facial expression, gestures and physiological symptoms. However, such factors would be a poor guide to the intended affect of a character played by an actor lacking dramatic training, as in our situation, and even a trained actor may have affect states irrelevant to those of the character he/she is playing. In any case, we are interested in non-first-person affective aspects of speeches, as in (c, d) above.

1. A Preliminary Approach to Affect Detection and Responding

In the emotion research area, different dimensions of emotion are used in different emotion theories. The OCC model uses emotion labels and intensity, while Watson and Tellegen’s [13] two-dimensional affect theory uses positive and negative affects as the major dimensions. Activation (active, passive) and evaluation (positive, negative) have been suggested by Raouzaiou et al. [11]. Currently, we use an evaluation dimension (positive and negative), affect labels and intensity. Affect labels with intensity are used when strong text clues signalling affect are detected, while the evaluation dimension with intensity is used when only fuzzy text clues implying affect are detected. 

At present, our affect detection is based on textual pattern-matching rules that look for simple grammatical patterns or templates partially involving lists of specific alternative words. Not only is pattern matching for keywords, phrases and fragmented sentences considered, but also partial sentence structures are extracted. Also, a small set (so far) of abbreviations such as ‘im [I am]’ and ‘c u [see you]’ is handled. This approach possesses the robustness and flexibility to accept ungrammatical fragmented sentences and to deal with varied positioning of sought-after phraseology in speeches, but lacks other types of generality and can be fooled when the phrases are suitably embedded as subcomponents in grammatical structures. For example, if the input is “Miss doesn’t think I’ll scream” or “I doubt she’s really angry”, rules looking for screaming and anger in a simple way will fail to provide expected results. Below we indicate our path beyond these limitations. 

It must be appreciated that the language in the speeches created in e-drama sessions, especially by excited children, has many aspects that, when combined, severely challenge existing language-analysis tools if accurate semantic information is sought. These aspects include: misspellings, ungrammaticality, abbreviations (often as in texting), slang, use of upper case and special punctuation (such as repeated exclamation marks) for affective emphasis, repetition for emphasis, open-ended onomatopoeic elements such as “Owww” and “Aaaaaarghhh” (and notice the iconic use of word length here), and occasional intrusion of wording from other languages such as Hindi. These characteristics of the language make the genre similar to that of Internet chat. There, various linguistic devices have been used to create the effects of tone, linguistic style, emotion and even gesture [14].

The transcripts analysed to inspire our initial knowledge base and pattern-matching rules had independently been produced earlier from Hi8us edrama improvisations based on a school bullying scenario. The actors were school children aged from 8 to 12. The background presented to the actors before the improvisation was that schoolgirl Lisa has been bullied by her classmate Mayid. He has called her “pizza” (short for “pizza-faced”). Lisa is a shy child and she is afraid of Mayid. Our use of a specific scenario is just a start and our methods are not intended to be specific to it. We are also working on gaining inspiration from phraseology from other, distinctly different scenarios, and also from the affective phraseology in transcripts and recordings of some television documentaries about people coping with various embarrassing illnesses, produced by Maverick Television Ltd. (another of our industrial partners). One interesting feature in these documentaries is meta-emotion (and cognition about emotion) because of the need for people to cope with emotions about their illnesses.

A rule-based Java framework called Jess [25] is being used to implement the pattern/template-matching rules in EmEliza. When Mayid says “Lisa, you Pizza Face! You smell”, EmEliza detects that he is insulting Lisa. When Lisa says “Mayid called me nasty names and he pushed me so hard”, EmEliza infers that Mayid bullied Lisa. The rules work out the character’s emotions, evaluation dimension (negative or positive), politeness (rude or polite) and what response EmEliza should make. Here are two simple pseudo-code example rules: 

         (defrule greeting

?fact <- (words  $? hello|hi|hey $?)       

=> 

(CA(greeting))     

(obtain emotion and response from knowledge database)

(defrule suggestion

?fact <- (words $? why don't you $?x)              

=>

(CA(suggestion))

(obtain emotion and response from knowledge database)

When a human character inputs “hello, I am Lisa” or “Oh hi, are you all right”, EmEliza concludes that it is a greeting from the character. Then it will infer the character’s emotional state (neutral) and obtain the appropriate response from the knowledge database. If the character says “Lisa, why don’t you tell Miss about Mayid”, it implies a suggestion communication act.  

Multiple exclamation marks and capitalisation are frequently employed to express emphasis in e-drama sessions. If emotion and exclamation marks or capitalisation are detected in a character’s utterance, then the emotion intensity is deemed to be comparatively high (and emotion is suggested even in the absence of other indicators). For example:

<Lisa>Mayid pushed me and I am BLEEDING!!  

<EmEliza>((You seem very “scared”.)) Oh, dear. Don’t be afraid. I will help you.

The sentence in double brackets is not part of the linguistic response back to Lisa, but is included above to indicate EmEliza’s private judgment about Lisa’s affective state. 

A reasonably good indicator that an inner state is being described is the use of ‘I’ (see also Craggs and Wood [3]), especially in combination with the present or future tense. In the school-bullying scenario, when ‘I’ is followed by a future-tense verb the affective state ‘threatening’ is normally being expressed; and the utterance is usually the shortened version of an implied conditional, e.g., “I’ll scream [if you stay here].” When ‘I’ is followed by a present-tense verb, other emotional states tend to be expressed, e.g. “I want my mum” (fear) and “I hate you” (dislike). The following is one relevant pseudo-code example rule.  

(defrule threaten

?fact <- (or (words $? i'm|im|iam going to hit|bash|kill|scream $?)

             (words $? i’ll|ill hit|bash|kill|scream $?))

=>

(CA(threaten))

(obtain emotion and response from knowledge database)

Another useful signal is the use of imperative mood without softeners such as ‘please’. Strong emotions and/or rude attitudes are often expressed in this case. There are special, common imperative phrases we deal with explicitly, such as “shut up”, “keep your mouth shut”, and “mind your own business”. They usually indicate strong negative emotions. But the phenomenon is more general. For example,

<Mayid>Don’t tell Miss about it! Don’t you forget it!

<EmEliza>((You seem very “rude”.)) Everybody knows you are a big bully.

EmEliza’s response here may simulate the Mayid actor into making him behave yet more like a bully. In such ways, EmEliza can influence the improvisation.

Detecting imperatives accurately in general is by itself an example of the non-trivial problems we face (e.g., note that “Tell Miss about it and he’ll hit you” is not an imperative, and may be a warning rather than a threat). To go beyond the limitations of the text matching we currently do, we are considering using the Plink parser in the GATE framework at Sheffield University. This can deal with certain types of grammatical ill-formedness and may be able to be readily adapted to deal with at least some of the other difficulties noted above. In addition we are considering including automatic access to an electronic thesaurus such as WordNet and to existing dictionaries of affective items [23] so as to avoid having to construct a large lexicon of our own. We are not considering using statistical approaches because, among other reasons, we do not have a large corpus of e-drama transcript text.

EmEliza currently responds to every speech of just one other character, but we are developing some regimes for responding when she is engaged with several others. The choice of regime would depend in part on the scenario. Regimes initially envisaged include: responding when there is sizable dialogue gap; responding to every Nth speech (whoever they are by), where N is a settable parameter; and responding to any character who has only made affectively mild speeches recently (the threshold level of mildness depending on which character it is). Ultimately, however, we wish to work towards automated characters that are given goals for how they are meant to provoke other characters, and reason about how to achieve this. We should stress that the use of an Eliza-like basis for a bit-part character is merely in the interests of getting something useful implemented in the short term. 

2. Metaphorical Expression of Affect

The explicit metaphorical description of emotional states is common in ordinary discourse and has been extensively studied [6, 7]. Examples of such description are “He nearly exploded” to indicate anger, and “Joy ran through me.” Also, emotion, value judgments and other forms of affect are often conveyed implicitly via metaphor, as in “His room is a cess-pit”, where affect associated with a source item (cess-pit) gets carried over to the corresponding target item (the room). In our e-drama project we are studying such language both theoretically and implementationally, the latter both in the e-drama system itself and by further development of an independent, implemented metaphor processing system called ATT-Meta [2]. 

In our existing e-drama transcripts, one common use of affect-laden metaphor is in insults such as “pizza[-face]”, which implicitly identifies the addressee herself or her face as being a pizza or like a pizza. Indeed, the structures ‘you noun phrase and ‘you are a NOUN PHRASE’ tend to express insults, in the school-bullying scenario at any rate. Metaphors used with such structuring are exemplified by “you stupid cow” and “you are a fat blob.” Rules have been created for such patterns, but we need a much more general treatment, drawing in part on ideas informing our ATT-Meta system. Related metaphorical phenomena include “Who do you think you are – Benny Hill?” and “That stupid door.” 

Physical size is metaphorically used in descriptions of negatively-valued types of people, as in “you are a big bully” (or similarly “you’re a big idiot”) and “you’re just a little bully.” The bigness can be literal but typically (also) indicates the extent or intensity of the person’s bullying propensity. Size adjectives may also be used to convey the speaker’s attitude towards the described object. “The big bully” expresses the speaker’s strong disapproval [12] and “little bully” can express contempt, although “little” can also convey sympathy. 

Although in our transcripts metaphor is mostly couched in conventional phraseology, the transcripts also show creative extension and context-sensitive exploitation of metaphor. Striking examples are, respectively, “I am going to hit your topping, pizza” (which enriches the pizza metaphor) and “Lisa, give me a pizza” (which involves an odd shift of view, perhaps metonymic, to Lisa as pizza provider). Such examples are not only practically important but also theoretically and implementationally challenging.

Many aspects of creative extension can be handled in our ATT-Meta approach. This approach deals with source-domain (e.g. food-related) elements of the utterance that have no correspondence in the target domain (Lisa or people in general, say) by doing possibly-extensive reasoning within the source domain, with the intent of linking up with known correspondences between source to target. It achieves great flexibility by avoiding the creation of new correspondences for the correspondence-lacking utterance elements. The source-domain reasoning can include the inference of affective connotations. Such connotations are one of several types of connotation that, in our approach, are mapped over to the target domain independently of the particular metaphor at hand. For example, negative affective connotations of cess-pits are mapped over (by default) to whatever is likened to a cess-pit.

A further useful feature of ATT-Meta is that its metaphorical reasoning is fully integrated into a powerful uncertain-reasoning framework. Practical reasoning about affect, metaphor-based or otherwise, usually needs to be uncertain. ATT-Meta also has special features for reasoning (uncertainly) about (multiple) agents’ beliefs, and could therefore contribute to aspects of the combined modelling of emotional and (other) mental states.

3. Conclusion, Ongoing Work and Additional Remarks
We have implemented some useful if preliminary affect-detection. Work proceeds on generalizing our current algorithms beyond the school-bullying scenario, for instance by taking guidance also from the embarrassing-illness TV documentaries and from career advice scenarios from Hi8us, and introducing more syntactic sophistication and lexical breadth. The rule sets created for one scenario would work efficiently for the other scenarios, though there will be a few changes in the related knowledge database according to EmEliza’s different roles in specific scenarios.   

Work also proceeds towards achieving flexible metaphor processing. A powerful feature of metaphor is its ability economically to imply multiple, mixed or intermediate connotations about the target. In particular, there will often be a complex bundle of affective connotations arising in the source-domain reasoning, and compromises between or mixtures of affective states that would be difficult to express directly can be handled by metaphor. The affective words in any given language do not necessarily correspond to well-definable real states, and even if they did there would be unlexicalized intermediate or mixed cases.

 Our project makes a contribution to the issue of what types of automation should be included in NLEs, and as part of that the issue of what types of affect should be detected (by directors, etc.) and how. Additionally, because a record of an improvisation is automatically filed by our system, and can be used to replay the drama, the system supports reflection on narrative co-construction and its affective dimension.

4. Acknowledgements 

This work is supported by grant RES-328-25-0009 from the ESRC under the ESRC/EPSRC/DTI “PACCIT” programme. We are grateful to our industrial partners—Hi8us Midlands Ltd, Maverick Television Ltd and British Telecommunications plc—and to our colleagues W.H. Edmondson, S.R. Glasbey, M.G. Lee, A.M. Wallington and Z. Wen.
References
[1] Alice Artificial Foundation. 2005. http://www.alicebot.org/.

[2] Barnden, J., Glasbey, S., Lee, M. & Wallington, A. 2004. Varieties and Directions of Inter-Domain Influence in Metaphor. Metaphor and Symbol, 19(1), 1-30.

[3] Craggs, R. & Wood. M. 2004. A Two Dimensional Annotation Scheme for Emotion in Dialogue. In Proceedings of AAAI Spring Symposium: Exploring Attitude and Affect in Text.

[4] Egges, A., Kshirsagar, S. & Magnenat-Thalmann, N. 2003. A Model for Personality and Emotion Simulation, In Proceedings of Knowledge-Based Intelligent Information & Engineering Systems (KES2003), Lecture Notes in AI. Springer-Verlag: Berlin.

[5] Elliott, C., Rickel, J. & Lester, J. 1997. Integrating Affective Computing into Animated Tutoring Agents. IJCAI’97 Workshop on Intelligent Interface Agents.
[6] Fussell, S. & Moss, M. 1998. Figurative Language in Descriptions of Emotional States. In S. R. Fussell and R. J. Kreuz (Eds.), Social and cognitive approaches to interpersonal communication. Lawrence Erlbaum. 

[7] Kövecses, Z. 1998. Are There Any Emotion-Specific Metaphors? In Speaking of Emotions: Conceptualization and Expression. Athanasiadou, A. and Tabakowska, E. (eds.), Berlin and New York: Mouton de Gruyter, 127-151.

[8] Mateas, M. 2002. Ph.D. Thesis. Interactive Drama, Art and Artificial Intelligence. School of Computer Science, Carnegie Mellon University.

[9] Ortony, A., Clore, G.L. & Collins, A. 1988. The cognitive structure of emotions. Cambridge U.  Press.

[10] Prendinger, H. & Ishizuka, M. 2001. Simulating Affective Communication with Animated Agents. In Proceedings of Eighth IFIP TC.13 Conference on Human-Computer Interaction, Tokyo, Japan, 182-189. 

[11] Raouzaiou, A., Karpouzis, K. & Kollias, S. 2004. Emotion Synthesis in Virtual Environments. In Proceedings of 6th International Conference on Enterprise Information Systems. Porto, Portugal.

[12] Sharoff, S. (Forthcoming) How to Handle Lexical Semantics in SFL: a Corpus Study of Purposes for Using Size Adjectives. In Systemic Linguistics and Corpus. London: Continuum.

[13] Watson, D. & Tellegen, A. 1985. Toward a Consensual Structure of Mood. Psychological Bulletin, 98, 219-235. 

[14] Werry, C. 1996. Linguistic and Interactional Features of Internet Relay Chat. In Computer-Mediated Communication: Linguistic: Social and Cross-Cultural Perspectives. Pragmatics and Beyond New Series 39. Amsterdam: John Benjamins, 47-64. 

[15] Wiltschko, W. R. 2003. Emotion Dialogue Simulator. eDrama learning, Inc. eDrama Front Desk.

[16] Zhe, X. & Boucouvalas, A. C. 2002. Text-to-Emotion Engine for Real Time Internet Communication. In Proceedings of International Symposium on Communication Systems, Networks and DSPs, Staffordshire University, UK, pp 164-168.

 [17] Mehdi, E. J., Nico P., Julie D. and Bernard P. 2004. Modeling Character Emotion in an Interactive Virtual Environment. In Proceedings of AISB 2004 Symposium: Motion, Emotion and Cognition. Leeds, UK. 

[18] Gratch, J. and Marsella, S. 2004. A Domain-Independent Framework for Modeling Emotion. In Journal of Cognitive Systems Research. Vol 5, Issue 4, 269-306.

[19] Machado, I., Prada, R. and Paiva, A. 2000. Bringing Drama into a Virtual Stage, In Proceedings of ACM Conference on Collaborative Virtual Environments, ACM Press.

[20] Weizenbaum, J. 1966. ELIZA - A Computer Program For the Study of Natural Language Communication Between Man and Machine.  Communications of the ACM 9(1): 36-45. 

[21] Ekman, P. 1992. An Argument for Basic Emotions. Cognition and Emotion, 6, 169-200.

[22] Boucouvalas, A. C. 2002. Real Time Text-to-Emotion Engine for Expressive Internet Communications. In Being There: Concepts, Effects and Measurement of User Presence in Synthetic Environments. G. Riva, F. Davide and W. IJsselsteijn  (eds.) 305-318.

[23] Whissel, C.M. 1989. The Dictionary of Affect in Language. In Emotion: Theory, Research and Experience: Vol. 4, The Measurement of Emotions, Plutchik, R. and Kellerman, H. (eds.) New York: Academic.

[24] McCrae, R.R. and John, O.P. 1992. An Introduction to the Five Factor Model and Its Application. In Journal of Personality, 60, 175-215.

[25] Jess, the Rule Engine for Java Platform. Http://herzberg.ca.sandia.gov/jess/.

