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Abstract.  Previous research has shown that human actions can be de-
tected by motion patterns. However, labeling motion patter ns is not suf-

cient in a cognitive system that requires reasoning about t he agent's
intentions, and how the environmental context a ects the wa y an action

is performed. In this paper, we develop a graphical model that captures

how the movements that realize the action vary depending on t he situ-

ations, and present statistical learning algorithms. Usin g object manip-

ulation tasks, we illustrate how a system infers the agent's goals from

visual observation and compare results with ndings in psyc hological

experiments.

1 Introduction

There is an increasing interest in the development of an autmatic action recog-
nition system in recent years. In order to build automatic action recognition,
pixel-based information needs to be transformed into an adon model, i.e., a
higher-level representation that can be used to analyze angredict human be-
havior. Probabilistic graph models such as Bayesian BelieNetworks [4], hidden
Markov models (HMM) and their extensions [10, 5] are widely sed to encode,
detect and label patterns of trajectories and motion vectors (often in an image
space or on a 2D ground plane). However, labeling motion pat#rns is not su -
cient in a cognitive system that requires reasoning about tke agent's intentions,
and understanding of how the shape of an object, or the envinemental context
a ect the way an action is performed or what its results are.

In this paper, we develop a cognitive vision system for a robbthat interacts
with a human agent who manipulates objects on a table top (e.g \grasping",
\pushing"). Object manipulation is considered to be goal-directed and we have
developed a probabilistic graphical action model that expicitly represents the
causality between the agent's goals, hand movement, and sge structures. Such
graphical structures allow us to factorize features compugd for a given sequence
into hand motion features and environment state features. uring the course
of manipulative actions that achieve a goal stateg' (which is pre-determined
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during the training), there can be many hand maneuvering acs a, which depend
on the state s of the environment. We generate training data by performingan
action in di erent environmental conditions. For example, to get to the state
g where the hand is near the object, \reaching for an object" isperformed
while there are varying number of objects nearby that may cawse collision if the
hand directly moves to the target. From the training sequenes, we learn the
optimal feature sets with the most discriminative power and cluster them into
classi ers for a and s. We then learn the goal-speci ¢ action selection policy by
constructing causal networks betweera and s based on the estimation of causal
strength. After training, an action goal g' is recognized in a Bayesian formalism
by accumulating the evidence at each time frame that the agets choice of hand
maneuver a matches with the choice one would make to achieve the goal
given the observed world states. At the end of the paper, we present some
preliminary results of action learning and recognition. We believe that while
HMMs and other pattern-based action representations may beused to detect
these actions, action representations that integrate goabkpeci ¢ action selection
policies are more suitable to a cognitive system that requies reasoning about
intentions and object a ordances [1].

2 System Overview
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Fig. 1. \Reach for-Push-Retract" sequence.

Figure 1 shows the environment that we use to train and analye action
sequences. It involves an agent, his hand, two objects and able top. We capture
actions with two cameras (frontal and side views) generatilg two synchronized
video streams, from which 3D scene information can be obtaied. We consider an
intentional action to be composed of action steps, each of wibh is executed such
that the precondition of the succeeding step is achieved. Irgeneral, the goal of
an action step is observable as one or more scene featuresy(eobject relations)
that occur at the end of the step. For instance, if the action were \push a box",
an agent may reach out his hand toward a box, such that the handecomes close
enough to make contact with the box. While there are various vays of making
contact through grasping, touching, etc., in this sequencehe moves his hand



further to touch the middle of the box. Given that the hand is now in contact
with the box, moving the hand forward makes the box translate and change
its location. We are interested in developing a system that éarns the models of
these kinds of actions. After training, the system should beable to recognize an
instance of actions in a di erent environment, and also predct what will happen
at the end of an action step. We also expect that the system cdd be used for
exploratory action planning in a robot.
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Fig. 2. System architecture.

Figure 2 shows the overview of our action analysis system. |Bm the video
streams, we detect and track objects (including hands) to okain 3D bounding
boxes and 2D shapes in each view. At each frami scene feature<D; are com-
puted based on quantization of attributes related to object motion and poses,
as well as inter-object relations. An action step is recogried using a causal
graphical model consisting of three types of nodesg(an agent's goal,a a hand
maneuvering act, ands a world state). The links between nodes illustrate how
we assume an agent acts during = 0;::;;tg to achieve a goalg'. At time t, the
agent chooses to perform a maneuvering ac;. We assume that the agent not
only bases this decision on the desire to achieve the goal, but also considers
the environmental state s; ;. For example, while trying to reach for an object,



the agent also needs to avoid collision with other objects. A a result of a;,
s; changes tosi+; . This process is repeated until the relevant part of the wortl
state s ; satis es @', at which point the agent switches to another goalg'** . The
network of goals (NG) above the boxes shows various possible human behaviors,
in which one goal evolves from another. For instance, an agémmay reach out
his hand for a mug (i.e., reachfor), and then touch the top part (touch;). At
this point, if the agent moves his hand further, the mug will lean forward (tilt 1)
due to the fact that the contact point is high. Alternatively , if the agent touches
the middle of the mug (touch;), the mug may be pushed away push;).

Our action recognition algorithm is based on a Bayesian formlism, in which
probability distributions are de ned over all possible acts, environmental states,
and action selection policies for a given graphical casualetwork g (shown in
the box). Across time frame t, we gather and combine the evidence fog by
computing P (a;jO;) and P(sjO;) and combining them with P(a;js;;g') and
P (st+1]jSt;a ). In Section 4.3, we describe how to learn the structure and p-
rameters of the g network. While not the focus of this paper, the system also
learns to expand theN G ontology for sequences of actions from the individually
learned action models.

3 Detecting and Tracking Objects

Our approach to modeling a hand that is performing certain ations such as
picking up a mug is based on the 3D trajectories and change ofri@ntation of
objects during the course of action. This section explains or two-view (frontal
and side) object tracking system, where our goal is to track ad reconstruct 3D
bounding boxes of objects using two calibrated cameras. Wessume that typical
views of all objects (e.g., hand, mug, milk bottle) that may appear in the scene
are known. This allows us to learn object-speci ¢ color distibutions and to make
assumptions about shapes.

Our tracking algorithm begins by tracking objects in each view independently
based on Particle Filtering (PF) [6]. In both views, hand and mug are represented
as an ellipsoid blob with 5 parameters, and the milk bottle asa rectangular
blob with 5 parameters. These 5D variables constitute the olject state spaces.
In PF-based probabilistic tracking, the probability distr ibution over the object
state space is represented by point mass and can be propagdtand updated
dynamically by a weighted resampling technique, allowing ér accurate, on-line
modeling of the non-linearity and non-Gaussianess of the dyamics. An object
is tracked by nding the most likely state, where the likelih ood of an object
state is evaluated based on color and shape outlines. The PBased tracking
results are shown for the side view in Fig. 1. We successfullracked all objects
throughout the video in spite of 2D rigid motion and a small change in scale and
color. However, tracking was not successful when the hand nved too quickly
and the system located the hand at the same location as the mugr the box
of tomato juice due to the similarity of color distributions or ellipse templates.
This problem can be solved by using a more articulated shape odel at the cost



of increased computational complexity. Our probabilistic tracker has also shown
to be robust to partial occlusion, or instances where shaperad/or color evidence
were not completely available.

Given the contours of an object in two views, we compute the 3Dpose by
projecting a 3D cone from the camera center over the 2D contauon the image
plane for each view. The 3D bounding box is then computed by itersecting
the 3D cones. At each time-framet, we track all known objectsi to obtain the
3-part object pose description :opf = (objld, objType, BoundingBox). We note
that the origin of a world coordinate is xed at one of the tabl e corners such
that the x-y plane is aligned with the table surface. As discissed in Section 4.2,
the world coordinate system provides a frame of reference (BR) for computing
many features in the table top scene. Later, we also introdue an agent-based
FOR, constructed by aligning the y-axis of the world's FOR with the vector from
the agent to a location that we assume the agent directs its aention to. One
pre-de ned, natural attended location is the center of the table, but it could be
any object of interest. Figure 3 (a) shows the 3D tracking reslts of hand and
box in \push a box" sequence. The dots and the polygons are, spectively, the
projection of the centroid of the hand and the bottom surface of the box on
to the world x-y plane. We notice that while the tracking of ob ject centroids is
relatively reliable, the reconstruction of the 6 planes of he 3D bounding boxes
is highly sensitive to the errors from the 2D view-based objet detection (as
can be seen from the noisy blue polygons). Such 3D tracking sors are one of
the major issues in action detection, where by a probabiliSt action recognition
framework that combines various sources of evidence (espatty from top-down)
and averages out errors across time frames can o er an optimigor near optimal)
solution.

4 Learning Intentional Actions

4.1 Object Representation

In section 3, we represent an object by a color and shape baseappearance
model that is useful for tracking. To learn actions, more absract representation
is needed, which may require high-level segmentation of anbject into parts.
In this paper, we propose to segment object regions to allowolcalization of
motion patterns on object surfaces, as well as the distribubn of contact points
of the hand and the object, which can be useful for understanohg action and
object structures. We rst compute the principal axis of symmetry (As). The
blob is segmented usingn control points cp;i = 1;::;n, which are uniformly
sampled alongAs. For eachcp, a line is drawn acrossAg to partition the blob.
In Fig. 3(b), a line is drawn across cp;, segmenting the bounding box into 4
segments. For each segment, we compute various local shamafures such as the
average length of cross section, the curvature of the outlig, and the distribution
of velocity vectors. Other local 3D information may also be ncluded. We describe
object features in greater detail in Section 4.2
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Fig. 3. a) Tracking of hand and box in \push" sequence. b) Segmented-2D blob rep-
resentation (n = 1) and motion vector distributions. ¢) Hand states.

4.2 Features

Given the 3D tracks and view-based object representationsye compute various
features useful for analyzing the agent's behaviors. Eachefiture is a real value
(between 0 and 1), computed as a response to a Gaussian recegt(G-receptive)
eld that corresponds to a quantized attribute of the tracke d entities. We orga-
nize features into four groups:F = (fy;fh;fhu;fu ), whereh refers to hand, and
u and v refer to two di erent objects. In the following, subscripts p and m refer
to pose and motion attributes.

{ Obiject features (f,): The state of object u is described bymotion features
(fu,) and pose features(f,, ). For each segmented-blob, we quantize the
distribution of motion vectors in each segment by computingits responses to
nine G-receptive elds (Fig. 3(b)). These features provideinformation about
motion patterns on object surfaces. Pose features of an obgeéare computed
from the 3D object orientation relative to the world's FOR. W e project the
principal axis of the 3D bounding box onto the vertical and horizontal planes,
and compute the responses of the projected vectors to eightigkctional G-
receptive elds that correspond to the prototypical direct ions similar to those
shown in Fig. 3(b).

{ Hand features ): We model a hand as a gripper, as we are interested in
pose features{;,, ) related to approaching directions and opening angles. The
approaching direction of a hand is computed from the deepestiefect point
of the convex hull of the outline of hand region. Otherwise, he principal axis
of the hand region is computed. The gripper's direction is then quantized in
the same way as object orientation. Using three G-receptiveelds, we also
guantize the gripper's opening angle to be either minimal (eg., when only
the back of the hand is seen), average and large as illustratgein Fig. 3(c).

{ Hand-object relational features (n,): To describe the relative position ofh
to u, we construct a graded discretization of the 3D space aroundi based
on three G-receptive elds with the mean distance at: 1 = ry + rp, 2 =



sep(u)=2, and 3 = sep(u), wherer, and ry are respectively the radius of the
smallest ball containing the 3D bounding box ofu and h, and sep(u) is the
minimum distance from u to other objects (v). The distance d,, between the
centroids of h and u is then computed and applied to these three distance
G-receptive elds. We also compute the change ofd,, as being positive,
negative and zero. Also, the 3D directional vector fromh to u is projected
on the agent's FOR, and applied to eight directional receptive elds.
Features related to the contact areas oh and u include the shortest distance
between the outlines of the gripper and object, and the spatl distribution
of the contact region (computed as the normalized overlap rgion of h with
the segmented blob of objectu). For grasping direction, we compute the
angle between the gripper's direction and the principal axs of the object
and measure its responses to the eight directional G-recepte elds.

For relative motion features, we compare the velocity vecto of h (vely) to
the directional vector from h to u (vely., ). by computing the responses of
the angle betweenvel, and vely,, to eight directional G-receptive elds. If
u is moving, we also comparevel, to vel, in a similar fashion, but replacing
vely, with vel,.

{ Object-object relational features (f . ): For object-object relations, we com-
pute the relative poses {u,) of a pair of objects and exclude multi-object
relations. Similar to the hand-object relative pose featues fny,), we con-
struct a graded discretization of the space around objecv. The distance and
direction from u to v, change of distance, and contact features are computed
and applied to the appropriate G-receptive elds.

4.3 Goal-Based Probabilistic Action Model

The number of features computed for an action sequence can bery large and
we represent the same features in various ways using di er@érframes of reference
(e.g., world's, agent's and object's FORS). In a scene consiing of four objects
(agent, hand, and two objects), there could be at least 415 fastures per frame.
However, typically only a small number of features are goarelevant, and there
also exists dependencies among them. Taking advantage ofithfact, we construct
a compact action model for robust recognition.

We propose to model goal-based actions in a Bayesian framewothat allows
for statistical reasoning in a graphical structure that explicitly represents the
dependency between hand movemerd, world states s, and goalsg (as illustrated
in Fig. 2). For simplicity, we assume that there is only one irtentional agent and
that the agent choosesa; to execute from a set of all possible acts(a) based on
P(ajst 1;d'), a probabilistic action selection policy As a result of a;, the world
state s; changes tos;+; according to P(s;+1 jat; St). This section rst describes
how to recognize an action, given these action models. Latewe describe how
to detect goal-invariant features and learn action models.

Action Recognition and Goal Inference In a particular environment, there
can be many goalsg' 2 G, and one of the observer's task is to inferg' from



the agent's behavior. Let O1..1 be a time series of observations, wher®; =
(frn;fu;fhu;fu )t is the set of features computed for the scene at frame. By
applying Bayes' rules, one can compute? (¢'jO1..7 ) " P(g')P(O1..7 jg') as fol-
lows.

) - X
P(d'jOo::7) = P(d) P (Oo::7 jSo:T ;@17 )
ar:T (1)
P (so::7 ;@17 )ig')

VX -
= P(d") P(Ojst; ar)P(st;ajst 1:9')
=1 a (2)

P (Oojso)

) Y X
= P(g')P(Oojso) P (Otjar)P (Otjst)
t=1 a;=aj2n(a’) ®3)

P(stjst 1a)P(ajst 1; gi)

In Eqg. 1, the likelihood is marginalized only over possible naneuvering acts,
as we only keep track of the most likely state sequences, whiaccan be estimated
at time T. Equation 2 is derived based on the assumption that 1)a; depends
on st 1, and 2) given s; and a;, O is independent ofs and a at other time
frames. Equation 3 is derived by 1) expandingP (si;a:js; 1;¢') according to
the structure in Fig. 2, and 2) the assumption that features produced by s; are
independent ofa; and vice versa. Also in Eg. 3,a; is expanded to beaji 2 n(a'),
where n(a') are the set of all possible maneuvering acts associated witg.
Similarly, s; can be expanded assL 2 n(s'). In general, we assume that the
state transition is deterministic, and P(s;js; 1a; 1) can be disregarded, when
comparingg and @' . An action can be recognized by its associated goaj that
maximizes max P (¢g'jOg..1 ).

To recognize a sequence of actions (e.gg'¢ ¢ )), we propagate the probabil-
ities of actions along the network as
P(d'd jOo:t; ;7 ) = P(9'JO0:t; )P(PJ9')P( JOy; 417 ), Wheretj is the time
frame in which the goal switching occurs. An optimalt; can be found by maxi-
mizing max, P (g d jOo: i 7 ). This paper, however, focuses only on the learn-
ing and recognition of individual actions.

Training To compute Eq. 3, the system needs to learrP (Oja'), P(Ojs'), and

action selection policiesP (a'js'; g'). In other words, we aim to learn, in Bayesian
terminology, hand maneuvering act modelsP (a' jO) and environment state mod-
elsP(s'jO). Our learning strategy is illustrated in Fig. 4(a), where by a separate
model is learned for each action. The network of three nodesithe box on the

top-left is a compact representation of those in Fig. 2. The hree nodes provide
prior knowledge for factorizing featuresF into two groups: F5 and Fs. Features
in Fa = f9 ;90 :5£0 %0 ;:: are related to hand motion and used for
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Fig.4. (a) Learning action models from sequences of features {n;fu;fhu;fuw). ()
Generative causal network.

learning P (a'jO) (as shown by arrows froma' nodes to features inF,) The rest
of the features Fs are world-state features and used for trainingP (s'jO) (as
shown by arrows froms' nodes to features inFs). The dotted arrows from s to
a' indicate the need to learn causal networks forP (a'js'; g').

Our learning technique is based on causal induction betweehinary variables.
Using a likelihood threshold (e.g., 0.5 for two quantizatin levels), we convert
all feature values ;) computed for the positive and negative training sequences
into binary features. We note that all training sequences ae pre-segmented and
the negative training sequences are the sequences whose Iretates are notg'.
By slightly abusing the symbols, we represent the negative psitive and nega-
tive training sequences ag)* and g . The training starts by selecting optimal
feature sets ofa’ with most dlscrlmmative power, and then constructing classi-
ers based on the selected features. We compute the frequeias of each feature
appearing ing't and ¢ . For f; 2 F, we estimate:

N(fa:g")
(N(fa;g*)+ N(fa;g™")
N(fa g )
(N(fa;g" )+ N(fa;g' )
wheref, andf, refer to the presence and absence 6f, and N (f 7 g*) refers
frequencies off  being present ing'* and so on. The featuref, is selected as
a salient feature for recognizinga', if the ratio of P(fajg'*) and P(f4jg" ) is
greater than y, a threshold value. In our experiments, ;, = 2 has been used.
This process is repeated for all features irF,. After feature selection, we cluster

P(fajg") =

(4)

P(faig' )= ; ©)



the selected features inton(a') groups using co-occurrence as a criterion. That is,
features that are frequently present at the same time frame ee grouped into the
same classes; . A classier for & is constructed based on the Bayes' classi er
assumption that all selected featuresf are independent givena . P(Ojaj) can
then be computed as the product ofP (f ja! , which is used to evaluateP (O;ja;)
in Eq. 3. After learning the models fora , we detect the salient features o&' that
may have been used to determine the selection cﬁ] . Similar to the learning of
a , we perform feature selection and clustering, and learn theelassi er for each
S, in n(s').

Finally, we learn the action selection policiesP(a'js';g') by constructing
causal networks betweena; and s, (shown by dotted arrows). We compute

causal power CP) for each causes}, (or c) and e ect al' (or e) as:

P(e"jc") P(e'jc )

CP = -
1 P(etjc)

(6)

CP corresponds to the probability that, for a case in which ¢ was not present
and e did not occur, e would occur if c was introduced (or \su cient cause") [8].
The presence of a causal link is accepted IEP is higher than a threshold. As
have been shown by [3]CP also corresponds to a maximum-likelihood estimate
of the causal strength parameterw; in the noisy-OR parameterization of the
generative causal network shown in Fig. 4(b). In this causahetwork, when both
b and c are generative causes, and independently increase the prability of the
e ect, which is similar to the case where multiple environmental states have
generative causal e ects on the choice of actior . The likelihood of the e ect
given causes can be computed as:

P(e jibigwo;we) =1 (1 wp)°(1  we)S; 7)

wherewy, andw, are CP's of band ¢, respectively,andb* = ¢* =1;b =c¢c =0
for arithmetic operations.

5 Preliminary Experiment Results

5.1 Recognition of Intentional Actions

We validate the e ectiveness of our causal graph-based aaih models by rec-
ognizing four actions: \reach for (an object)", \push", \pu Il ", and \retract
(hand)". We implemented a total of 123 features, which are a sbset of those
described in Sec. 4.2. Most features are derived from the pjection of 3D trajec-
tories and velocity onto the horizontal planes of the world's and agent's FORs.
These features are su cient for recognizing our target actions due to the fact
that the movement of objects and hand occurs mostly along thetable top. The
structure and parameters of each graph-based action modelra learned sepa-
rately using three positive and three negative action sequeces. Each sequence
has approximately 20 data samples of hand maneuvering act stances. The
learned action models are tested on eight ground truth sequees (two for each
action class).



At each video frame, we combine the probabilities of hand maauvering acts,
environmental states and action selection policies, and aapute the likelihood of
the actor performing a particular goal. The probabilities of the four action goals
are normalized such that they sum up to one. An action is corretly detected if
the most likely action goal matches the ground truth. We evalate the e ective-
ness of our action models based on 1) frame-by-frame deteoti rates, and 2) the
detection rate of an action goal given the observation of thevhole sequences. For
frame-by-frame detection rates, we obtained the average dection rate of 84:6%,
85:7%, 909% and 909% for \reach for", \push", \pull ", and \retract", respec-
tively. In contrast to frame-by-frame detection, when probabilities are combined
across time frames using Eq. 3, we obtained a 100% detectiorate on all test
sequences.

Recognizing Actions in Continuous Videos It is more natural for a robot to
observe various actions in a long un-segmented video streasuch as \Reachfor-
Push-Retract" shown in Fig. 1. Figure 5 shows the frame-by-fame analysis re-
sults of this sequence, which match with the ground truth, where by \reach for"
(solid) occurs during Frames 94 and 110, \push" (dotted) during Frames 131 and
137, and \retract" (dashed) during Frames 141 and 150. The lkelihood of \pull"
is never above 0.25 and not shown in the gure. During Frames 11 and 130,
the hand either pauses or pushes the object very slowly so thaone of the ac-
tions are detected. During frames 94 and 110 of \reach for", w notice occasional
detection errors (sudden drops in probabilities), which ae caused by tracking
errors typical of real video analysis. While the detection d \reach for" can be
improved as described earlier by combining probabilities aross time frames dur-
ing the action using Eq. 3, the video needs to be segmented apppriately. In
our experiments, we rely on zero-velocity frames as segmeatton points. When
such conditions cannot be guaranteed, computational modslwith dynamic time
warping properties such as a HMM and its variants [5] can be usd.

reach for ‘push " retract
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Fig.5. Analysis of \Reach for-Push-Retract". The four color-code d graphs show the
probabilities of action goals.



Recognizing Actions with a Cluttered Scene Figures 6 and 7 show a more
challenging scenario, where the scene is cluttered with mtiple objects, each of
which is a potential target of interest. Humans can quickly perceive that the
agent rst reaches for the green ball (object 1), pushes it, ad retracts the hand
to the initial state. The agent then pushes and pulls the bluebottle (object 2),
and then attempts to pull the football (object 3). However, since the blue bottle
now locates between the agent and the football (and obstruct the direct path),
the agent needs to reaches around it. This video shows that ta environmental
context can be dynamic and the agent needs to adapt his coursef actions
accordingly. Variations in environmental contexts can al® a ect the learning
and recognition of intentional actions, which we analyze inSec. 5.2.

Action recognition results of the video in Figures 6 and 7 areshown by
bar graphs along the side of each frame. For each potential tget object, we
calculate the likelihood (I; = P(g‘jOO.L) of the four actions (from top to bottom:
\reach for", \retract from", \push", and \pull") using Eq. 3 . For a clear view
of comparison of action recognition results across target lgects, in stead of
normalizing the likelihood values per target object per frame as in Fig. 5, we
compute (nll max ~ log(l;)), where nll hax is the maximum value of negative log-
likelihood computed for the sequence. The length of bars vaes according to
these values, where by the longer the bar is, the more likely e action. For
motion-less frames with zero-velocity (i.e., action segm@ation points), the bar
length is reset to the maximum. The bar length then decreaseas time progresses
due to multiplication of probabilities. At each frame, for each target object we
highlight the bar with the longest length.

As indicated by the highlighted bars, most actions are corretly recognized
even when the agent needs to extend the arm around the obstael(blue bottle)
to reach for and pull the football in Frames 278 and 305. The sgtem, however,
fails to detect the \pushing" (Frame 182) and \pulling" (Fra me 235) of the blue
bottle due to unstable localization of its 3D poses. We note lhat noise-level in
videos is not the only source of tracking errors. Our trackercan become unstable
for high-dimensional object poses (e.g., there are 5 free pameters for a box-
shape, 3 for a circle), which can be improved by increasing th number and the
quality of searches for correct poses at the cost of computainal-complexity.

We also notice the lack of attention mechanism in our action ecognition
framework. This results in interpretation of actions involving each target object
independently. In Fig. 7 at Frame 305, when actions are analged independently
the system also indicates that the agent is retracting his had from the green
ball. While visual features for such interpretation may be present, they are most
likely suppressed by the fact that that attention is being given to \pulling the
football". It has been widely known in Neuro-science that atention mechanism
is driving human perception of complex object motion [9] We lelieve that at-
tention mechanism also plays an important role in learning aad understanding
attentional actions. It remains a research issue as to whenrad how perception
of hand movements and state con gurations are selectively mdulated.
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Fig. 6. Evaluating four actions on three objects at Frames 35, 76, 106 and 182.



Fig. 7. Evaluating four actions on three objects at Frames 235, 278, 305 and 328.



5.2 Understanding Human Intentions

Recent research has indicated that infants as young as tweds months old are
able to interpret actions as means to goals and generate sysmatic inferences
to identify relevant aspects of the situation to justify the actions. To account for
such observations, Csibra et. al. [2] propose that one-yeanld infants maintain
teleological representations of actions which relate goadtates, actions, and situ-
ation constraints to one another via the rationality princi ple. Although unable to
represent intentional mental states, counterfactual and ctional realities (which
are believed to develop at much later ages), teleological presentations provide
explanations and predictions for the observed actions baskon the principle that
goals states are realized by the most rational action availble to the actor within
the constraints of the situation. By comparison, the links between three node
types (a;s; g) in our graphical action representations model causality elations
and play similar role as the rationality principle in teleol ogical representations.
This section demonstrates the use of our action models to eXain precocious
understanding of goal-directed actions by one-year old irdnts.

a) Habituation 1 b) Habituation 2 c) Test 1 d) Test 2

Fig. 8. The experimental events to test the understanding of goal-d irected actions by
one-year old infants.

We start by summarizing the ndings from psychological expeaiments by
Csibra et. al. [2]. In these experiments, infants were sepated into two groups.
Infants in one group were habituated to events depicted in Fg. 8 (a) (\jumping
over an obstacle"), and the other to events depicted in Fig. 8b) (\jumping over
nothing"). After habituation, they were shown events in Fig ures 8 (c) and (d),
and the looking time was measured. The results have shown thian average the
infants habituated to Fig. 8 (a) spent almost 5 seconds longelooking at Fig. 8
(c) than Fig. 8 (d). That is, they nd the event in Fig. 8 (c) mor e incompatible
with their interpretation (or expectation). In contrary, t he infants habituated
to Fig. 8 (b) spent equal amount of time (around 1 sec di erene) looking at
Figures 8 (c) and (d). That is, \jumping over nothing" is cons idered to be an
ine cient way to get to the end state and is represented as a mawement pattern
executed on purpose.

Instead of modeling the \jumping over" actions, we train the action model
\reach for an object". We collect eight ground-truth sequences as shown in
Fig. 10 and Fig. 11(a), where by 3D hand trajectories are progcted on the
world's x-y plane for clarity. The projected hand trajectories (shown as solid



lines) are marked with di erent numbers (e.g., 1,2,3) to indicate that they are
separate training instances. The beginning of the trajectoies are marked with
triangles and the targets are shown by rectangles. We use sigequences to train
the models in two contexts, either with or without an obstacle. In a \no obstacle”
condition (Fig. 10(a)), we observe the hand moves toward thetarget or makes a
slight curve. In an \obstructed" condition, we observe curved trajectories around
an obstacle b9 shown as a circle in Fig. 10(b). We use three negative traimg
sequences (e.g., \retract hand", \push") for both conditio ns.
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a) No obstacle b) With obstacle

Fig. 9. Action models learned from two training conditions.

Figure 9 illustrates how salient motion features are sele@d and associated
with a nodes after the training and how the causal strength betweera and s
nodes is established. The grey nodes with two branching armes at the bottom of
Fig. 9(a) are hand motion features, each of which indicates bw the hand moves
(solid arrows) relative to the directional vector to the tar get (dotted arrows).
Since the hand either moves toward the target or make a slighturve, the hand
motion corresponding to a; and a), are selected most often given the environ-
mental state s}, as shown by the solid and dashed arrows frons} to aj and a,
respectively. Other motion types (e.g.,a}) that are the results of tracking errors
or random acts are associated with much less causal strengilshown in dotted).
The environmental state s} is associated with pose- and location-based features
such as the distance to the targetd(h;t) and the change of distanced (h;t).
Alternatively, when trained in an \obstacle" condition, s;sh;s; are detected
to correspond to various types of featureorient (h;t; obs), each representing a
con guration of the directional vectors ( h;t) and (h; obs. For examples, s, cor-
responds to the case where the direct path fromh to t is obstructed by obs
These environmental states in uence di erent choices of had acts as shown in
Fig. 9(b). For example, a5 (moving the hand sideways) is a preferred choice
when obstruction is present. We note thats includes all cases where the angle
between h;t) and (h;obg is more than 90 degrees, as well as when nabsis
present.



We use the learned models to evaluate the likelihood of two t&t sequences
shown in Fig. 11(a) using Eqg. 3. Both sequences are 20 framesrig showing a
hand reaches for a target object without any obstacle. Figue 11(b) shows the
negative log-likelihood of the observed events (straight ad curved tracks), given
the trained models of \reach for" (with and without obstruct ion).

As shown by the two bar graphs on the right of Fig. 11(b), basedon the
model learned from events with the \obstruction" condition, the curved trajec-
tory is less likely (i.e., the bar labeled \curved" is higher), due to the lack of
environmental context that would account for the non-straightness. This is in
agreement with the results reported in [2], where by the infats who are habitu-
ated to the \jJumping over obstacle" events indicate a sign ofsurprise, by looking
longer at \jumping over nothing", as the jumping movement is un-accounted for.
When the test trajectories are evaluated by the model learnd from events with
the \no obstruction” condition, the gap in the likelihood be tween the two paths
is reduced as shown by the two bar graphs on the left of Fig. 11). This is
because the system has been trained to associate the curvedajectories as an
action performed on purpose (against the rationality principle).

targets ) o ", = =
. 2 obstacle 2 3
1 (obsy) @ 1!
1 3 23
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start of hand (h)
trajectories
(0,0,0) (0,0,0)
a) Without obstacle b) With obstacle

Fig. 10. Data sets for two training conditions.

6 Conclusion

Our experiments have shown that a goal-based action model cabe used for
detecting actions in a controlled environment e ectively. Arguably, other action
models such as coupled-HMMs [7] can also be trained to recoige the sequences
used in our experiments based on patterns of coupled-motiobetween hand and
all potential target objects. However, we believe that recgnizing actions by
action-selection policies enables a cognitive system to fter reason about envi-
ronmental structures and human intentions. Still, there are many other factors
involving human learning of dynamic scenes that are not su ciently addressed
in this paper.
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Fig. 11. (a) Testing sequences. (b) Recognition of two ways to reach an object: Straight
and Curved.

Firstly, our action representations are based on 3D metricof the scene which
are estimated from stereo vision. Extracting a 3D scene stroture reliably from
visual input is, however, known to be a di cult problem in Com puter Vision
and there is a need for rigorous tests to see how robust our acin analysis sys-
tem is against various noise levels. Secondly, it is possiblthat action perception
and understanding is based on di erent kinds of features. Fo example, from the
viewpoint of Neuro-science, features that are relevant to prception of object
and movement on the retinal images gradually become more absct (e.g., be-
coming position and scale invariant) along ventral and dorsl pathways in the
primate cerebral cortex. Action representations that are based on such features
(abstract but view-based) would be more biologically plausble, but it is not
clear how 3D information is induced from such representatias. One hypothesis
is that humans do not rely on precise 3D information, but integrate information
from other modalities (e.g., proprioceptive sense) to enale both perceiving and
acting on the world. Finally, perception of cluttered scenes with many objects
of varieties of shapes (such as in Figures 6 and 7) requirestantion mechanism.
It is interesting to investigate when and how attention mechanism plays a role
in action perception and learning.
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