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Abstract

Game-theoreticmethods provide a natural way to verify and synthesisereactive systems.
When there are non-deterministicchoiceson both the insideand the outsideof a reactive
system, it is useful to characterisethem as being taken by players on opposing sidesof
a game. The internal choicescan be assumedto be played in the best possibleway by
the protagonist in the game,and the external choicescan be assumedto be played in the
worst possibleway by the antagonist. This allows for more accurateanalysisof systems
than can be achieved using the conventional approacheswhich treat all non-determinism
uniformly.

The cost of using game-theoretictechniques to solve gameswith LTL winning con-
ditions is high. Without game semantics, the complexity of model checking LTL is
PSPACE-complete [SC85], but with game semantics the model checking problem be-
comes2EXPTIME-complete [PR89, Ros92]. This complexity result and the di�cult y of
the solution o�ered by [PR89, Ros92] hasprevented the development of a tool for solving
such games.In this thesiswe provide a novel algorithm to solve gameswith LTL winning
conditions which avoids the determinisation of B•uchi automata { the step which has so
far prevented implementation. By doing this we have beenable to write a symbolic im-
plementation which achievesgood performancein practice. Our algorithm sacri�ces the
completenessof the standard approach, but a condition on completenessis given and the
examplesprovided give empirical evidencethat this restriction is not too onerous.
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Chapter 1

In tro duction

Reactive systemsare central to many critical computing tasks. Often, they are built from
multiple concurrent modules and the behaviour of the overall system is the behaviour
of the collection of modules running at the sametime and continuously interacting with
each other. It is this concurrencyand interaction that makesreactive systemsnotoriously
hard to write correctly. For the purposesof this thesis, we considerreactive systemsto
be the composition of at least two non-terminating �nite-state systemsthat communicate
via sharedvariablesand we will study their veri�cation and synthesis. Interestingly, this
allowsus to model opensystemswhereonesetof modulesis the environmentand another
is the program. We distinguish betweenevents that we can control (inside the program)
and events that wecannot (the environment). Examplesthat �t within this notion include
network communication protocols, digital circuits, and industrial control systems. Of
course,terminating systems,such as key-exchangeprotocolsor leader-electionprotocols,
can be made non-terminating by adding a �nal \sink" state which only transitions to
itself and represents the conclusionof the protocol.

We take the stancethat the conventional approach of \closing" an open system for
veri�cation or synthesis is imprecise and that game semantics provide a much better
framework. This stancehas beenadvocated by many other researchers [AHK02, KR03,
KV96, GTW02], but therearesomeveri�cation and synthesisproblemsthat becomemuch
harder in the game-theoreticworld. We aim to extend the range of the implementable
part of game theoretic veri�cation by providing algorithms that, in contrast to those
given in proving decidability and complexity results, are ready for implementation, are
amenableto techniquesfor reducing practical complexity, and can be subjected to real-
world performancemeasurement.

1



CHAPTER 1. INTR ODUCTION 2

1.1 Mo del Checking

The non-terminating nature of reactive systemsmeansthat their speci�cations are given
by setsof acceptablein�nite computationsrather than by a simplemapping from individ-
ual inputs to expectedresults. For example,wemay wish to specify that a bankingsystem
is always balancedwith respect to credits and debits and that whenever a requestis made
it is eventually answered. In contrast to a simple pre-condition and post-condition for a
single operation, this speci�es behaviour over time and takes in numeroustransactions.
An often-usedmethod for writing thesespeci�cations is temporal logic (seeSection2.5).
The processof automatically checking whether a systemsatis�es a given temporal logic
formula is called model checking. Model checking has had successesby �nding bugs in
real protocolsincluding the Gigamaxcache coherencyprotocol [MS91]and the Root Con-
tention Protocol in IEEE 1394Firewire [BSRT01] and it continues to be an active area
of research. A major hurdle for model checking is the \state explosionproblem". At its
most basiclevel, model checking works by exhaustive exploration of the entire state-space
of a system{ for a program using n bits of memory, the state-spaceis 2n . However, since
programstend to have structure in them, a symbolic representation is often much more
compact (symbolic representation of automata is discussedin Section2.6). The symbolic
approach allowsa compactcanonicalrepresentation of setsof statesand allowsoperations
to be applied to sets of states in a single operation. Symbolic methods often confound
worst-casecomplexity analysis and have greatly increasedthe breadth of what can be
doneby model checking. This real-world complexity gain is somethingthat we exploit in
the pursuit of e�cien t game-theoreticmodel checking.

1.2 Game Semantics

Gametheory is a useful formalisation for reasoningabout reactive systems.It allows the
adversarial aspect of behaviours and speci�cations to be expressedin a preciseway. For
example,supposewe have written a banking systemS which is to be usedin an untrusted
or unpredictable environment. We may want to check whether a malicious user U can
violate the invariant that credits and debits must balance;call this invariant  . We can
verify the systemagainst by model checking. The �rst stepis to model the systemin the
input languageof our model checker. In order to work at a suitable level of abstraction,
the model of the banking systemis likely to include somenon-determinism,e.g. when a
racecondition occurswe may chooseto model the resolutionnon-deterministically to save
the complexity of modelling the actual algorithm used. Furthermore, since the system
interacts with an environment, there will be someexternal variableswhich we considerto
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be controlled by users. In order to model every possiblebehaviour of the users,we make
theseexternalvariablesnon-deterministicaswell. With a conventional model checker such
asSPIN [Hol97] or SMV [McM93, Cad02]we are restricted to askingquestionsabout all
possiblecomputation paths in the systemor about the existenceof a computation path
in the system. This meansthat the distinction between internal non-determinism(due
to the nature of our model) and external non-determinism(due to the unpredictability
of the users) is lost. Supposewe check whether  is violated on all paths { this is too
strong. Our natural languagespeci�cation said that we wanted to know whether U could
violate  . Testing for all paths would give a negative result if any behaviour of U did
not violate  . If U is permanently idle, one would hope that the banking system can
manageits credits and debits correctly! Somaybe we could check whether there exists a
computation path where  is broken { this is too weak. Sincethere is non-determinism
in the model as well as the environment, when we �nd a path that violates  , we do not
know whether this paths requires the collusion of S. We want to know whether U can
force  to be false,but if the path we �nd requiresthe co-operation of S, then U cannot
break  on its own. A game-theoreticapproach allows us to phrasethe question much
moreprecisely;we ask, \Can U enforcea set of computationssuch that every oneviolates
the invariant  ?" The strength of this questionsfalls betweenthe previoustwo attempts
{ it allows U to have somebehaviours that do not cause to be broken, whilst requiring
that there is someset of behaviours for which  is broken despitethe best e�orts of S.

We would pose the above problem as a game between S and U with the winning
condition for U givenby :  . The semantics of the gameallow usto explicitly model which
non-deterministic choicesbelongto the systemand which to the users. The questionwe
ask is, \Do esU have a winning strategy?" What this meansis: doesU have a strategy
to resolve his choicesso that, no matter how the choicesin S are made,:  is true on all
of the resulting plays. Answering this question is referred to as deciding the game,and
is much like program veri�cation. A generalisationof this problem is to solvethe game
i.e. if a winning strategy exists,synthesiseit. Often, a constructive method of decidinga
gamewill do all the work required to alsosynthesisea strategy.

1.3 Synthesis For Games With LTL Winning Condi-
tions

The form of the winning condition a�ects the computational complexity of solving/deciding
games. We will considerwinning conditions speci�ed by Linear Temporal Logic (LTL)
[Pnu77] formulae. This problem is also equivalent to model checking ATL � [AHK02] (a
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generalisationof CTL � with gamesemantics). It has further applications in the �elds of
compositional model checking [HQR98] and automated abstraction [HJM03].

The decisionand synthesisproblemsfor gameswith LTL winning conditionsareequiv-
alently hard; they are both 2EXPTIME-complete [PR89, Ros92]. In establishing this
result, Pnueli and Rosnergive an e�ective procedureto perform the synthesis. The �rst
exponential in their procedurecomesfrom translating the LTL formula into a tableau.
This tableau is then translated into a deterministic Rabin automaton (seeSection2.1) at
a secondexponential cost. SincePnueli and Rosnerprovide an algorithm which matches
their lower complexity bound, it may seemlike their work closesthe subject. However,
strategy synthesis for LTL would be a powerful tool; consequently a number of attempts
have beenmadeto �nd computationally feasibleapproaches.

There is a body of work concernedwith fragments of LTL wherethe synthesisproblem
is easierthan for the full logic [ALT04, ATM03, MT02]. Someuseful fragments are singly
exponential, but it turns out that thesedo not directly correspond to formulae for which
the algorithm presented here is guaranteed to run in EXPTIME. However, the use of
fragments will necessarilyrestrict the speci�cations that can be dealt with sothe needfor
a complete,implementable solution remains.

Other work has used alternative formalisms for the speci�cation. In [WHT03] so-
lutions to \request-response" gamesare synthesisedsymbolically. The request-response
formalism allowssomeusefulmodelling of safety and livenessproperties,but, asits single-
exponential complexity suggests,request-responsespeci�cations arestrictly lessexpressive
than LTL. In fact, whensuch speci�cations arewritten in LTL, our procedureis alsosingly
exponential. The model checker Mocha [Moc98]usesa branching temporal logic called
Alternating Time Temporal Logic [AHK02]. This logic is a generalisationof CTL, but uses
an agent-indexed path quanti�er, hhAii , insteadof the usual8/ 9 quanti�ers. A formula of
the form hhAii  is interpreted as\ A hasa strategy to enforce ". The main restriction in
CTL and ATL are that each temporal operator in the logic must be matched by a path
quanti�er. There are subtle di�erences betweenmatching every temporal operator with a
path quanti�er (as in ATL) and directly nesting temporal operators (as in LTL) { failing
to account for thesedi�erences can lead to erroneousspeci�cations. For this reasonwe
prefer to uselinear-time LTL speci�cations over games(or equivalently LTL formulaepre-
�xed with a singleagent-quanti�er) asa speci�cation language.An approximate solution
[HRS02] was proposedto solve the problem of erroneousATL speci�cations, but when
the semantic di�erences between the linear and branching time versionsare signi�cant,
this proceduremay not give a sureanswer.

The work presented in this thesis was motivated by the possibility of �nding a more
straightforward algorithm for synthesising strategiesin LTL-games than that of [PR89]
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and [Ros92]. The previous approach had relied on Safra's algorithm for determinising
B•uchi automata [Saf89] which is inherently state-based.By avoiding this complexstep of
determinisation, the hope was that symbolic techniqueswould make an implementation
quite e�cien t in practice. The algorithm presented in Chapter 3 doesavoid determinisa-
tion, but still requiresthe construction of an automaton which is doubly exponential in
the sizeof the LTL speci�cation. As we seein Section4.1.1, however, this construction
canbe implemented symbolically. The synthesisalgorithm itself can alsobe implemented
symbolically and has polynomial complexity. The limitation of our solution comesin its
completeness.Our completenessresult is quali�ed by a condition on the structure of the
automaton producedfrom the LTL speci�cation, the details of which are found in Section
3.3.3. However, the examplesin Chapter 4 provide someevidencethat the restriction on
completenessis not too onerous. Having written and tested a symbolic implementation
of our synthesisalgorithm, the performanceresults in Chapter 4 show that our approach
has satis�ed the goal of creating a truly symbolic and e�cien t model checker for games
with LTL winning conditions.

1.4 Other Publications

The work described hereinitially grewout of questionsthat occurredto the author during
the writing of a paper related to using ATL formulae as an approximation to ATL � for-
mulae [HRS02]. Mark Ryan and Pierre-YvesSchobbenshad beenworking on re�nement
relations in Alternating Time Temporal Logic [RS02], and a certain fact was striking:
whena systemsatis�es a formula hhAii  , re�ning the set of agents A1 doesnot guarantee
the preservation of hhAii  . Rather, it guaranteesthe preservation of formulae enforceable
by any agents outside the set A. In a way, this makes intuitiv e sensebecausethe re-
�nement removeschoicesfrom A. However, it is opposite to the result of the re�nement
notion of CadenceSMV [Cad02,McM99]. In CadenceSMV, LTL formulaeareusedasthe
logic for speci�cation and the modelsdo not have gamesemantics. In this setting, when
a component satis�es an LTL formula  , any re�nement of that component alsosatis�es
 . This meansthat veri�cation can take place on abstract models, and the successful
veri�cation of a property at the abstract level will imply that the sameproperty holds
at the more re�ned level of detail. Finding a processof re�nement for gamessuch that
re�ning a set of agents A will preserve formulae of the form hhAii  , is closelyrelated to
synthesisinga strategy for A to achieve  . A re�nement which implements a strategy for
A to achieve  is one that preserveshhAii  . For this reasonMark, Pierre-Yves, and the

1By re�ning A, we meanrestricting their choicessuch that any play of the re�ned systemis a possible
play of the original.
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author setout to investigatesynthesisin ATL � . An initial manuscript by Pierre-Yvescon-
tained a number of thoughts on the topic, including an algorithm for synthesis in ATL � .
The algorithm turned out to be faulty, but it provided an important starting point. The
algorithm given in this thesiswas a reformulation of that algorithm which went through
substantial changesby the author to arrive at its current form. The proofs relating to
this algorithm are the work of the author in consultation with Mark and Pierre-Yves.
The implementation (aside from the useof external libraries) is entirely the work of the
author. The main results of the thesisare published in [HRS05].



Chapter 2

Background Material

2.1 ! -Automata

The theory of �nite automata on in�nite objects was initiated by B•uchi [B•uc60], Rabin
[Rab69] and McNaughton [McN66] in the 1960s. These automata are used in a wide
variety of areas,but our interest is in their application to the veri�cation and synthesisof
reactive systems.Sincewe considerthe computations of a reactive systemto be in�nite
paths, the correspondenceis clear { a labelled transition systemis a �nite-state automa-
ton, and when we considerin�nite tracesof such an automaton, it can serve as a model
for a reactive system. An ! -automaton, which recognisesa set of in�nite words, canserve
as a speci�cation for a reactive system. In this section,we recall the formal de�nition of
labelled transition systemsand look at someclassesof ! -automata.

Beforeconsideringany automata, we �rst de�ne somenotation for �nite and in�nite
words. For an alphabet �, we denote the set of all �nite (resp. in�nite) words over �
as � � (resp. � ! ). For a particular word � (�nite or in�nite) we denotethe i -th letter as
� [i ], the �nite segment from the i -th to j -th letter as � [i; j ] and, where � is in�nite, the
in�nite su�x from i as � [i; 1 ]. We useregular expressionsto write setsof �nite words
and ! -regular expressionsto write setsof in�nite words.

A labelledtransition systemis an automatonwith a labelling function that mapsstates
to letters of the alphabet, �. Thus a run of a labelled transition systemcorresponds to
a word over �. Formally, a labelled transition system M = hQM ; iM ; � M ; LM i has its
components de�ned as follows:

� QM : A set of states.

� iM 2 QM : A single initial state.

7
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� � M : QM 7! 2QM : The transition function. Each state is mapped to a set of possible
successorstatesde�ning the transitions of the automaton. If � M (q) is singleton for
all q 2 QM then M is deterministic.

� LM : QM 7! �: The labelling function. This maps states to labels in �. Where
the labelling function is injective we may sometimesuse the state and its label
interchangeably.

An ! -automaton is a �nite-state automaton equipped with an acceptancecondition. For
an alphabet �, the ! -automaton's purposeis to recognisesetsof in�nite words madeup
from �. The automaton may or may not be deterministic and the acceptancecondition
can take a number of forms, with di�ering levels of expressiveness.An automaton, A =
hQA ; iA ; � A ; FA i , over an alphabet � is madeup of the following components:

� QA : A set of states.

� iA 2 QA : A single initial state.

� � A : QA � � 7! 2QA : The transition function of the automaton. State-letter pairs are
mappedto setsof successorstatesde�ning the possibletransitions of the automaton.
If � A (q; a) is singleton for all q and a, then A is deterministic.

� FA : The acceptancecondition, which variesaccordingto the classof ! -automaton.

A run of a labelledtransition systemor ! -automaton is an in�nite sequenceof transitions,
each of which is permitted by the transition relation. A q-run is a run which starts in a
particular state q. The set of runs of a labelled transition system,M , and the set of runs
of an ! -automaton, A, from a state q0 are de�ned as:

run(M ; q0) = f q0 ! q1 ! : : : j 8i � 0 qi +1 2 � M (qi )g (2.1)

run(A; q0) = f q0 ! a0 q1 ! a1 : : : j 8i � 0 qi +1 2 � A (qi ; ai )g (2.2)

Given a run, � , we write Inf (� ) for the set of stateswhich appear in�nitely often on � :

Inf (� ) = f q 2 QA j 8i � 0 9j � i:� [j ] = qg (2.3)

Given a run, � = q0 ! a0 q1 ! a1 : : :, of an ! -automaton, we write word(� ) for the word
labelling � :

word(� ) = a0; a1; : : : (2.4)
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ab

a;b

a;b

Figure 2.1: The B•uchi automaton from Example 1

For an in�nite word � , a � -labelled q-run is a q-run � such that word(� ) = � . We de�ne
the set of such runs on an automaton by overloading the run notation

run(A; q0; � ) = f q0 ! � [0] q1 ! � [1] : : : j 8i � 0 qi +1 2 � A (qi ; � [i ])g (2.5)

A basic form of acceptancecondition for ! -automata is the B•uchi condition. Here, FA

is a subsetof QA and an in�nite word � is acceptedif and only if there is a run, � 2
run(A; iA ; � ), in which Inf (� ) \ FA 6= ; , i.e. � visits FA in�nitely often. An automatonwith
a B•uchi acceptancecondition is known asa B•uchi automaton. Another form of acceptance
condition is the Rabin condition whereFA is a set of pairs f (E1; F1); : : : ; (Er ; Fr )g where
for all i 2 [1; r ] E i ; Fi � QA . An in�nite word, � , is acceptedif and only if there is a run,
� 2 run(A; iA ; � ), such that for somei 2 [1; r ] Inf (� ) \ Fi 6= ; and Inf (� ) \ E i = ; . An
automaton with a Rabin acceptancecondition is known as a Rabin automaton. We call
the set of winning runs on a word simply win (A; q0; � ).

Example 1 Let B = hQB ; iB ; � B ; FB i be a B•uchi automatonover � = f a;bg where QB =
f 0; 1; 2g, iB = 0, � B = f (0; a;1); (0; b;2); (1; a;0); (1; b;0); (2; a;2); (2; b;2)g and FB =
f 1g. This B•uchi automaton is shownin Figure 2.11. It accepts the language(a(ajb)) ! ,
and is deterministic.

Example 2 Let B = hQB ; iB ; � B ; FB i be a B•uchi automaton over � = f a;bg where
QB = f 0; 1g, iB = 0, � B = f (0; a;0); (0; b;0); (0; a;1); (1; a;1)g and FB = f 1g. This
B•uchi automaton is shownin Figure 2.2. It accepts the language(ajb) � a! , and is non-
deterministic.

Example 3 Let R = hQR ; iR ; � R ; FR i be a Rabin automatonover � = f a;bg where QR =
f 0; 1g, iR = 0, � R = f (0; a;1); (0; b;0); (1; a;1); (1; b;0)g and FR = f (0; 1)g2. This Rabin
automaton is shownin Figure 2.3. It accepts the language(ajb) � a! , and is deterministic.

1We denote accepting states in a B•uchi automaton by a double-circle.
2Strictly , this should be f (f 0g; f 1g)g but in such caseswe will omit the bracesaround singleton sets.



CHAPTER 2. BACKGROUND MATERIAL 10

0 1

a;b

a

a

Figure 2.2: The B•uchi automaton from Example 2
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b
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Figure 2.3: The Rabin automaton from Example 3

When de�ning ! -automata, we often include an implicit error state which transitions to
itself on any input and never makesup an acceptingrun. If a run on a word reachesa
state from wherethere is no outgoing transition labelled by the next letter, it is assumed
that there is a transition to the error state. In Example 1, state 2 is an error state. In
Example 2, reading a b in state 1 would lead to the implicit error state. If, for a state q,
no q-run is accepting,we call q a dead state. State 2 of Example 1 is dead.

For automata on �nite words, any non-deterministic automaton can be determinised
i.e. a deterministic automaton can be found that acceptsprecisely the samelanguage.
With ! -automata, this is not necessarilythe case{ it dependson the expressive power of
the acceptancecondition. For example,nondeterministic B•uchi automata (NB) cannot,
in general, be determinised to equivalent deterministic B•uchi automata (DB) [Lan69].
Example2, above, is a NB for which there is no language-equivalent DB. Informally, this is
becauseany determinisationwould have to pick a time whenit thinks that it will only ever
seea! . If it goestoo soon, the run will not be accepting,but if it postponesthis decision
forever, the run is still not accepting. NB automata can, however, be determinised to
deterministic Rabin automata (DR). The best-known procedurefor determinising B•uchi
automata to Rabin automata was given by Safra [Saf89], a result that we shall return to
in Chapter 3. For now, su�ce to say that Example 3 shows how easilyExample 2 can be
determinisedwith a Rabin winning condition.
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2.2 The Mo dal Mu-Calculus

The modal mu-calculusprovidesa powerful framework for expressingpropertiesof reactive
systems.Our main interest here is in the correspondencebetweenmu-calculusformulae
and the �xed-p oint algorithms usedto �nd winning strategiesin games{ the mu-calculus
formulations give a concisesecondperspective on the algorithms for �nding/syn thesising
winning strategies. In preparation for looking as these algorithms, here we recall the
syntax and semantics of the modal mu-calculus,skipping somedetails unnecessaryin this
context; see[Koz83] or [BS01]for a more thorough treatment.

The power of the modal mu-calculuscomesfrom the abilit y to expressrecursionand
to quantify existentially and universally over transitions. Theseare the operations that
we will later use to construct algorithms over games. Indeed, the mu-calculus formulae
that we usewill often be more than just speci�cations, they will directly infer symbolic
algorithms. The syntax of the modal mu-calculusis de�ned by

Y ::= Z j P j : Y j Y ^ Y j � Y j � Z:Y (2.6)

where Z rangesover propositional variables, P rangesover atomic propositions, � is
a modal operator, and � is the greatest �xed point operator. We also require that in
� Z:Y all free occurrencesof Z in Y appear under an even number of negations. This
restriction is a standard, simple way to ensurethat � Z:Y is monotonic. In other works,
the � operator is often written as [a] where a is an action. Sincewe are interested in
gameswhich have no actions associated with their transitions, we write simply � . The
restriction of an even number of negationsunder a � operator can lead to syntactically
ugly formulae, so as is commonly done, we introduce derived operators using dualities:
Y _ Y � : (: Y ^ : Y); � Y � : � : Y ; �Z :Y � : � Z:: Y [Z := : Z ]3.

Informally, the recursive nature of � and � can be characterisedas \in�nite looping"
and \�nite looping", respectively. The �nite looping nature of � can be seenas meaning
that, in a formula �z :Y , the substitution of �z :Y for freeoccurrencesof z in Y canonly be
done�nitely often. In � formulae, it is the failure of the formula which hasa �nite witness
{ intuitiv ely, the substitution is permitted in�nitely many times. Formally, we de�ne the
semantics of the modal mu-calculusover models hM ; Vi where M is labelled transition
systemas de�ned in the sectionabove, and V is a valuation function from propositional
variables/atomic propositions to setsof states in QM . The underlying lattice over which
we de�ne the modal operators of mu-calculusformulae is the powerset lattice of the set
of states in M . Given such a model, we denotethe set of statessatisfying a formula, Y,
askYkM

V . When M is clear from the context, we may simply write kYkV . The semantics

3Y [Z := : Z ] meansY with every free occurrenceof Z replacedwith : Z
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of the modal mu-calculusare de�ned inductively:

kPkV = V(P)

kZkV = V(Z)

k: YkV = QM � kYkV

kY1 ^ Y2kV = kY1kV \ kY2kV

k� YkV = f q 2 QM j 8q0 2 � M (q) q0 2 kYkV g

k� Z:YkV =
[

f Q � QM j Q � kYkV [Z := Q]g

Where we write V [Z := Q], this meansthe valuation function which agreeswith V on
all valuesexceptfreeoccurrencesof Z for which it returns Q. With thesede�nitions, the
derived operators are evaluated in the expectedway:

kY1 _ Y2kV = kY1kV [ kY2kV

k� YkV = f q 2 QM j 9q0 2 � M (q):q0 2 kYkV g

k�Z :YkV =
\

f Q � QM j Q � kYkV [Z := Q]g

The �xed-p oint operators can be evaluated by a seriesof approximants which, in
the caseof � convergesat the greatest �xed point, and in the caseof � convergesat
the least �xed point. To evaluate a � formula with approximants, we take the �rst
approximant, k� 0Z:YkV which is kY[Z := > ]kV . Successive approximants are de�ned
inductively k� nZ:YkV = kY[Z := � n� 1Z:Y]kV . As we iterativ ely compute approximants
for increasingvaluesof n, the monotonicity of � Z:Y ensuresthat we will eventually reach
the greatest �xed point where k� nZ:YkV = k� n+1 Z:YkV ; this is the set k� Z:YkV . To
evaluate a � formula we start o� with k� 0Z:YkV = kY[Z := ? ]kV . We de�ne the n-th
approximant in a similar way as beforek� nZ:YkV = kY[Z := � n� 1Z:Y]kV . Computing
successive approximations, we eventually reach the least-�xed point wherek� nZ:YkV =
k� n+1 Z:YkV ; this is the set k�Z :YkV .

Example 4 Consider the labelled transition system in Figure 2.4. The valuation, V,
simply identi�es a proposition to any state which carries its label, i.e. V(a) = f a;abg.
We �rst �nd the set of statesthat satisfy the safetyproperty � z:(a ^ � z). Intuitively, this
property saysthat there existsa path where everystate contains an a.

1 k� 0z:a ^ � zk = ka ^ � >k = V(a) \ f q 2 QM j 9q0 2 � M (q):q0 2 V(> )g = f a;abg
2 k� 1z:a ^ � zk = ka ^ (� k� 0z:a ^ � zk)k = V(a) \ f q 2 QM j 9q0 2 � M (q):q0 2 f a;abgg

= f a;abg
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ab a b

Figure 2.4: The labelled transition systemfrom Example 4

Now we check a livenessproperty, � z:�s: � (s _ (b^ z)). Intuitively, this means that all
paths must havein�nitely many bs along them.

1 k� 0z:�s: � (s _ (b^ z))k = k�s: � (s _ (b^ > ))k = k�s: � (s _ b)k
2 k� 0s:� (s _ b)k = k� (? _ b)k = f q 2 QM j 8q0 2 � M (q) q0 2 V(b)g = f a;bg
3 k� 1s:� (s _ b)k = k� ((k� 0s:� (s _ b)k) _ b)k

= f q 2 QM j 8q0 2 � M (q) q0 2 V(b) [ f a;bgg

= f a;b;abg

We can see from here that, if we were to computek� 1z:�s: � (s _ (b^ z))k, we would get
the sameanswer{ the only di�er ence in the computation is that whereverwe wrote V(b),
wewouldnow write V(b) \ f a;b;abg; since f a;b;abg = QM this is equivalent to just V(b).
Thus we havereached a �xed point.

2.3 In�nite Games

A non-terminating gameplayed over a �nite state-spaceprovides a useful and intuitiv e
way to model a reactive system. It is natural to considera model of a programrunning in
an untrusted or unpredictableenvironment to have two kinds of choicesin it { choicesin
the program which we evaluate optimistically, and choicesin the environment for which
we must considerthe worst possiblebehaviour. Thesetwo notions of choice are part of
the semantics of in�nite games,and are the key to their expressiveness.Here we present
the well-known formal model for gamesthat will be usedthroughout this thesis. A key
parameter in gametheory is the expressive power of the winning condition imposedon
the game. Somecondition studied in this sectionare well presented by [Tho95] (though
not the LTL conditions of Section2.5); a thorough survey can be found in [GTW02].

Non-terminating �nite-state gamesgeneralisethe common notion of using labelled
transition systemsto model �nite-state systems.Weconsiderturn-basedtwo player games
wherethe set of positions in the gameis partitioned into two sets{ onefor each player's
turn. The successorof each position must be in the opposite player's partition i.e. turns
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aretaken in strict alternation. Formally, a gamebetweentwo players,A and V 4, is de�ned
as a tuple G = hQG; iG; QA ; QV ; � G i which describes a gamegraph. We call one player,
A, the protagonist and the other, V, the antagonist. Veri�cation and synthesis usually
take place with respect to the player consideredas the protagonist. The components of
G are de�ned as follows:

� QG: The set of positions in the game;the verticesof the gamegraph.

� iG 2 QG: A single initial position.

� QA � QG and QV � QG: The setof positionswhereit is A or V 's turn, respectively.
This distinction should partition QG i.e. QA [ QV = QG and QA \ QV = ; .

� � G : QG 7! 2QG : The transition relation; the edgesof the game graph. Each
transition must move from one player's turn to another, and every position must
have at least oneoutgoing transition.

Plays of a gameare in�nite sequencesof positionswhereeach successive pair of positions
is related by � G i.e. in�nite paths in the gamegraph. If the initial positions of a play
is omitted, it is taken to be i G. Using this notion, we de�ne the set of plays of a game
beginning in q0 (re-using the run notation) as:

run(G; q0) = f q0; q1; : : : j 8i � 0 qi +1 2 � G(qi )g (2.7)

Givena setof plays, �, we may talk about the setof plays which agreewith a �nite pre�x,
� [0; i ]:

� j � [0;i ] = f � 0 2 � j � [0; i ] = � 0[0; i ]g (2.8)

Whilst thesede�nitions regardingplays have nothing inherent in them that is to do with
the game setting, the game-theoreticaspect of plays becomesmore apparent when we
look at an exampleand talk about the setsof plays that a player can enforce.

Example 5 Let G be a gamede�ned as follows: QG = f 0; 1; 2; 3g; iG = 0; QA = f 0; 1g;
QV = f 2; 3g; � G = f (0; 2); (0; 3); (1; 2); (1; 3); (2; 0); (2; 1); (3; 0); (3; 1)g. This gameis
shownin Figure 2.5 (here, and in future diagrams, square statesare in QA , oval states
are in QV ).

4We chooseA for the protagonist, following the example of Alternating Time Temporal Logic. V is
used for its resemblance to an upside-down A and its availabilit y in the name spaceof symbols within
this thesis.
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0 1

2 3

Figure 2.5: The gamefrom Example 5

Possibleplays of G include 0; 2; 0; 2; 0; 2; : : : and 0; 3; 1; 3; 1; 3; : : :. As an ! -regular expres-
sion, we could write play(G; 0) as 0((2j3)(0j1))! . A little re
ection will show that A can
enforceany play to have either no occurrencesof 2 or no occurrencesof 3, but cannot
choosethe number of 0sor 1s. In the next section,we will formalisesuch conditions and
how they can be proven.

2.4 Winning Conditions and Strategies

As mentioned above, the speci�cation of a system modelled by a game is given by a
winning condition on the game. This winning condition, W, speci�es a set of acceptable
plays and the veri�cation question is whether A can enforcea set of plays such that all
of them satisfy the winning condition. Here we considerhow thesewinning conditions
can be posed,and how the abilit y to win a gamecan be demonstratedby supplying a
strategy.

Someof the most basic winning conditions refer to a singleset of positions, FG, and
are de�ned in terms of visits to that set.

� � 0
1 condition (\eventually"): � � W i� 9i � 0:� [i ] 2 FG

� � 0
1 condition (\alw ays"): � � W i� 8i � 0:� [i ] 2 FG

� � 0
2 condition (\eventually forever"): � � W i� 9i � 0:8j � i � [j ] 2 FG

� � 0
2 condition (\in�nitely often"): � � W i� 8i � 0 9j � i � [j ] 2 FG

Thesetypesof conditions correspond to someusefuland commonspeci�cations for reac-
tive systems. A gamewith a winning condition W is often called a W-game. Deciding



CHAPTER 2. BACKGROUND MATERIAL 16

whether a player can win gameswith such conditions can be done in a manner that has
much in commonwith non-gametheoretic veri�cation of such conditions.

2.4.1 Deciding � 0
1, � 0

1, � 0
2, and � 0

2 games

� 0
1 gamescan be decidedusing backwards reachabilit y from FG. As we go backwards,

we use the notion of 8-9 alternation to respect the gamestructure. This is a common
technique in game-theoreticalgorithms: We assumethat the protagonist will make good
movesso we can evaluate their movesexistentially . For the antagonist, we must account
for any possiblemove so we evaluate their movesuniversally. We de�ne two predecessor
functions (evaluated over a given gameG = hQG; iG; QA ; QV ; � G i ) accordingly,

pre9(X ) = f q 2 QG j 9q0 2 � G(q):q0 2 X g (2.9)

pre8(X ) = f q 2 QG j 8q0 2 � G(q):q0 2 X g (2.10)

It is no accident that thesede�nitions coincidewith the de�nitions of � and � usedin the
mu-calculus. We will usethe pre notation, conventional for model checking, in presenting
algorithms and the � / � notation in mu-calculusformulations.

The set of winning states for a game G = hQG ; iG; QA ; QV ; � G i with a � 0
1 winning

condition for a set of �nal statesFG can be expressedin mu-calculusask�z :FG _ (� (z) ^
QA ) _ (� (z) ^ QV )k. The algorithm below �nds this set in the variable z and is equivalent
to �nding approximants for the mu-calculusformula:

1 z0 = FG;
2 repeat counted by i = 1; : : :
3 zi = FG [ (pre9(zi � 1) \ QA ) [ (pre8(zi � 1) \ QV );
4 until zi = zi � 1

Sincethe algorithm is �nding approximants to the mu-calculusformulation, it is clearthat
the algorithm terminates (at the least �xed point). It can be seenby a simple inductive
argument that at the endof the loop zi will be the setof winning statesfor A. Henceforth,
we will write z1 for the �nal, stable, value of such a set.

Example 6 Using the gamefrom Example5, we compute the set of winning states for
A with a � 0

1 winning condition and using FG = f 2g.

1 z0 = f 2g
2 z1 = f 2g [ f 0; 1g [ ;
3 z2 = f 2g [ f 0; 1g [ f 2; 3g
4 z3 = f 2g [ f 0; 1g [ f 2; 3g
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The result is that A can win from any state.

� 0
1 gamescan be decidedby computing the strongly connectedcomponents inside FG.

As before, we do this by alternating 8 and 9 quanti�cation to re
ect whosemoves are
being evaluated. The set of winning states for a game, G = hQG; iG; QA ; QV ; � G i with
a � 0

1 winning condition for a set of �nal states FG can be written in the mu-calculusas
k� z:FG^ (( � (z)^ QA )_ (� (z)^ QV ))k. Its computation againmirrors �nding approximants
to the mu-calculusformula:

1 z0 = FG;
2 repeat counted by i = 1; : : :
3 zi = FG \ ((pre9(zi � 1) \ QA ) [ (pre8(zi � 1) \ QV ));
4 until zi = zi � 1

Intuitiv ely this takesa putativ e winning set and at each iteration checks whether A can
stay inside FG for i steps. Since it terminates at the greatest �xed point, it �nds the
largest set of statesfrom which A can can be sure to stay in FG.

Deciding � 0
2 and � 0

2 gamescan be doneby adapting the previouscomputations. For
� 0

2 games,we computethe set of stateswhereA canstay in FG forever, and then perform
backwardsreachabilit y on that set. � 0

2 gamesarea moreinterestingproblem. Wecompute
a nestedloop as follows:

1 z0 = QG;
2 repeat counted by i = 1; : : :
3 � i = zi � 1 \ FG;
4 si; 0 = ; ;
5 repeat counted by j = 1; : : :
6 si;j = (pre9(� i [ si;j � 1) \ QA ) [ (pre8(� i [ si;j � 1) \ QV );
7 until si = si � 1

8 zi = si; 1 ;
9 until zi = zi � 1

The mu-calculus formulation of this computation is k� z:�s: (� ((s _ (z ^ FG)) ^ QA ) _
(� ((s _ (z ^ FG)) ^ QV ))k. It works by making zi the set of possiblewinning statesand
repeatedly re�ning it. More precisely, zi is the set of stateswherewe have found that A
can force i visits to FG . � i is a \target" set { on the i -th iteration of the outer loop, � i

is the set of states that we want to visit in�nitely often and that we know A can force
i visits to FG from. When, on the i -th iteration of the outer loop, we compute si; 1 as
the set from whereA can be sure to reach � , two things are known: this givesone visit
to FC and, since� i � zi � 1, when FC is reached A can make another i � 1 visits to FC .
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Figure 2.6: The gamefrom Example 7

The computation continuesin this way until a �xed-p oint is reached, and z1 is the set of
statesfrom whereA can force in�nitely many visits to FG.

Example 7 Using the gameshownin Figure 2.6, we compute the set of winning states
for A with a � 0

2 winning condition and using FG = f 2; 5g.

1 z0 = f 0; 1; 2; 3; 4; 5; 6; 7g
2 � 1 = f 2; 5g
3 s1;0 = ;
4 s1;1 = f 0; 1; 7g
5 s1;2 = f 0; 1; 2; 3; 7g
6 s1;3 = f 0; 1; 2; 3; 7g
7 z1 = f 0; 1; 2; 3; 7g
8 � 2 = f 2g
9 s2;0 = ;
10 s2;1 = f 0; 1g
11 s2;2 = f 0; 1; 2; 3g
12 s2;3 = f 0; 1; 2; 3g
13 z2 = f 0; 1; 2; 3g
14 � 3 = f 2g

We stopwhen� 3 = � 2 becausethis implies that z3 wil l be equal to z2. We see that although
A can force a singlevisit to 7, it cannot win from there and thus 7 doesnot appear in � 2.
This is how the algorithm works { by re�ning � to a core set of winning statesin FG.
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2.4.2 Strategies

The notion usedto expresswhen a gameis winnable for someplayer is that of strategies.
A gameis said to be winning for someplayer if and only if that player has a strategy
such that every possibleoutcomeof the strategy is winning. Formally, a strategy for A,
f A : Q+

G 7! QG is a function from a �nite play-history to a successormove. To make sure
that the strategy suggestslegal moves, it must be the casethat, for all � 2 run(G; i G)
and all i � 0, f A (� [0; i ]) 2 � G(� [i ]). The set of outcomesof a strategy, out(G; f A ; q0) is
de�ned as the set of in�nite plays obtained by obeying the strategy.

out(G; f A ; q0) = f q0; q1; : : : j 8i � 0 if (qi 2 QA ) qi +1 = f A (q0; : : : ; qi )

elseqi +1 2 � G(qi )g

(2.11)

Thus, the formal de�nition of winning is given below

De�nition 1 A game, G, with winning condition, W, is winning for A if and only if
there existsa strategy f A for A suchthat for all � 2 out(G; f A ; iG) � � W.

The veri�cation problem for gamesis to prove the existenceof such a strategy, the syn-
thesisproblem is to �nd one.

Of course,synthesis and veri�cation are intimately related. A constructive proof is
e�ectively a synthesis procedure, and we �nd this to be the casewith the veri�cation
proceduresgiven for the winning conditions in Section, 2.4.1. By simply remembering
the progressof the veri�cation algorithm, we can construct a strategy. As it turns out,
all of the above winning conditions require no memory, so a winning strategy can be
simply a function f : QG 7! QG. Given a game, G = hQG ; iG; QA ; QV ; � G i with a � 0

1
winning condition for a set FG of �nal states, we can compute the set of winning states
and a winning strategy for every winning state by a slight modi�cation to the veri�cation
algorithm 5:

1 z0 = FG;
2 f A = ; ;
3 repeat counted by i = 1; : : :
4 uA = f (q; q0) 2 � G j q 2 QA ; q0 2 zi � 1g;
5 uV = f (q; q0) 2 � G j q 2 QV ; � G(q) � zi � 1g;
6 zi = � 1(uA ) [ � 1(uV );
7 f A = f A [ f (q; q0) 2 uA j f A (q) unde�nedg;
8 until zi = zi � 1

5We write � n (X ) for the n-th projection of X e.g. � 1(hq; q0i ) = q. This notation is overloaded to
apply to tuples, sets of tuples, paths where each point is a tuple etc. with the semantics point-wise to
each tuple, e.g. � 1(fhq1; q0

1i ; hq2; q0
2ig ) = fhq1i ; hq2 ig
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Here,uA and uV are setsof good moveswhich we record into the strategy in line 7. After
the projections, lines 4, 5, and 6 are the sameas we had before. An important point
is that we must be careful not to overwrite moves that have already beenadded to f A .
When a move (q; q0) is found and q is not alreadyin zi � 1, we canbesurethat q0 is closerto
FG; otherwiseq0 could be as far, or even further from FG than q. If we want the strategy
to make progressin every move, we must only add a move (q; q0) when q has just been
discovered as winning. We also note that the f A output is a partial function, can easily
be madetotal by �lling in unde�ned valueswith entries from � G .

2.4.3 Strategies as Automata

The de�nition of strategiesabove allows them an unbounded amount of memory, and
the strategiesfor � 0

1, � 0
1, � 0

2, and � 0
2 gamesrequire no memory. In general,the memory

required for a winning strategy depends on the winning condition. For LTL winning
conditions,a �nite amount of memoryis su�cien t [PR89]and weshall use�nite automata
asa model for strategieswith �nite memory.

For a gameG = hQG; iG; QA ; QV ; � G i , we may have a strategy f A which usesn bits
of memory. We code the memory as a set of states M = P(n) and make the strategy
automaton, F A , for f A over a state-spaceQF A = QG � M . The transition function,
� F A : QF A 7! 2QF A , must obey the transition relation of the game,be deterministic on
A's moves,be deterministic in the memory component, and include every possiblemove
for the opponent on their turn i.e.

8(q; m) 2 QF A (q0; m0) 2 � F A (q; m) ) q0 2 � G(q) (2.12)

8(q; m) 2 QF A q 2 QA ) j� F A (q; m)j = 1 (2.13)

8(q0; m0
1); (q0; m0

2) 2 � F A (q; m) m1 = m2 (2.14)

8q 2 QV q0 2 � G(q) ) 8m 2 M 9m0 2 M :(q0; m0) 2 � F A (q; m) (2.15)

The set of outcomesof a strategy automaton from a state, (q; m), is simply the set of
runs of the automaton

out(FA ; (q0; m0)) = f (q0; m0); (q1; m1); : : : j 8i � 0(qi +1 ; mi +1 ) 2 � F A (qi ; mi )g (2.16)

Of course,the corresponding set of plays in the gameis � 1(out(FA ; (q0; m0))). In Section
3.2wewill considera relaxation of strategy automata to partial non-deterministic strategy
automatawheresomestatesare allowed to be unde�ned and determinism is not assured.

The output of our synthesisalgorithm will be a strategy automaton; essentially de�n-
ing a set of new propositions in the gamewhich evolve deterministically (the memory)
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and using them to determinise the transitions of A in a way that only depends on the
current state of the gameand memory.

2.5 Linear Temp oral Logic

Linear Temporal Logic was �rst suggestedasa way to describe the behaviour of reactive
systemsin [Pnu77]. It hasbeenwidely adopted in the veri�cation community and is the
speci�cation languagefor both SPIN [Hol97] and CadenceSMV [Cad02]. It is an exten-
sion of propositional logic with extra operators to deal with time. An LTL speci�cation
describes a set of in�nite computation paths. Syntactically, an LTL formula,  , over a
set of atomic propositions P is

 ::= p j :  j  _  j X j  U  (2.17)

where p is someatomic proposition, X is the temporal operator for \neXt", U is the
temporal operator for \Un til". From this set of operators we can derive abbreviations
in the usual way:  ^  � : (:  _ :  ), > � p _ : p; F  � > U  (F for \F uture"),
 1 R  2 � : (:  1 U :  2) ( R for \Release"), and G � : F :  � ? R  (G for
\Globally" or \Alw ays").

Semantically, a computation � satis�es  accordingto the following rules (R is pro-
vided to aid intuition):

� � � p i� p 2 � [0].

� � � :  i� � 6�  .

� � �  1 _  2 i� � �  1 or � �  2.

� � �  1 U  2 i� 9i � 0:� [i; 1 ] �  2 and 8j 2 [0; i � 1] � [j; 1 ] �  1.

� � �  1 R  2 i� 8i � 0 either � [i; 1 ] �  2 or there exists j 2 [0; i ] such that
� [j; 1 ] �  1 ^  2.

An exampleof an LTL speci�cation for part of a (British) tra�c light controller would be
(y ) y U r )^ (fy ) fy U g). That is, \If the light is yellow, then it must stay yellow until
it eventually becomesred; and if the light is 
ashing yellow then it must keep 
ashing
yellow until it eventually becomesgreen." A careful reading of the semantics will show
that this might not be exactly what we wanted to say { the condition of the speci�cation
only refersto the initial state of the system. If the light becomesyellow later, there is no
requirement on it. To addressthis, we may write G((y ) y U r ) ^ (fy ) fy U g)) i.e.
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the samespeci�cation asbeforebut it is applicableat all times. Another examplewould
be : F G r i.e. \There is no future state from which the light will be red forevermore",
which is, of course,equivalent to GF : r .

LTL can be used to specify winning conditions for a games. It is more expressive
than the � 0

1, � 0
1, � 0

2, and � 0
2 conditions of Section2.4.1. In fact, each of theseconditions

corresponds to a simple LTL formula (F p, Gp, F Gp, and GF p respectively). Further,
LTL admits booleancombinations of theseformulae and the U operator. To solve the
synthesisof strategiesfor gameswith LTL winning conditions, the �rst problem that we
addressis how to translate an LTL formula into an automaton. We will do this using
a symbolic version of the tableau method, but we �rst pauseto look more generally at
symbolic methods and how they help implementations to work with large state-spaces.

2.6 Symbolic Mo delling of Systems

In this section we review the symbolic method of encoding transition systemsusing Bi-
nary DecisionDiagrams(BDDs) [Bry86]. This approach was usedby McMillan in SMV
[McM93, SMV04] and many other tools since[Pri04, Moc98, NuS04,Cad02]. The main
idea is to encode the set of initial states and the transition relation of an automaton as
a booleanformula in the hope that this will be more compact than the explicit represen-
tation. BDDs are a data structure for storing and manipulating booleanformulae which
allow us to work e�cien tly with them whilst incurring space-penaltieswhich often turn
out to be acceptable.

2.6.1 Symbolic Enco ding of Automata

If a systemis modelled by a transition graph and represented explicitly by enumerating
every possiblestate and all the transitions between them, the result will be very large
(exponential in the number of bits of memory usedby the system). In practice, systems
have structural properties which can be exploited to save space. Rather than using the
entire explicit state-space,we can represent the system symbolically. That is, we work
with sets of states and talk about transitions between sets. Thesesets are represented
by propositional logic formulae over the variables of the systemand theseformulae can
preserve the structure of the original system.

For example,supposewe wish to model a simple AND gate for the purposesof veri-
�cation. The gate will have two inputs, i 1 and i2, and a singleoutput, o. Valueswill be
written to o with a delay of onetime unit such that o0 = i1^ i2 (here,weusethe convention
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that o0 is the value of o in the next time unit). The model of this AND gate represented
asan automaton is given in Figure 2.76. Unfortunately, it is a very complicateddrawing
to encode a very simple idea. However, it does have a structure { from any state that
does not have i 1 and i2 there is a transition to all states without o, and for any state
which hasboth i 1 and i2 there is a transition to all statesthat have o. This is the kind of
structure that a symbolic representation can exploit.

To represent the AND gate symbolically, we need two formulae { one formula, � I ,
written over f i 1; i2; og for the set of initial states; and another formula, � � , written over
f i1; i2; o;i0

1; i0
2; o0g for the transition relation.

� I = > (2.18)

� � = o0 , i1 ^ i2 (2.19)

The interpretation of theseformulae is straightforward. A state, q, is initial if and only
if the valuation of the system propositions, P, in that state are such that they satisfy
� I . Identifying a state with the valuation of its propositions, we may write q is initial i�
q � � I . A transition q ! q0 is allowed if and only if the conjunction of the valuations of
q and q0 entail the transition formula i.e. q ! q0 i� q^ q0 � � � . The set of successorsof a
set states, Q, represented by a formula f Q over the set of propositions P = f x0; : : : ; xng
can be found by conjunction, projection, and renaming. This processis best described by
example:

Example 8 Using theAND gateexample,we�nd thesetof successorsof i 1^ i2 (explicitly,
this formula representsthe set ff i 1i2g; f i1i2ogg). First we make a conjunction with the
transition formula, i.e. i 1 ^ i2 ^ (o0 , i1 ^ i2). This formula givesthe set of transitions
out of the set i 1 ^ i2 and it can be simpli�e d to just i 1 ^ i2 ^ o0. We are only interested in
the targetsof thesetransitions so we can project away the current-state variablesto get
simply o0. By simply renamingprimed variablesto unprimed variableswe havea formula
over current states,o, which is equivalent to the explicit set ff og; f oi 2g; f oi 1g; f oi 1i2gg.

2.6.2 Implemen tation with BDDs

Whilst representing automata using booleanformulae allows us to characterisethem in a
compact way, what we are really interested in is performing computations on them. To
be able to implement algorithms such as the onesin Sections2.4.1and 2.4.2we needto
be able to perform operationson the setsof states: Is set S1 equal to S2? What is the set

6We write a propositional variable inside a state if and only if it is true in that state
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i2 i1 i1 i2

o o i2 o i1 o i1 i2

Figure 2.7: An AND gate as an automaton (all statesare initial)

of successors/predecessorsof the set S? etc. If answering thesequestionswere as much
of a problem as the state-spaceexplosionof explicit methods, then there would be little
point in usingsymbolic methods. Whilst �nding successorsand predecessorscan be done
by conjunction, projection, and renaming, testing the equivalenceof booleanformulae is
exponential in the number of variables. However, an appropriate representation of the
formulaecanhelp. Testingthe equivalenceof truth tablesis linear in the sizeof the tables,
but they themselves are exponential in the sizeof the formulae they represent. Binary
DecisionDiagrams(BDDs) [Bry86] provide a relatively compactcanonical representation
of booleanformulae which allows for e�cien t implementation of equivalencetesting and
the logical operations including conjunction, disjunction, negation, and existential ab-
straction. To understandBDDs, it is best to �rst picture a formula as being represented
by a binary decisiontree. For example,Figure 2.8showsa tree representation of Equation
2.19. Each internal layer in the tree represents a variable in the formula, with the leaf
layer representing the constants 1 and 0. The children of a node in the tree are connected
by oneedgerepresenting true (solid lines) and onefalse(dashedlines). To test whether a
particular assignment satis�es the formula, westart at the root and follow edgesaccording
to the assignment for each variable. If this leadsto 1 then the assignment satis�es the
formula, if it leadsto 0 then it doesnot. For example,testing i 1; : i2; o0 starts at the root,
takesthe left (solid) branch to the i 2 layer, then takesthe right (dashed)branch to the o0

layer, and �nally takesthe left (solid) branch endingup in 0. Soi 1 ^ : i2 ^ o0 6� i1 ^ i2 , o0.
Clearly, like truth tables, two binary decisiontreeswhich represent the samefunction and
have the sameordering will be identical soequivalencetesting is easy.

The tree representation of a boolean formula is still not optimal. Somesubtreesare
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1 0 0 1 0 1 0 1

o0 o0 o0 o0

i2 i2

i1

Figure 2.8: A binary decisiontree for Equation 2.19

identical, and by joining the commonparts we can reducethe number of nodes. Having
done this, it may be the casethat for somenodes both outgoing edgesgo to the same
child. In this case,testing the value of the variable in this node is unnecessaryand we
remove such nodesconnectingtheir incoming edgedirectly to their child. Onceall of the
commonsubtreesare joined togetherand redundant testsremoved, the result is a directed
acyclic graph known as a reducedbinary decisiondiagram { the representation that we
are interested in using. Figure 2.9 shows the result of reducing the tree of Figure 2.8.
This reduction is performed by a single traversal of the BDD with an algorithm known
as reduce. Other BDD functions allow the application of boolean operators between
two BDDs and, when the variable ordering is the same,BDDs for the samefunction are
identical so equality testing can be done in linear time with respect to the size of the
BDDs. BDDs and their operations are discussedextensively in the literature; we direct
the interestedreader to [McM93] for early work on using BDDs for symbolic veri�cation
and [HR00] for a more readableexposition. For implementation, which is a core aim of
this thesis, o�-the-shelf BDD packagesare available, notably CUDD [CUD01] (used for
our implementation) and BuDDY [BuD04].

During the development of our synthesis algorithm, the main aim was to ensurethe
possibility of symbolic implementation. Thus, as each part of the synthesis procedureis
presented, its suitabilit y for e�cien t symbolic implementation will be demonstratedor,
for non-trivial operations,postponedto Chapter 4.
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1 0

o0 o0

i2

i1

Figure 2.9: A reducedbinary decisiondiagram for Equation 2.19

2.7 The Symbolic Tableau Metho d

Any speci�cation that canbewritten in LTL canbeexpressedasa B•uchi automaton. This
wasdemonstratedin [VWS83] (a revised,extendedversionof this paper waspublishedas
[VW94]) by providing an e�ective algorithm, known asthe tableaumethod. An important
application of the tableau method is the development of an automata-theoretic technique
for model checking closedsystemswith LTL speci�cations [VW86] (which is implemented
by Spin [Spi04]). Whilst CTL model checkers use symbolic techniques to explore large
state-spacesin an e�cien t manner,the algorithm for model checking LTL is not amenable
to symbolic implementation (though it doescompensatefor this by constructing the state-
spaceon-the-
y, which can mean that it does not have to store the entire state-space).
However, by using a symbolic version of the tableau method [BCM+ 90, CGH94], it has
beenshown that LTL model checking could be performedby reduction to fair CTL model
checking [CGH94]. The particular version of the tableau method described in [CGH94]
forms the basisof the onethat we will usein the synthesisprocedure. In this section,we
present the algorithm of [CGH94], making somesmall changeswhich make it ready for
the substantial changesthat we add later. The more substantial changesare described in
Section3.4.

The symbolic tableau method takesan LTL formula,  , and provides a Kripk e struc-
ture, T = hQT ; iT ; � T ; LT i (called the tableau), which contains every path that satis�es
 . QT is a set of states; i T , the set of initial states; � T , the transition relation; and LT a
labelling function. It also provides a set of fairnessconstraints over the paths of T such
that a path satis�es all of the fairnessconstraints if and only if it satis�es  . Rather
than having labels on transitions, the atomic propositions of the input languageappear
in tableau states. When reading a letter a from a tableau state t, the transition relation



CHAPTER 2. BACKGROUND MATERIAL 27

allows any successorcontaining a. We allow a set of initial states rather than a single
onefor convenience,but it would be easyto de�ne a strict initial state. The singleinitial
state would just have transitions to every state in i T . Like the original tableau method,
the main principle is that any LTL formula can be expressedpurely in terms of current
and next state variables. This transformation is usedto de�ne a transition relation for T.

In the de�nition of [CGH94],a minimal grammar for LTL is used. However, we choose
a larger input syntax and ensurethat the formula is in Negation Normal Form (i.e. any
negationsin the formula are applied only to atoms). As observed by [Sch01], this allows
an e�ciency improvement as fairnessconstraints are not introducedunnecessarilywhen,
for example,Gp would have beenencoded as : F : p. More importantly, NNF is required
to ensurethe soundnessof a changeto the transition relation as comparedto [CGH94]
(and generalconvention). We considerinput formulae to be within the grammar:

� ::= p j : p j � ^ � j � _ �

 ::= � j  ^  j  _  j X j  U  j  R  
(2.20)

wherep is an element of the set of atomic propositions, P.
The �rst step is to derive the set of elementarysub-formulae, el( ), of  . The set is

de�ned recursively:

el(p) = f pg if p 2 P (2.21)

el(:  ) = el( ) (2.22)

el( 1 ^  2) = el( 1) [ el( 2) (2.23)

el( 1 _  2) = el( 1) [ el( 2) (2.24)

el(X 1) = f X 1g [ el( 1) (2.25)

el( 1 U  2) = f X(  1 U  2)g [ el( 1) [ el( 2) (2.26)

el( 1 R  2) = f X(  1 R  2)g [ el( 1) [ el( 2) (2.27)

P(el( )) forms the state-spaceof T i.e. QT = P(el( )). The labelling function L T takes
a state q 2 QT and maps it to the set of atomic propositions contained in q. Using L T ,
when we say a path � of the tableau satis�es an LTL formula,  , what we really meanis
that the path LT (� [0]); LT (� [1]); : : : satis�es  under the normal semantics of LTL.

To de�ne the set of initial states,and the transition relation of T, we de�ne a function
sat. For any sub-formula,  1, of  , sat( 1) returns the propositional formula over el( )
representing the states in QT from where all fair paths satisfy  1. This function makes
explicit the separationof temporal operatorsinto conditionson the current and next state.
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sat is de�ned inductively as:

sat(�) = � (2.28)

sat( 1 ^  2) = sat( 1) ^ sat( 2) (2.29)

sat( 1 _  2) = sat( 1) _ sat( 2) (2.30)

sat(X  1) = X  1 (2.31)

sat( 1 U  2) = sat( 2) _ (sat( 1) ^ X ( 1 U  2)) (2.32)

sat( 1 R  2) = (sat( 1) ^ sat( 2)) _ (sat( 2) ^ X ( 1 R  2)) (2.33)

We can usethis function to de�ne the set of initial states in a tableau for a formula  as

sat( ) (2.34)

i.e. the set of stateswherefair outgoingpaths satisfy  . The transition relation is written
over el( ) � el( )0 (i.e. current and next-state variables):

^

X  12 el( )

X  1 ) sat( 1)0 (2.35)

This now givesus enoughto demonstratethe structure of a tableau with an example.

Example 9 We construct a tableau for the formula G(p U q).

� The set of propositions are:
el(G(p U q)) = f p;q; X (p U q); X G(p U q)g

� The set of initial statesis de�ned by:
sat(G(p U q)) = X G(p U q) ^ ((p ^ X (p U q)) _ q)

� The transition relation is:
(X (p U q) ) ((p0^ X (p U q)0) _ q0))

^ (X G(p U q) ) X G(p U q)0^ ((p0^ X (p U q)0) _ q0))

The tableau is drawn out explicitly in Figure 2.10.

The �nal task is to de�ne the set of fairnessconstraints. The structure of the tableau
allows the satisfactionof fair LTL operatorsto be postponedinde�nitely . For example,in
Figure 2.10we can seethat there is an in�nite path that stays in X (p U q); X G(p U q); p
forever and this path doesnot satisfyG(p U q). The purposeof addingfairnessconstraints
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X G(p U q);

q

X (p U q);

X G(p U q);

p;q

X G(p U q);

p;q

X (p U q);

X G(p U q);

p

Figure 2.10: The tableau from Example 9 (all statesare initial)

is to avoid such a situation. So we add the constraint that a path � is acceptingif and
only if: ^

(X ( 1 U  2)) 2 el( )

91 i � 0:� [i ] 2 sat( 2) _ : (X ( 1 U  2)) (2.36)

In our example,that meansthat acceptingpaths must visit stateswith q in�nitely often
becauseevery reachable state has X G(p U q) so every successormust have either q or
X (p U q).

In summary, we construct the tableau for an LTL formula  over a state-spacede�ned
by el( ). The set of initial statesare sat( ) and the transitions are de�ned by Equation
2.35. A path in the tableau is accepting if and only if it meets the fairnessconstraints
de�ned by Equation 2.36. Therearetwo changesfrom the de�nition of [CGH94]. First, we
put the input formulaeinto negationnormal form. This improvese�ciency and allows the
soundnessof the secondchange.The secondchangeis in the transition relation (Equation
2.35). It allows more transitions than [CGH94]'s de�nition which is

V
X � 2 el( ) X � ,

sat(� )0. We do this becausea certain structure is required as input to the synthesis
algorithm and this changeis a simple step in the right direction. Strictly speaking, the
soundnessof this changeshould be proven, but we prove soundnessfor all changeslater
sowe will merely state the required Theoremhereand prove it with the extra changesin
Section3.4.

Theorem 1 Let  be an LTL formula over a set, P, of atomic propositions. Let T be the
symbolic tableau automaton for  constructed as above. An in�nite path, � , in T which
begins in sat( ) satis�es the fairness constraints of T if and only if L(� ) �  .
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A �nal detail of the symbolic tableau method is the evaluation of the fairnesscon-
straints. To use the tableau as a B•uchi automaton, we must encode the satisfaction of
fairnessconstraints into the statesof the automaton so that a set of acceptingstatescan
be identi�ed. To do this, we use the well-known technique of introducing a variable for
each fairnessconstraint. Each variable's purposeis to monitor its fairnessconstraint's
satisfaction. When a monitor is false, its fairnesscondition is pending. The monitor be-
comestrue when the fairnesscondition is satis�ed onceand stays true until an accepting
state is reached. Theseacceptingstatesarede�ned asthosewhereall monitors are true so
another visit to an acceptingB•uchi state demandsthat all fairnessconditionsaresatis�ed
one more time. Thus, in�nite visits to accepting states are achieved if and only if the
fairnessconditions are met in�nitely often. Formally, for each X ( 1 U  2) in el( ) we
introducea fairnessmonitor variable n 1 U  2 . The initial valuesof the fairnessmonitors
are de�ned by the formula:

^

X ( 1 U  2)2 el( )

n 1 U  2 , sat( 2) _ sat(: (X ( 1 U  2))) (2.37)

The set of �nal states,FB is de�ned as:
^

X ( 1 U  2 )2 el( )

n 1 U  2 (2.38)

The fairnessmonitors' transitions are de�ned by:
^

X ( 1 U  2 )2 el( )

n0
 1 U  2

, (n 1 U  2 ^ : FB ) _ (sat( 2)0_ sat(: (X ( 1 U  2))) 0) (2.39)

Sincethere will be a number of variations on this tableau construction given through-
out the thesis,each variation will be summarisedin a table such asthe onein Figure 2.11.
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Propositions el( ) using Equations 2.21{2.27
Initial States sat( ) using Equations 2.28{2.33
Transitions Equation 2.35using Equations 2.21{2.27,2.28{2.33
Fairnessmonitors One for each X ( 1 U  2) 2 el( ) as de�ned by Equations

2.21{2.27
Initial values for fair-
nessmonitors

Equation 2.37using Equations 2.21{2.27,2.28{2.33

Transitions for fair-
nessmonitors

Equation 2.39using Equations2.21{2.27,2.28{2.33,and 2.38

Final states Equation 2.38using Equations 2.21{2.27

Figure 2.11: A symbolic tableau construction for an LTL formula  



Chapter 3

Symbolic Synthesis for LTL-Games

In Chapter 2, we saw de�nitions of games,winning conditions and strategies.We looked
at Linear Temporal Logic as a speci�cation languagefor winning conditions and showed
a symbolic method for translating LTL formulae into non-deterministic B•uchi automata.
A solution to the remaining problem { how to solve a gamewith this B•uchi automaton
as a winning condition { is the main contribution of this thesis. Before going into our
new solution, we considerthe solution given by Pnueli and Rosner[PR89, Ros92]. A �rst
analysisof the problemshowsthat therearethree typesof non-determinismpresent: there
are the non-deterministicchoicesof both the protagonist and the antagonist in the game,
and then there are the non-deterministic transitions of the B•uchi automaton. Pnueli and
Rosnerresolved this by determinisingthe non-deterministicB•uchi (NB) automaton using
the method of Safra [Saf89]. As recalled in Section 2.1, deterministic B•uchi automata
are strictly weaker than non-deterministic B•uchi automata so somechange of class is
inevitable { in this casethey obtain a deterministic Rabin (DR) automaton. Furthermore,
Safra'smethod is known to beoptimal [L•od99];from a NB with with n states,a language-
equivalent DR with 2O(nl ogn) statesand n acceptingpairs is produced. Having obtained a
DR in this way Rosnerand Pnueli interpret the gameas an in�nite tree and reducethe
synthesisproblem to the problem of constructively checking the emptinessof Rabin Tree
Automata. Overall, their proceduretakes doubly exponential time and the problem is
known to be 2EXPTIME-complete [PR89, Ros92].

The proof of hardnessshows that Rosnerand Pnueli's method is optimal in the worst
case,but we aim to improve the real-world performanceby avoiding the determinisation
step. Although Safra'smethod is optimal for the translation from NB to DR, it is unsuit-
able for a symbolic implementation. Each state in the DR is a tree of statesfrom the NB
and this meansthat the construction is performed state-wise. Although there has been
an implementation of Safra's algorithm where the trees were represented symbolically

32



CHAPTER 3. SYMBOLIC SYNTHESIS FOR LTL-GAMES 33

[THB95], the explicit representation of a such a large, complex structure has hampered
the implementation of the completesynthesisprocedure.As noted by [KV01] the lack of
implementation for Safra'salgorithm is not due to lack of need,simply due to its complex
state-basednature. Avoiding this stephasallowedus to designand implement a synthesis
algorithm which hasroughly equalworst-casecomplexity to Rosnerand Pnueli, but takes
advantage of symbolic computations to make it surprisingly e�cien t in practice.

This chapter describesour newsymbolic algorithm for the synthesisof winning strate-
giesin gameswith LTL winning conditions. First, the LTL winning condition is translated
into a tableau automaton using a variation of the symbolic tableau method of [CGH94]
(described in Section 3.4). Then, the tableau is expandedinto the \shift automaton"
where each state includes information about how to backtrack and re-take someof the
non-deterministic choicesof the tableau. Having done this, we use a symbolic nested
�xed-p oint computation which bears someresemblance to [EL86] in order to compute
a winning strategy (the expansionand �xed-p oint computation are both described in
Section3.2).

3.1 Wh y Determinisation?

The core synthesis algorithm takes as input a game G = hQG; iG; QA ; QV ; � G i and a
winning condition in the form of a B•uchi automaton, B = hQB ; iB ; � B ; FB i (we consider
the translation from LTL to a tableauto bea separateissuehere). The algorithm identi�es
a set of states that are winning for A and producesa partial strategy1 such that the set
of outcomesof the strategy from any winning state are acceptedby B.

To seewhy the conventional approach usesdeterminisation, let us try to write down
an algorithm for �nding winning statesover G � B . Sincewe want paths in the combined
state-spaceto visit FB in�nitely often, a good placeto start is with the algorithm usedfor
� 0

2 gamesin Section2.4.1. Like the algorithms in Section2.4.1,we de�ne two predecessor
functions. One, preA , evaluates moves for A and hencedoesso existentially; the other,
preV , evaluatesmovesfor V and henceevaluatesmovesuniversally. Sincethey arede�ned
over QG � QB and wearelooking for the existenceof winning runs in B, wealways evaluate
the B component existentially .

preA (X ) = f (q; t) j 9q0 2 � G(q); t0 2 � B (t; q0):(q0; t0) 2 X g (3.1)

preV (X ) = f (q; t) j 8q0 2 � G(q) 9t0 2 � B (t; q0):(q0; t0) 2 X g (3.2)

1The strategy is partial becauseit may be unde�ned from states which are not winning for A.
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1 z0 = QC ;
2 repeat counted by i = 1; : : :
3 � i = zi � 1 \ FC ;
4 si; 0 = ; ;
5 repeat counted by j = 1; : : :
6 si;j = si;j � 1 [ (preA (� i [ si;j � 1) \ QCA ) [ (preV (� i [ si;j � 1) \ QCV );
7 until si = si � 1

8 zi = zi � 1 \ si; 1 ;
9 until zi = zi � 1

Figure 3.1: A synthesisalgorithm which generalisesthe solution for � 0
2 games

Let us refer to G � B as the composite C and de�ne the following abbreviations for the
states in C, the stateson A's turn, the stateson V's turn, and the �nal, respectively:

QC = QG � QB (3.3)

QCA = QA � QB (3.4)

QCV = QV � QB (3.5)

FC = QG � FB (3.6)

The algorithm in Figure 3.1 looks very familiar; as in Section2.4.1,we usesubscriptsto
distinguish the valuesheld by variables on di�erent iterations of loops and write z1 to
mean the �nal value of z after the loop has terminated. It can be characterisedin the
mu-calculus(as beforewe use� to meanpreA and � to meanpreV ): k� z:�s: (� (s_ (FC ^
z)) ^ QCA ) _ (� (s_ (FC ^ z)) ^ QCV )k. This algorithm seemsattractiv e { every operation
in it (including the predecessorfunctions) can be computed symbolically; it looks very
much like the algorithm used in [EL86], which experimental evidencehas shown to be
quite e�cien t in symbolic implementation [SRB02].

Initially , the algorithm �nds the set of states from where A can force a visit to FC

once. This set is z1. Then it �nds the states from whereA can force a visit to z1 \ FC .
This set is z2, and from any state in z2, A can force two visits to FC : if he starts in z2,
he can reach z1 \ FC , and from there he can reach FC . But, is the reversealso true? If
there is a state (q; t) such that A can forceall outcomesfrom q to have a run of B from t
such that FC is visited twice, is (q; t) necessarilyin z2? In short, no. We can demonstrate
this with the exampleshown in Figure 3.22. A can win this game: if the opponent always

2As before,we denote A's turns by squarestates and V 's by circles.
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1 32 4

(a) Game

t0

t1

t2

1; 2; 3; 4

1; 2

3; 4

1; 2

3; 4

(b) Winning Condition

Figure 3.2: A gamewherethe winning condition \needs" determinisation

choosesto go from 2 to 1 then A wins; if the opponent eventually choosesto go from 2
to 3 then A can always chooseto go from 3 to 4 and win that way. We would therefore
expect z to stabilise containing (1; t0).

What we discover may at �rst seemodd { winning is not \transitiv e" in this combined
state-spaceof the gameand the B•uchi automaton. Although there is a winning strategy
from (1; t0), if we follow that strategy and, at the sametime, try to construct a winning
run from the B part we cannot be sure to reach a state from where there is another
winning strategy i.e. the property of beingwinning for A is not maintained alongwinning
plays in the combined state-space.The opponent can stay in f (1; t?); (2; t?)g as long as
he likes and we must choosewhat to do with the B•uchi component. We cannot allow
the B•uchi automaton to visit t1 in casethe opponent later chooses3. So we either have
a losing run in the B•uchi component, ((1; t0)(2; t0)) ! or reach f (1; t1); (2; t1)g from where
there is no winning strategy (V chooses3 and B is stuck). On this basis, (1; t0) 62z1

becauseA cannot be sure to reach a state in FC from wherehe can be sure to win.
The error can alsobe seenin the mu-calculusformula { sinces is a � variable, it can

only be replaced�nitely many times, so eventually there must be a successorwhich is
both winning and accepting. As noted before,as soon as the B•uchi component enters t1

the opponent can win, so we have to keepchoosing s forever, thus failing to satisfy the
formula.

We can say that the algorithm given above will always �nd a completesolution when
winning is \transitiv e" in the product of the game and speci�cation automaton. This
restriction canbemademoreformal, andabstract away from gamessothat wecharacterise
the classof B•uchi automata for which the algorithm is completeusing the mu-calculus.

De�nition 2 Let B = hQB ; iB ; � B ; FB i be a B•uchi automaton. Acceptance is transitive
for B i� for all labelled transition systemsM = hQM ; iM ; � M ; LM i suchthat run(M ; i M ) �
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L (B), the composite C (as de�ned in Equations3.3 to 3.6) satis�es

(f iM g � � B (iB ; iM )) \ k� z:�s: � (s _ (FC ^ z))kV 6= ; (3.7)

where the valuation function V is de�ned such that V(FC ) = QM � FB and k� YkV =
f (q; t) 2 QM � QB j 8q0 2 � M (q)9t0 2 � B (t; q0):(q0; t0) 2 kYkV g.

De�nition 3 A B•uchi automatonis trivial ly determinisableif and only if it can be made
deterministic by removing0 or more transitions without changingits language.

Theorem 2 A B•uchi automaton is transitive winning if and only if it is trivial ly deter-
minisable.

Pro of. First we show that any trivially determinisableB•uchi automaton is tran-
sitively accepting. Let B be a trivially determinisableB•uchi automaton and M be a
labelled transition systemsuch that run(M ; i M ) � L (B). We de�ne the composition, �
operator, and valuation function as in De�nition 2 and prove that (f i M g � � B (iB ; iM )) \
k� z:�s: � (s _ (FC ^ z))kV 6= ; . SinceB is trivially determinisableand the � operator
evaluates B•uchi transitions existentially , we can treat B as deterministic by assuming
that every existential choice is the one that would be usedin trivially determinising B.
This meansthat (f iM g � � B (iB ; iM )) is singleton, call it (i M ; t). We prove using �xed-
point induction and contradiction: Suppose (i M ; t) 2 k� nz:�s: � (s _ (FC ^ z))kV but
(iM ; t) 62k� n+1 z:�s: � (s _ (FC ^ z))kV . Then, there would be a run � 2 run(M ; i M ) such
that the corresponding run � B 2 run(B ; iB ; � ) visits FB n times; but on the n-th visit
(call this (� [i ]; � B [i + 1])), (� [i ]; � B [i + 1]) 62k� 0z:�s: � (s _ (FC ^ z))kV . This, in turn,
meansthat there is a run � 0 2 run(M ; � [i ]) such that the corresponding B•uchi run never
visits FB . So there is a run � [0; i ] � � 0[i + 1; 1 ] which is not in L (B) and this contradicts
the premisesso (iM ; t) 2 k� n+1 z:�s: � (s _ (FC ^ z))kV .

Now we prove the opposite direction. We show that there is a breadth �rst traversal
of B which removesnon-determinismas it proceeds.When a state, t0, has two outgoing
edgeswith the samelabel to distinct successorst1 and t2, oneedgeis removed. For this to
maintain the languageof B , the languageof the removed state, say t1, must be a subset
of the languageof the preserved state i.e. L (B ; t1) � L (B ; t2). Supposethere is no such
completetraversal;then for every possibledeterminisingtraversalthere is a state, t0, such
that there is someletter a wheref t1; t2g � � B (t0; a) and neither L (B ; t1) � L (B ; t2) nor
L (B ; t2) � L (B ; t1) but all paths to t0 have already beendeterminised. This meansthat
there are two words � 1; � 2 such that � 1 2 L (B ; t1) � L (B ; t2) and � 2 2 L (B ; t2) � L (B ; t1).
Let � P be the �nite word (length n) labelling a path from i B to t0. There existsa labelled
transition systemM such that f � P � a � � 1; � P � a � � 2g � run(M ), and we prove that this
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is a witness for B not being transitive winning under the choicesfor � B prescribed by
this determinisation. Clearly (� P [n]; t0) 62k� z:�s: � (s _ (FC ^ z))kV ; there is no single
a-successor,t i , of t0 such that � 1 and � 2 haveB-paths from t i that visit FC in�nitely often.
Sincewehaveassertedthat any such attempted determinisationendsup this way, all of the
� P � a� � 1 and � P � a� � 2 provide witnessesthat (i M ; � B (iB ; iM )) 62k� z:�s: � (s_ (FC ^ z))kV .
This provides us with a contradiction. ut

Using this characterisation, it is easyto seethe following theoremabout the complete-
nessof the algorithm in Figure 3.1:

Theorem 3 For any gameG, with a winning condition speci�e d by a B•uchi automaton
B, if B is trivial ly determinisable,then a run of the algorithm in Figure 3.1 on G and B
wil l terminate with z1 containing all reachablewinning statesfor A.

Request-responsespeci�cations [WHT03] are conjunctions of safety constraints and
livenessconstraints. The safety constraint simply restricts the stateswhich canbevisited;
the livenesspart is of the form \if r occurs then eventually s occurs". We observe that
Request-Responsegamescan be formulated in LTL and show that they are transitive-
winning.

Prop osition 1 Request-response gamesspeci�e d by LTL formulae of the form G(p ^
(r0 ) F s0) ^ : : : ^ (rn ) F sn )) (where p, r i , and si are propositional formulae) are
transitive winning.

Pro of. Let  be the entire request-response formula. We prove the proposition by
showing that the tableau generatedfor  can be trivially determinised to a language
equivalent tableau, TD . Instead of usingEquation 2.34for the initial statesand Equation
2.35for the transition relation of the tableau,weuseX  ^ p^

V
i 2 [0;n ]

�
X F si , r i ^ : si

�
for

the initial statesand X  ^ p0^
V

i 2 [0;n ]

�
X F s0

i , (X F si _ r 0
i ) ^ : s0

i

�
for the transition. The

initial formula is clearly deterministic for a given assignment to the labelsof the tableau
f r0; s0; r1; s1; : : :g and the transition is deterministic for a given assignment to current-
state tableau variablesand the next-state labels f X F s0; r 0

0; s0
0; X F s1; r 0

1; s0
1; : : :g, thus TD

is deterministic. The transition formula is non-blocking and both formulae imply the
corresponding de�nitions in Section2.73. We now prove that this deterministic tableau
still acceptsany path satisfying  by showing that for any path � �  , the run � =
run(TD ; � ) satis�es the fairnessconstraints of the tableau (equation 2.36). Speci�cally,
this meansthat 8i 2 [0; n] 91 j:X F si 62� [j ]. By the de�nition of the initial states and

3This would not be the casehad we not weakenedthe condition on the transition relation (Equation
2.35) from the , de�nition of [CGH94] to ) .
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transition relation, 8i 2 [0; n]; j � 0 X F si 2 � [j ] ) 9k � j:r i 2 � [k] ^ 8m 2 [k; j ] si 62
� [m]. Since� �  , � [k; 1 ] � r i ) F si sothere existsn > j such that si 2 � [n] and by the
de�nition of the transition relation X F si 62� [n]. So the fairnessconstraints are satis�ed.
Thus the tableau for  can be trivially determinisedand by Theorem 2 it is transitive
winning. ut

3.2 The Core Synthesis Algorithm

Our solution to the incompletenessof the algorithm outlined in the previous section is
to allow some\shifting" betweenB•uchi states. If the B•uchi automaton is in a dead-end
state, we now allow the transition relation to be overridden by making a shift i.e make
a transition as if the B•uchi automaton were in a di�erent state. We maintain the set of
reachableB•uchi statesat all times, and this providesthe justi�cation for shifts { whenever
a shift is made, it is made to somereachable state and, thus, is equivalent to retaking
someearlier non-deterministicchoices.The set of reachablestatesis provided by the shift
automaton, S = hQS; iS; � S i , a deterministic automaton derived from B with the subset
construction [RS59]whereeach state in QS represents a set of statesfrom QB :

QS = P(QB ) (3.8)

iS = f iB g (3.9)

� S(�; q) = f t0 j 9t 2 �:t 0 2 � B (t; q)g (3.10)

Accordingly, we de�ne the synthesisalgorithm over G � B � S. We call this product the
composite, C, and de�ne someabbreviations to easethe burden of notation:

� The set of initial statesof C are madefrom the initial state of the gamecombined
with states of B where that gamestate has beenread from i B and the state in S
wherethe gamestate hasbeenread from i S.

iC = f (iG; t; � ) j t 2 � B (iB ; iG); � = � S(iB ; iG)g (3.11)

� The transition function for C simply obeys the transition functions for each of the
components.

� C (q; t; � ) = f (q0; t0; � 0) j q0 2 � G(a); t0 2 � B (t; q); � 0 = � S(�; q0)g (3.12)
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� The state-spaceof C is the product of the state-spacesof the three components with
the restriction that for a composite state (q; t; � ), t must be in � . This is because
� represents the set of reachable statesof B so if t is the current state it should be
reachable.

QC = f (q; t; � ) 2 QG � QB � QS j t 2 � g (3.13)

� The set of �nal statesof C is determinedby the �nal statesof B .

FC = f (q; t; � ) 2 QC j t 2 FB g (3.14)

� The statesof C whereit is A's turn are determinedby G.

QCA = f (q; t; � ) 2 QC j q 2 QGA g (3.15)

� The statesof C whereit is V 's turn are determinedby G.

QCV = f (q; t; � ) 2 QC j q 2 QGV g (3.16)

Now, if we are in a situation such asthe onein Figure 3.2,we canmake winning transitive
by allowing someshifts. The informal argument is asfollows. From (1; t0; f t0g) we always
go to (2; t1; f t0; t1g) becausewe are optimistic about getting an acceptingrun in the B
component. If the opponent always chooses2 ! 1, then we have an acceptingrun made
up of

(1; t0; f t0g)((2; t1; f t0; t1g)(1; t0; f t0; t1g)) !

If the opponent eventually chooses2 ! 3, then we take a shift. In state (2; t1; f t0; t1g)
the B component could have beenin t0, sowhen the opponent chooses3 we make a shift
and take the t0 ! 3 t2 transition i.e. we go to (3; t2; f t0; t2g). From here, A can win and
we end up with an overall winning path madeup by

(1; t0; f t0g)((2; t1; f t0; t1g)(1; t0; f t0; t1g)) � (2; t1; f t0; t1g)((3; t2; f t0; t2g)(4; t2; f t0; t2g)) !

Shifting helps the issue of completeness,but is it sound? An unbounded number
of shifts would change the languageof the B•uchi automaton so, in the caseof in�-
nite shifts, it is not. The example in Figure 3.3 demonstratesthis. Since t0 is always
reachable, if there are in�nitely many shifts, the e�ect is as if there is a transition from
t1 ! 1 t0. This meansthat the game would be found to be winning, using the path
(1; t0; f t0g)((2; t1; f t0; t1g)(1; t0; f t0; t1g)) ! as a witness. If shifting is only allowed �nitely
often, it is easy to argue that the result is sound. Acceptanceis evaluated over in�-
nite paths, and although shifting may allow �nitely many extra visits to FC , paths must
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1 2

(a) Game

t0 t1

1; 2

2

2

(b) Winning Condi-
tion

Figure 3.3: A gamewherein�nite shifting is unsound

eventually have no more shifts and thus would be acceptingwithout any shifting. The
soundnessof �nite shifting is proved formally as part of Theorem5.

To write down the coresynthesisalgorithm with �nite shifting, we must �rst re-de�ne
preA and preV sothat they areevaluatedover the compositestate-space,allow for shifting,
and return transitions rather than statesso that (as in Section2.4.2) we can build up a
strategy. Most of the changesare simple extensionsof what we had before,but the extra
argument, W, is a set that we allow a shift into. In the newde�nitions, preA (X ; W) is the
set of transitions which obey the gameand shift automaton, and either have a transition
in B to reach X (t0 2 � B (t; q0) ^ (q0; t0; � 0) 2 X in Equation 3.17)or have a shift justi�ed by
the shift automaton to reach W (t0 2 � 0^ (q0; t0; � 0) 2 W in Equation 3.17). preV (X ; W)
simply usespreA (X ; W) as an approximation, and then makessure that there is a good
transition for every possiblegame-successor.

preA (X ; W) = fh(q; t; � ); (q0; t0; � 0)i j q0 2 � G(q); � 0 = � S(�; q0);

(t0 2 � B (t; q0) ^ (q0; t0; � 0) 2 X )

_ (t0 2 � 0^ (q0; t0; � 0) 2 W)g

(3.17)

preV (X ; W) = fh(q; t; � ); (q0; t0; � 0)i 2 preA (X ; W) j 8q0
2 2 � G(q)

9h(q; t; � ); (q0
2; t0

2; � 0
2)i 2 preA (X ; W)g

(3.18)

Using thesede�nitions, we write the main algorithm in Figure 3.4. To understandhow it
works, considereach of the variablesin turn:

� wj : At the end of the algorithm, this will contain the set of winning states. The j
subscript is the maximum number of shifts required to win from a state in wj .

� zj;k : At the end of the middle loop (line 17), this is the set of states from where
every outcomereacheszj;k \ FC in�nitely often with no shifting or just reacheswj � 1
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1 w0 := ; ;
2 � F ;0;1 ;1 := ; ;
3 repeat counted by j = 1: : :
4 zj; 0 := QC ;
5 repeat counted by k = 1: : :
6 � j;k := zj;k � 1 \ FC ;
7 sj;k ;0 := ; ;
8 � F j;k ;0 := � F j � 1;1 ;1 ;
9 repeat counted by l = 1: : :
10 uA := preA (� j;k [ sj;k ;l � 1; wj � 1) \ QCA � QCV ;
11 uV := preV (� j;k [ sj;k ;l � 1; wj � 1) \ QCV � QCA ;
12 � F j;k ;l := � F j;k ;l � 1 [ fh(q; t; � ); (q0; t0; � 0)i 2 uA [ uV j (q; t; � ) 62� 1(� F j;k ;l � 1)g;
13 sj;k ;l := sj;k ;l � 1 [ � 1(uA ) [ � 1(uV );
14 until sj;k ;l = sj;k ;l � 1

15 zj;k := zj;k � 1 \ sj;k ;1 ;
16 until zj;k = zj;k � 1

17 wj := wj � 1 [ zj; 1 ;
18 until wj = wj � 1

Figure 3.4: Synthesisalgorithm with �nite shifting
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(possibly by shifting). During the middle loop, every outcomereacheszj;k � 1 \ FC

with no shifting or wj � 1 (possiblyby shifting).

� � j;k : The \target" for the innermost loop. This variable could be substituted for
its de�nition at each usebut it is clearer(and more e�cien t in implementation) to
write separately.

� sj;k ;l : The set of states from where A can be sure to reach � j;k in l stepswith no
shifting or wj � 1 in l stepswith a shift.

� � F ;j;k ;l : The strategy as it is synthesised. Strictly speaking, this is the transition
relation of a non-deterministic partial strategy automaton (described below). On
the �rst j -loop it will be a strategy to win with no shifting. On line 12 we must be
careful not to overwrite old valuesfor the samereasonas in the synthesisalgorithm
from Section2.4.2 { every move must make progress.Having built a strategy with
no shifts, we carry this forward to the next iteration of the j -loop. Here another
strategy is built up, but this time it allows the possibility of a shift to wj � 1 since
we already have a winning strategy from there. New moves are written for states
in wj � wj � 1, but as soon as the strategy reacheswj � 1 the old strategy takesover.

In Section 2.4.3 we used �nite automata as models for �nite-memory strategies. The
restrictions on strategy automata were very strong: every move had to be a legal move
in the game,every state corresponding to an A-move had to have exactly one outgoing
transition, they had to bedeterministic in the memorypart, andevery statecorresponding
to a V-move had to have successorsfor any possiblegame-move. Unsurprisingly, during
the construction of � F ;j;k ;l , the strategy automaton F j;k ;l does not always meet these
requirements. We de�ne non-deterministic partial strategy automata in order to relax
the constraints whilst keepingthe essenceof beinga strategy. A non-deterministicpartial
strategy automaton neednot have transitions de�ned for every possiblestate. It is de�ned
over someunderlying transition systemwhich is madeup of a gamepart and a memory
part, and wherever the strategy is unde�ned, we just follow the rulesof the game/memory
underneath. Accordingly, we relax the constraint on V-movesso that it is only required
whensomestrategymove is de�ned. Furthermore,werelax all of the constraints regarding
determinism, simply allowing the outcomesto include all possibleresolutionsof the non-
determinism. The complete set of constraints on a non-deterministic partial strategy
automaton, F A , for A over C are (c.f. equations2.12to 2.15):

8(q; m) 2 QF A (q0; m0) 2 � F A (q; m) ) q0 2 � G(q) (3.19)

8q 2 QV ; q0 2 � G(q); m 2 M � F A (q; m) 6= ; ) 9m0 2 M :(q0; m0) 2 � F A (q; m) (3.20)
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f t0g

f t0; t1g

f t0; t2g

1; 2

3; 4

1; 2

3; 4

Figure 3.5: The shift automaton for Figure 3.2

We may call a non-deterministic partial strategy automaton simply F { if no player is
given for a strategy, we assumethe player to be A. The set of outcomesof a partial
strategy are built by appealing to the underlying system, C, whenever the strategy is
unde�ned.

out(FA ; C; (q0; t0; � 0)) = f (q0; t0; � 0);(q1; t1; � 1); : : : j

8i � 0 if � F A (qi ; t i ; � i ) 6= ;

(qi +1 ; t i +1 ; � i +1 ) 2 � F A (qi ; t i ; � i )

else(qi +1 ; t i +1 ; � i +1 ) 2 � C (qi ; t i ; � i )g

(3.21)

To demonstratethe algorithm, we �nd the set of winning states for A in Figure 3.2.
The shift automaton for this speci�cation is given in Figure 3.5. For brevity, we only
considerreachable states in the example,and omit the building of the strategy.

Example 10 Synthesisfor Figure 3.2

1 w0 = ;
2 z1;0 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g); (2; t1; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
3 � 1;1 = f (1; t1; f t0; t1g); (2; t1; f t0; t1g); (3; t2; f t0; t2g); (4; t2; f t0; t2g)g
4 s1;1;1 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
5 s1;1;2 = s1;1;1

6 z1;2 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
7 � 1;2 = f (1; t1; f t0; t1g); (3; t2; f t0; t2g); (4; t2; f t0; t2g)g
8 s1;2;1 = f (2; t0; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
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1; t0; f t0; t1g

1; t1; f t0; t1g

3; t0; f t0; t2g

3; t2; f t0; t2g

2; t0; f t0; t1g

2; t1; f t0; t1g

4; t0; f t0; t2g

4; t2; f t0; t2g

Figure 3.6: The non-deterministic partial strategy automaton producedin Example 10

9 s1;2;2 = f (1; t0; f t0; t1g); (2; t0; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
10 s1;2;3 = s1;2;2

11 z1;3 = f (1; t0; f t0; t1g); (2; t0; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
12 � 1;3 = f (3; t2; f t0; t2g); (4; t2; f t0; t2g)g
13 s1;3;1 = f (3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
14 s1;3;2 = s1;3;1

15 z1;4 = f (3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
16 z1;5 = z1;4

17 w1 = f (3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
18 z2;0 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g); (2; t1; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
19 � 2;1 = f (1; t1; f t0; t1g); (2; t1; f t0; t1g); (3; t2; f t0; t2g); (4; t2; f t0; t2g)g
20 s2;1;1 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g); (2; t1; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
21 s2;1;2 = s2;1;1

22 z2;1 = s2;1;2 = z2;0

23 w2 = f (1; t0; f t0; t1g); (1; t1; f t0; t1g); (2; t0; f t0; t1g); (2; t1; f t0; t1g);

(3; t0; f t0; t2g); (3; t2; f t0; t2g); (4; t0; f t0; t2g); (4; t2; f t0; t2g)g
24 w3 = w2

The strategy automatonproduced is drawn out in Figure 3.6. Since everyoutcome is win-
ning, it can easily be determinised by a forward traversal removingall but one choice at
each stage. NB The results above were created by hand and checked against the imple-
mentation described in Chapter 4.
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3.3 Prop erties of The Synthesis Algorithm

Now we will prove that the algorithm in Figure 3.4 terminates, is sound,and is complete
subject to a condition given in Section3.3.3.

3.3.1 Termination

The �rst property we consideris termination. We prove that each loop terminates from
the inner loop outwards and that the �nal value taken by each variable when the loop
terminatesis equalto the valuesthat would have beencalculatedhad the loop not broken.
As before,we will refer to the �nal valueswith a subscripted1 .

Lemma 1 The inner loop (indexed by l) wil l eventually terminate. Let n = l at termi-
nation. If the loop were to continue then 8l > n sj;k ;l = sj;k ;n .

Pro of. The assignment to sj;k ;l is always the union of its previousvalueand another set
(line 13) so it increasesmonotonically. The state spaceis �nite, so there will eventually
be an iteration wheresj;k ;l = sj;k ;l � 1, whereupon the loop will terminate.

The addition to sj;k ;l in each iteration is � 1(uA ) [ � 1(uV ). From lines 10 and 11, we
can seethat thesedepend on sj;k ;l � 1 and � j;k . So, since� j;k doesnot changeduring the
inner loop, when sj;k ;l = sj;k ;l � 1 there are no more valuesto �nd. ut

Lemma 2 The middle loop (indexed by k) wil l eventually terminate. Let n = k at ter-
mination. If the loop were to continue then 8k > n zj;k = zj;n .

Pro of. The assignment to zj;k is always the intersectionof its previousand another set
(line 15) soit decreasesmonotonically. Sincezj; 0 is a �nite set, there will eventually be an
iteration wherezj;k = zj;k � 1. We have already proven that the inner loop will terminate
(Lemma 1), so this loop will also terminate.

zj;k is dependent only on zj;k � 1 and sj;k ;1 . sj;k ;1 , in turn, depends on � j;k which
dependson zj;k � 1 and wj � 1. Sincewj � 1 is constant during the middle loop and all of the
non-constant dependencieslead back to zj;k � 1, when zj;k = zj;k � 1 we know that there is
nothing more to �nd. ut

Theorem 4 The algorithm wil l eventually terminate. Let n = j at termination. If the
loop were to continue then 8j > n wj = wn .
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Pro of. The assignment to wj is always the union of its previousvalue and another set
(line 17) so it increasesmonotonically. The state spaceis �nite, so there will eventually
be an iteration where wj = wj � 1. We have already proven that the middle loop will
terminate (Lemma 2), so this loop will also terminate.

wj is dependent only on wj � 1 and zj; 1 . zj; 1 dependson sj;k ;1 which, in turn, depends
on � j;k which dependson zj;k � 1 and wj � 1. By line 17, zj; 1 has stabilised and since the
only other dependencyis wj � 1, when wj = wj � 1 we know that there is nothing more to
�nd. ut

3.3.2 Soundness

We will prove that oncethe algorithm has terminated, for all states in w1 , F 1 ;1 ;1 is a
winning non-deterministicpartial strategy i.e. all outcomesof F 1 ;1 ;1 (projected to their
gamecomponent) are acceptedby B.

We begin with a loop invariant on the inner loop to say (roughly) that if (q; t; � ) 2
sj;k ;l � wj � 1 then F j;k ;l is a non-deterministic partial strategy automaton to reach � j;k in
l stepsor lessfrom (q; t; � ) (possiblyusing a shift).

Lemma 3 For all l � 0, if F j � 1;1 ;1 is a non-deterministic partial strategy automaton
then F j;k ;l is a non-deterministic partial strategy automatonand if (q; t; � ) 2 sj;k ;l � wj � 1

then 8� 2 out(F j;k ;l ; C; (q; t; � )) there exists an integer i 2 [1; l ] such that 8m 2 [1; i �
1] � [i ] 2 sj;k ;l � m and either (� [i ] 2 wj � 1) or (� [i ] 2 zj;k � 1 \ FC and 8m 2 [0; i � 1] � 2(� [m+
1]) 2 � B (� 2(� [m]); � 1(� [m + 1]))).

Pro of. We prove by induction over l.

� l = 0: By line 7 sj;k ;0 is empty. By line 8 � F j;k ;0 = � F j � 1;1 ;1 , soby hypothesisF j;k ;0

is a non-deterministic partial strategy.

� l > 0: If (q; t; � ) 2 sj;k ;l � 1 then we simply use the inductive hypothesis. From
line 12 of the algorithm, if � F j;k ;l � 1(q; t; � ) is already de�ned then � F j;k ;l � 1(q; t; � ) =
� F j;k ;l(q; t; � ). Sinceeach move in the partial strategy is in a smallersj;k ;l , there is a
continuouspath of preserved strategiesup to each i .

1. Otherwise, (q; t; � ) 2 sj;k ;l � sj;k ;l � 1.

2. First, supposethat q 2 QGA , then by lines 10, 11, and 13 of the algorithm
(q; t; � ) 2 � 1(uA ) and(q; t; � ) 62� 1(uV ). Let Succ= f (q0; t0; � 0) j h(q; t; � ); (q0; t0; � 0)i 2
uA g.
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3. By line 10 of the algorithm and the de�nition of preA (Equation 3.17) for all
(q0; t0; � 0) 2 Succq0 2 � G(q); � 0 = � S(�; q0) and either (t0 2 � 0̂ (q0; t0; � 0) 2 wj � 1)
or (t0 2 � B (t; q0) ^ (q0; t0; � 0) 2 � j;k [ sj;k ;l � 1). If � F j;k ;l � 1(q; t; � ) is unde�ned then
� F j;k ;l (q; t; � ) = Succ; we have dealt with the casewhere (q; t; � ) 2 sj;k ;l � 1

and by hypothesis (q; t; � ) 62 wj � 1 so � F j;k ;l � 1(q; t; � ) is unde�ned. Thus,
� F j;k ;l (q; t; � ) = Succwhich areall legalmoves,soif F j;k ;l � 1 is a non-deterministic
partial strategyautomaton(by induction, it is) then F j;k ;l is a non-deterministic
partial strategy automaton.

4. We split caseson (q0; t0; � 0) 2 Succ:

{ If (q0; t0; � 0) 2 wj � 1, then we are donefor q 2 QGA .
{ If (q0; t0; � 0) 2 � j;k , then (q0; t0; � 0) 2 FC \ zj;k � 1 sowe are donefor q 2 QGA .
{ If (q0; t0; � 0) 2 sj;k ;l � 1 we apply the inductive hypothesis

5. Now supposethat q 2 QGV . By lines 10, 11, and 13 of the algorithm (q; t; � ) 2
� 1(uV ) and (q; t; � ) 62� 1(uA ). Let Succ = f (q0; t0; � 0) j h(q; t; � ); (q0; t0; � 0)i 2
uV g.

6. We argue,asabove, that � F j;k ;l � 1(q; t; � ) is unde�ned, so � F j;k ;l (q; t; � ) = Succ.

7. We must show that F j;k ;l is a non-deterministic partial strategy automaton
(i.e. all movesare legal and it includesmoves for all q0 2 � G(q)) and that all
outcomesare good. By line 11 of the algorithm and the de�nition of preV

(3.18) 8q0 2 � G(q)9(q0; t0; � 0) 2 � 2(uV ) so if F j;k ;l � 1 is a partial strategy au-
tomaton (by induction, it is) then F j;k ;l is a partial strategy. Furthermore,
h(q; t; � ); (q0; t0; � 0)i 2 uV if and only if either (t0 2 � 0 ^ (q0; t0; � 0) 2 wj � 1) or
(t0 2 � B (t; q0) ^ (q0; t0; � 0) 2 � j;k [ sj;k ;l � 1). We can split caseson (q0; t0; � 0) in a
similar was as above to show that all outcomesare good.

ut

Next, we take this result out to the middle loop, proving that if (q; t; � ) 2 zj;k , then Fj;k ;1

is a non-deterministicpartial strategy automaton to reach � j;k in a �nite number of steps.

Lemma 4 For all k > 0, if F j � 1;1 ;1 is a non-deterministic partial strategy automaton
then F j;k ;1 is a non-deterministic partial strategy automatonand if (q; t; � ) 2 zj;k � wj � 1

then8� 2 out(F j;k ;1 ; C; (q; t; � )) there existsan integer i > 0 suchthat either (� [i ] 2 wj � 1)
or (� [i ] 2 zj;k � 1 \ FC and 8m 2 [0; i � 1] � 2(� [m + 1]) 2 � B (� 2(� [m]); � 1(� [m + 1]))).

Pro of. By line 15 of the algorithm, 8k > 0 (q; t; � ) 2 zj;k ) (q; t; � ) 2 sj;k ;1 . By
Lemma 1, the inner loop terminates; The lemma follows directly from Lemma 3. ut
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Now we prove the result of the middle loop: if (q; t; � ) 2 zj; 1 , then Fj; 1 ;1 is a non-
deterministic partial strategy automaton to reach FC in�nitely often, or reach wj � 1.

Lemma 5 If F j � 1;1 ;1 is a non-deterministic partial strategy automatonthen F j; 1 ;1 is a
non-deterministic partial strategy automaton and if (q; t; � ) 2 zj; 1 then 8� 2 out(F j; 1 ;1 ;
C; (q; t; � )) either (9i > 0 such that � [i ] 2 wj � 1) or (91 i > 0:� [i ] 2 FC and 8m �
0 � 2(� [m + 1]) 2 � B (� 2(� [m]); � 1(� [m + 1]))) .

Pro of. By Lemma2 the middle loop will terminate and whenit doeszj;k = zj;k � 1. Let n
bethe valueof k whenthe middle loop terminates. The loop executesat leastonce,son >
0. (q; t; � ) 2 zj;n , so by Lemma 4 if F j � 1;1 ;1 is a partial strategy automaton then F j;n; 1

is a partial strategy automaton and 8� 2 out(F j;n; 1 ; C; (q; t; � )) there exists an integer
i > 0 such that either (� [i ] 2 wj � 1) or (� [i ] 2 zj;n � 1 \ FC and 8m 2 [0; i � 1] � 2(� [m+ 1]) 2
� B (� 2(� [m]); � 1(� [m + 1]))). If � [i ] 2 wj � 1 then we are done. If � [i ] 2 zj;n � 1 \ FC , we have
shown one visit to FC and sincezj;n = zj;n � 1 we can re-usethe sameargument to show
that 8� 0 2 out(Fj; 1 ;1 ; C; � [i ]) thereexistsan integeri 2 > 0 such that either (� 0[i2] 2 wj � 1)
or (� 0[i2] 2 zj;n � 1 \ FC and 8m 2 [0; i 2 � 1] � 2(� [m + 1]) 2 � B (� 2(� [m]); � 1(� [m + 1]))).

Since � and � 0 meet at � [i ] and � 0[0], we have shown continuous run which either
reacheswj � 1 or visits FC twice and obeys � B until the secondvisit. We can re-usethis
argument in�nitely many times to show that there is a run visiting FC in�nitely often
and obeying � B forever, or there is a point where� reacheswj � 1. ut

For the �nal lemma we prove an invariant on the outer loop: (q; t; � ) 2 wj implies that
F j; 1 ;1 is a non-deterministic partial strategy automaton such that the gamepart of all
outcomescan be acceptedby B from � .

Lemma 6 For all j � 0 F j; 1 ;1 is a non-deterministic partial strategy automaton and if
(q; t; � ) 2 wj then 8� 2 out(F j; 1 ;1 ; C; (q; t; � )) � 1(� [1; 1 ]) 2 L (B ; � ).

Pro of. We prove by induction over j :

� j = 0: By line 1 of the algorithm w0 is empty. By line 2 of the algorithm, � F ;0;1 ;1 =
; so F 0;1 ;1 is a non-deterministic partial strategy.

� j > 0: First we show that F j; 1 ;1 is a non-deterministicpartial strategy automaton.
By inductivehypothesis,F j � 1;1 ;1 is a non-deterministicpartial strategyautomaton;
thus it follows from Lemma 5 that F j; 1 ;1 is a non-deterministic partial strategy
automaton.

If (q; t; � ) 2 wj � 1, then we use the inductive hypothesis. Moves in F j � 1;1 ;1 are
carried forward to F j; 1 ;1 and never overwritten, so this is sound. Otherwise,
(q; t; � ) 2 wj � wj � 1:
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1. By line 17 of the algorithm, (q; t; � ) 2 zj; 1 . By Lemma 5, this implies that
8� 2 out(F j; 1 ;1 ; C; (q; t; � )) either (9i > 0 such that � [i ] 2 wj � 1) or (91 i >
0:� [i ] 2 FC and 8m � 0 � 2(� [m + 1]) 2 � B (� 2(� [m]); � 1(� [m + 1]))) .

2. Suppose91 i > 0:� [i ] 2 FC and 8m � 0 � 2(� [m + 1]) 2 � B (� 2(� [m]); � 1(� [m +
1]))). This meansthat there exists � B 2 run(B ; t; � 1(� [1; 1 ])) such that � B =
� 2(� ). So, by the Equation 3.14 � [i ] 2 FC , � B [i ] 2 FB . Thus, � 1(� [1; 1 ]) 2
L (B ; t).

3. Otherwise,9i > 0:� [i ] 2 wj � 1. By the inductivehypothesis,8� 0 2 out(F j � 1;1 ;1 ;
C; � [i ]) � 1(� 0[1; 1 ]) 2 L (B ; � 3(� [i ])).

4. Sincestrategiesarenot overwritten � [i; 1 ] 2 out(F j � 1;1 ;1 ; C; � [i ]), thus� 1(� [i+
1; 1 ]) 2 L (B ; � 3(� [i ]))

5. This meansthat there exists t0 2 � 3(� [i ]) such that 9� 0 2 run(B ; t0; � 1(� [i +
1; 1 ])):91 j � 0:� 0[j ] 2 FB .

6. Sincethe strategy obeys the transition relation of S, by Equation 3.10 there
exists tB 2 �; � B 2 run(B ; tB ; � 1(� [1; i ])) such that � B [i ] = t0.

7. Thus, there is a path in B, � = � B [0; i ]� 0[1; 1 ] which is labelled by � 1(� ) and
for which 91 j � 0:� [j ] 2 FB i.e. � 1(� [1; 1 ]) 2 L (B ; � )

ut

Theorem 5 Once the algorithm hasterminated, for all (q; t; � ) 2 w1 , F 1 ;1 ;1 is a non-
deterministic partial strategyautomatonsuchthat 8� 2 out(F 1 ;1 ;1 ; C; (q; t; � )) � 1(� [1; 1 ]) 2
L (B ; � ).

Pro of. Follows directly from Theorem4 and Lemma 6. ut

Corollary 1 For all (q; t; � ) 2 w1 \ iC , F 1 ;1 ;1 is a non-deterministic partial strategy
automatonsuchthat 8� 2 out(F 1 ;1 ;1 ; C; (q; t; � )) � 1(� ) 2 L (B).

3.3.3 Completeness

Although we have proven that the synthesis algorithm in Figure 3.4 terminates and is
sound, we have not proven that it is complete, i.e. that, if there is a winning strategy,
the algorithm will always �nd it. In this section we prove a condition under which the
algorithm is guaranteed to be complete by giving a formal de�nition of �nite shifting
and stating that if the B•uchi automaton is �nite shifting, then the algorithm is complete.
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This de�nition usesa mu-calculuscharacterisationof the algorithm and essentially de�nes
�nite shifting by the algorithm itself. However, the abstraction that this provides allows
us to prove a more useful condition for completeness.

De�nition 4 Let B = hQB ; iB ; � B ; FB i be a B•uchi automatonand S be the shift automa-
ton for B (de�ned by equations 3.8-3.10). Acceptance is �nite shifting for B i� for all
labelled transition systems,M = hQM ; iM ; � M ; LM i , such that run(M ; i M ) � L (B) the
composition, C, (with abbreviations de�ned as in equations3.11 to 3.16) satis�es

iC \ k�w :� z:�s: � (s _ (z ^ FC ); w)kV 6= ;

where the valuation function, V, is de�ned suchthat V(FC ) = QM � FB � QS and

k� (� ; w)kV = f (q; t; � ) 2 QC j 8q0 2 � M (q)� 0 = � S(�; q0);9t0 2 � B (t; q0):(q0; t0; � 0) 2 k� kV

_ 9t0 2 � 0:(q0; t0; � 0) 2 kwkV g

It is easyto seethat with this de�nition of �nite shifting, for any �nite shifting B•uchi
automaton, the synthesis algorithm is complete. However, as in Theorem 2, we can use
this to prove a more concretecondition on the automaton. We introduce the notion of
a B•uchi automaton's generalisedRabin expansionand prove that a B•uchi automaton is
�nite shifting if and only if it is trivially determinisable. The idea of the generalised
Rabin expansionis to encode the idea of �nite shifting structurally, in order to make the
statement of completenessfor the synthesisalgorithm more concrete.

De�nition 5 Let B be a B•uchi automaton, and S be the corresponding shift automaton
for B (de�ned byequations3.8-3.10). The generalisedRabin expansion, R = hQR ; iR ; � R ; FR ; ER i ,
of B and S is de�ned as

QR = QB � QS

iR = iB � iS

� R = f (( t; � ); a; (t0; � 0)) 2 QR � � � QR j � 0 2 � S(�; a); t0 2 � 0g

FR = f (t; � ) 2 QR j t 2 FB g

ER = f (( t; � ); a; (t0; � 0)) 2 � R j t0 62� B (t; a)g

where, in the usual way, QR , iR , and � R are the state-space, initial state, and transition
function, respectively. FR and ER are used to de�ne the winning condition of R: A run �
is winning if and only if 91 i � 0:� [i ] 2 FR and 9j � 0:8k � j (� [k]; word(� )[k]; � [k+ 1]) 62
ER .
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Intuitiv ely, this automaton encodesthe ideaof �nite shifting by its structure and winning
condition. It is convenient to specify a winning condition on transitions rather than states,
but it is easyto translate such an automaton into a conventional Rabin automaton. The
translation could be done as follows: create a secondcopy of every state; make every
transition in ER go instead to the copy; make every transition in the copy go back into
the original; �nally , set the Rabin condition to have in�nitely many visits to FR in the
original and only �nitely many visits to the copied states. We also note that for any
reachable state (t; � ) in R, the invariant is maintained that t 2 � .

Lemma 7 A B•uchi automaton B and its generalised Rabin expansion R are language-
equivalent.

Pro of. First we prove that if � 2 L (B) then � 2 L (R). By the de�nition of � R , if
t0 2 � B (t; a) then for all (t; � ) 2 QR such that t 2 � , t0 2 � 1(� R (t; � )). So, since there
existsa run � B 2 win (B ; � ) and for any reachablestate (t; � ) in R, t 2 � , we canconclude
that there exists a run � R 2 run(R; � ) such that � 1(� R ) = � B . Furthermore, if � B visits
FB in�nitely often, then � R visits FR in�nitely often and sinceevery transition in � R is in
� B noneof them are in ER so � R is a winning run and thus � 2 L (R).

Now we prove that if � 2 L (R) then � 2 L (B). There exists a run � R 2 win (R; � ) so
9i � 0:8j � i (� R [j ]; � [j ]; � R [j +1]) 62ER . Sofor all j � i � 1(� R [j +1]) 2 � B (� 1(� R [j ]); � [j ])
i.e. � 1(� R [i; 1 ]) 2 run(B ; � 1(� R [i ]); � [i; 1 ]). We must show that B can reach this point
and that the completerun is accepting. SinceS maintains the set of reachable states in
B and for every reachable state (t; � ) in R, t 2 � , there is a run � B of B on � [0; i � 1]
such that � B [i ] = � 1(� R [i ]). Thus there is a complete run � B of B on � such that
� B [i; 1 ] = � 1(� R [i; 1 ]) and by the acceptancecondition of R this run visits FB in�nitely
often so � 2 L (B). ut

Again following Section3.1, we say that

De�nition 6 A generalised Rabin automaton is trivial ly determinisableif and only if
it can be made deterministic by removing 0 or more transitions without changing its
language.

Lemma 8 A generalised Rabin expansion is trivial ly determinisableif and only if for all
labelled transition systems,M = hQM ; iM ; � M ; LM i , such that run(M ; i M ) � L (R) the
composition, M � R, satis�es

(f iM g � � R (iR ; iM )) \ k�w :� z:�s: � (s _ (z ^ FR ); w)kV 6= ; (3.22)
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where the valuation function, V, is de�ned suchthat V(FR ) = QM � FR and

k� (� ; w)kV = f (q; t; � ) 2 QC j 8q0 2 � M (q)9(t0; � 0) 2 � R (( t; � ); q0) � ER :(q0; t0; � 0) 2 k� kV

_9(t0; � 0) 2 � R (( t; � ); q0):(q0; t0; � 0) 2 kwkV g

Pro of. First we show that if R is trivially determinisable,then for any model M such
that run(M ; iM ) � L (R) the composition satis�es Equation 3.22. Since R is trivially
determinisable,and its transitions are evaluated existentially in Equation 3.22, we treat
it as deterministic. We prove that (under the assumeddeterminism) all reachable states
(q; t; � ) 2 QM � QR satisfy the mu-calculusformula in Equation 3.22. For any reachable
state (q; t; � ) there exists n � 0 such that for any run � 2 run(M ; q) the run � =
win (R; (t; � ); � ) has at most n transitions from ER : a pumping argument shows that if
therearea seriesof runs in M requiring increasingan number of transitions from ER , then
there is a run which requires in�nitely many, violating the premisethat run(M ; i M ) �
L (R). We prove by induction over n that (q; t; � ) 2 k� nw:� z:�s: � (s _ (z ^ FR ); w)kV .

� n = 0: When n = 0, R behaves like a deterministic B•uchi automaton and the 0-th
approximant of Equation 3.22 is equivalent to Equation 3.7. So if we treat (q; t; � )
as initial, Theorem2 givesus (q; t; � ) 2 k� 0w:� z:�s: � (s _ (z ^ FR ); w)kV .

� n > 0: We show by �xed-p oint induction that (q; t; � ) is in

k� z:�s: � (s _ (z ^ FR ); k� n� 1w:� z:�s: � (s _ (z ^ FR ); w)kV )kV (3.23)

If (q; t; � ) is in the m-th approximant of this formula, and not the m + 1-th then
there exists � 2 run(M ; q) such that on the corresponding run � = run(R; � )
visits FR m times, but on the m-th visit (say, at (� [i ]; � [i + 1])), (� [i ]; � [i + 1])
is not in the 0-th approximant of Equation 3.23. This meansthat there is a run
� 0 2 run(M ; � [i ]) such that the corresponding run � 0 = run(R; � [i + 1]; � 0) either
does not visit FR in�nitely often without visiting ER or it visits ER and then is
not in k� n� 1w:� z:�s: � (s _ (z ^ FR ); w)kV . Take the �rst case,if this is true, then
� 0 62L (R; � [i + 1]) sinceR is deterministic, this meansthat run(M ; i M ) 6� L (R): a
contradiction. In the secondcase,the target of the ER transition (say, (� 0[j ]; � 0[j +
1])) is a reachablestate and must usestrictly lessthan n ER transitions in accepting
any outcomefrom � 0[j ] or elseit would not be true that n wasthe maximum needed
from (q; t; � ). This means that by the inductive hypothesis, (� 0[j ]; � 0[j + 1]) 2
k� n� 1w:� z:�s: � (s _ (z ^ FR ); w)kV , another contradiction. Thus, (q; t; � ) satis�es
Equation 3.23.
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Now we show that if Equation 3.22is satis�ed, then R is trivially determinisableby a
breadth-�rst traversal which removesnon-determinismas it proceeds.When a state, t0,
has two outgoing edgeswith the samelabel to distinct successorst1 and t2, one edgeis
removed. For this to maintain the languageof R, the languageof the removedstate, say t1,
must be a subsetof the languageof the preserved state i.e. L (R; t1) � L (R; t2). Suppose
there is no such complete traversal; then any possibletraversal will eventually reach a
state, t0, such that there is someletter a wheref t1; t2g � � R (t0; a) and neither L (R; t1) �
L (R; t2) nor L (R; t2) � L (R; t1) but all paths to t0 have already been determinised.
This meansthat there exists two words � 1; � 2 such that � 1 2 L (R; t1) � L (R; t2) and
� 2 2 L (R; t2) � L (R; t1). Let � P be the �nite word (length n) labelling a path from i R to
t0. There existsa labelledtransition systemM such that f � P � a� � 1; � P � a� � 2g � run(M ),
andweprove that this is a witnessfor R not beingtransitivewinning. Clearly (� P [n]; t0) 62
k�w :� z:�s: � (s_ (z^ FR ); w)kV ; there is no singlea-successor,t i , of t0 such that � 1 and � 2

have R-paths from t i that visit FR in�nitely often and useER �nitely often. Sincewe have
assertedthat any such attempted determinisation endsup this way, all of the � P � a � � 1

and � P � a � � 2 provide witnessesthat (i M ; � R(iR ; iM )) 62k�w :� z:�s: � (s _ (z ^ FR); w)kV .
This provides us with a contradiction. ut

With this lemma, it is easyto seethe following theoremwhich characterisescompleteness
for the synthesisalgorithm:

Theorem 6 A B•uchi automaton is �nite shifting if and only if its generalised Rabin
expansion is trivial ly determinisable.

Likewise,given Theorems4, 5, and 6, and the correspondencebetween the mu-calculus
formula in De�nition 5 and the algorithm in Figure 3.4, it is easyto seethat the following
completenesstheoremholds

Theorem 7 For any gameG, with a winning condition speci�e d by a B•uchi automaton
B, if B 's generalised Rabin expansion is trivial ly determinisableand there existsa winning
strategy for A, then a run of the algorithm in Figure 3.4 on G and B wil l terminate with
F 1 ;1 ;1 being a winning non-deterministic partial strategy automaton.

3.4 Alterations To The Symbolic Tableau Metho d

To generatea B•uchi automaton that is �nite shifting, and thus guarantees the com-
pletenessof the core synthesis algorithm, the tableau method of Section2.7 needsto be
changed. Using the old method, somevery simple formulae produce automata that are
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not �nite shifting. For example,the tableaufor GF p_ GF q is of the form of Figure 3.7(b).
It choosesinitially whether to try to acceptGF p^ : GF q or : GF p^ GF q or GF p^ GF q.
Oncethis choicehasbeenmade,extra constraints canbe addedbut they cannot be taken
away e.g. onceGF p has beenchosen,GF q may be addedas an extra constraint but all
future reachable states will have GF p in them, and thus any accepting run from those
states will have to satisfy GF p. It is easyto comeup with a gamewhere the opponent
can require the tableau to make in�nitely many shifts (Figure 3.7(a)). Whichever region
we pick in the tableau automaton, the opponent can always force future outcomesto be
acceptedby a di�erent region. However, even if the opponent does this, the resulting
path shouldstill be accepted.This exampleis by no meansunique: whenever the tableau
method evaluates 1 _  2 it splits the successorcasesinto  1 ^ :  2, :  1 ^  2, and  1 ^  2.
When the opponent hasa choiceof fairnessconstraints to satisfy, which of the three cases
to take depends on the in�nite future path. What our change to the tableau method
aims to do is remove the necessity of committing to looking for  1 or  2 as long aseither
formula could still turn out to be true. We introduce the idea of \optional" variablesto
model this. While either  1 or  2 could still turn out to be true, we say that they areboth
optional and demandthat at least one of them is satis�ed over an in�nite path without
ever having to reject either of them.

In order to distinguish whether a sub-formula,  1, has fairnessconstraints which are
\required" or \optional" (by virtue of occurring under an _) we tag each tableau variable
with a 
ag to say whether it is optional or required. For required, we write  r

1; for
optional, we write  o

1. We are only interestedin optional tags for sub-formulae under an
_ so the new de�nition of el is:

el(p) = f pg if p 2 P (3.24)

el(:  ) = el( ) (3.25)

el( 1 ^  2) = el( 1) [ el( 2) (3.26)

el( 1 _  2) = el( 1) [ el( 2) [ f xo j xr 2 el( 1) [ el( 2)g (3.27)

el(X 1) = f (X 1)r g [ el( 1) (3.28)

el( 1 U  2) = f (X(  1 U  2)) r g [ el( 1) [ el( 2) (3.29)

el( 1 R  2) = f (X(  1 R  2)) r g [ el( 1) [ el( 2) (3.30)

Propositional formulae have no fairnesscomponent, sowe never tag them. This prevents
the tags from a�ecting the labels on the transitions of the tableau and provides a slight
e�ciency gain.

Wede�ne sat uniformly for all t 2 f r; og. The only changefrom the standardde�nition
is in sat(( 1 _  2)r ); here we always allow the possibility of the optional versionsbeing
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ip q

(a) A game

s0

GF p ^ : GF q

region

: GF p ^ GF q

region

GF p ^ GF q

region

(b) Schema of the tableau for GF p _ GF q

Figure 3.7: A tableau that requiresin�nite shifts
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taken insteadof the requiredones.We want to make surethat a path which is consistent
with both  1 and  2, but fair for at least one is accepted. Since the clause for the
optional variables is (sat( o

1) ^ sat( o
2)), the structure of the tableau ensuresthat paths

are consistent with both formulae (i.e. they satisfy the non-fairnesspart of the formulae).
Our new de�nition of the fairnessconstraints will allow one or the other to be satis�ed.
For all t 2 f r; og, sat( t ) is de�ned as:

sat(� t ) = � (3.31)

sat(( 1 ^  2)t ) = sat( t
1) ^ sat( t

2) (3.32)

sat(( 1 _  2)t ) = sat( t
1) _ sat( t

2) _ (sat( o
1) ^ sat( o

2)) (3.33)

sat((X  1)) t ) = (X  1)t (3.34)

sat(( 1 U  2)t ) = sat( t
2) _ (sat( t

1) ^ X ( 1 U  2)t ) (3.35)

sat(( 1 R  2)t ) = (sat( t
1) ^ sat( t

2)) _ (sat( t
2) ^ X ( 1 R  2)t ) (3.36)

The transition relation is the sameas before,simply using the new de�nition of sat.
^

t2f r ;og

^

(X  1 ) t 2 el( r )

(X  1)t ) sat( t
1)0 (3.37)

This now givesus enoughto demonstratethe structure of a tableau with an example.

Example 11 We construct a tableau for the formula GF p _ GF q.

� The setof proposition are derived in Figure3.8, resultingin thesetf p; q; (X (GF p)) r ;
(X (GF q)) r ; (X (F p)) r ; (X (F q)) r ; (X (GF p))o; (X (GF q))o; (X (F p))o; (X (F q))og

� The set of initial statesare derived in Figure 3.9, resulting in the equation below
sat((GF p _ GF q)r ) =(( X (GF p)) r ^ (p _ (X (F p)) r ))

_ ((X (GF q)) r ^ (q_ (X (F q)) r ))

_((X (GF p))o ^ (p _ (X (F p))o)

^ (X (GF q))o ^ (q_ (X (F q))o))

� The transition relation is madeby instantiating Equation 3.37 to give, 8t 2 f r; og
((X (GF p)) t ) (X (GF p)) t 0^ (p0_ (X (F p)) t 0))

^ ((X (GF q)) t ) (X (GF q)) t 0^ (q0_ (X (F q)) t 0))

^ ((X (F p)) t ) p0_ (X (F p)) t 0)

^ ((X (F q)) t ) q0_ (X (F q)) t 0)
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el(GF p _ GF q)
el(GF p)

(X GF p)r el(F p)
(X F p)r p

3:29
3:30

el(GF q)
(X GF q)r el(F q)

(X F q)r q
3:29

3:30
f xo j xr 2 el(GF p) [ el(GF q)g

...
f (X (GF p))o; (X (GF q))o;

(X (F p))o; (X (F q))og

3:30; 3:29
3:27

Figure 3.8: Derivation of propositions for Example 11
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Figure 3.9: Derivation of initial statesfor Example11(formulaeat the leaf-level are joined
by _ in the result)
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The set of fairnessconstraints for the new tableau construction is quite di�erent to
the set for the conventional construction. To characterisethem, we de�ne a function,
fsat, which returns the set of fairnessconstraints for a given formula. In the de�nition of
fsat, we allow the fairnessconstraints for the optional variablesderived from  1 _  2 to
be satis�ed by onesideor the other. For all t 2 f r; og, fsat( t ) is de�ned as:

fsat(� t ) = > (3.38)

fsat(( 1 _  2)t ) = fsat( t
1) ^ fsat( t

2) ^ (fsat( o
1) _ fsat( o

2)) (3.39)

fsat(( 1 ^  2)t ) = fsat( t
1) ^ fsat( t

2) (3.40)

fsat((X  1)t ) = fsat( t
1) (3.41)

fsat(( 1 U  2)t ) = fsat( t
1) ^ fsat( t

2)

^ 91 i � 0:� [i ] 2 sat( t
2) _ : (X ( 1 U  2)) t

(3.42)

fsat(( 1 R  2)t ) = fsat( t
1) ^ fsat( t

2) (3.43)

The fairnessconstraints in Example11aregivenbelow, their derivation is shown in Figure
3.10.

fsat(GF p _ GF q) = 91 i � 0:� [i ] 2 sat(pr ) _ : (X (F p)) r

^ 91 i � 0:� [i ] 2 sat(qr ) _ : (X (F q)) r

^ (91 i � 0:� [i ] 2 sat(po) _ : (X (F p))o

_ 91 i � 0:� [i ] 2 sat(qo) _ : (X (F q))o)

To summarise,the tableau for an LTL formula  is constructed over a state-space
de�ned by el( r ). The set of initial states are sat( r ) and the transitions are de�ned
by Equation 3.37. A path in the tableau is acceptingif and only if it meetsthe fairness
constraints de�ned by fsat( r ). For comparisonwith the tableau method of Figure 2.11,
the rules will be summarisedin a tabular form in Figure 3.11. Since this table deals
with fairnessmonitors rather than fairnessconstraints, we needto de�ne someadditional
notation. As is to be expected,we useone fairnessmonitor for each fairnessformula i.e.
n( 1 U  2 ) t for each (X ( 1 U  2)) t 2 el( r ). For all t 2 f r; og we de�ne pfsat as a variant
of fsat so that the transitions of the fairnessmonitors may be established.

pfsat(� t ) = > (3.44)

pfsat(( 1 _  2)t ) = pfsat( t
1) ^ pfsat( t

2) ^ (pfsat( o
1) _ pfsat( o

2)) (3.45)

pfsat(( 1 ^  2)t ) = pfsat( t
1) ^ pfsat( t

2) (3.46)

pfsat((X  1)t ) = pfsat( t
1) (3.47)

pfsat(( 1 U  2)t ) = pfsat( t
1) ^ pfsat( t

2) ^ n( 1 U  2) t (3.48)

pfsat(( 1 R  2)t ) = pfsat( t
1) ^ pfsat( t

2) (3.49)
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Figure 3.10: Derivation of fairnessconstraints for Example 11 (formulae at the leaf-level
are joined by ^ in the result)
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Propositions el( ) using Equations 3.24{3.30
Initial States sat( r ) using Equations 3.31{3.36
Transitions Equation 2.35usingEquations3.24{3.30,3.31{3.36for el and

sat, respectively
Fairnessmonitors For all t 2 f r; og, one monitor for each X ( 1 U  2)t 2 el( )

as de�ned by Equations 3.24{3.30
Initial values for fair-
nessmonitors

Equation 2.37usingEquations3.24{3.30,3.31{3.36for el and
sat, respectively

Transitions for fair-
nessmonitors

Equation 2.39using Equations3.24{3.30,3.31{3.36,and 3.50
for el, sat, and FB , respectively

Final states pfsat( r ) using Equations 3.31{3.36

Figure 3.11: A tableau construction for an LTL formula  , using required and optional
variables

With this de�nition, we can easily write the set FB of �nal states in the tableau for a
formula  as

pfsat( r ) (3.50)

Theorem 8 Let  be an LTL formula over a set, P, of atomic propositions. Let T be
the symbolic tableau automaton for  constructed as above. For any  1 2 sub( ), any
t 2 f r; og and any path, � , in T, for all i � 0 if � [i ] 2 sat( t

1) and � [i; 1 ] satis�es
fsat( t

1) then � [i; 1 ] �  1.

Pro of. We prove for all t 2 f r; og by induction over the structure of  1.

� Case 1 2 �: � [i ] 2 sat( t
1) , � [i ] �  1 , � [i; 1 ] �  1.

� Case( 1 _  2)t : We split on the casesfor � [i ] 2 sat(( 1 _  2)t ). In all cases,� [i; 1 ]
satis�es fsat( t

1) ^ fsat( t
2) ^ (fsat( o

1) _ fsat( o
2)):

{ � [i ] 2 sat( t
1): By induction, � [i; 1 ] �  1 so � [i; 1 ] �  1 _  2.

{ � [i ] 2 sat( t
2): By induction, � [i; 1 ] �  2 so � [i; 1 ] �  1 _  2.

{ � [i ] 2 sat( o
1) ^ sat( o

2): By induction, � [i; 1 ] �  1 or � [i; 1 ] �  2 so� [i; 1 ] �
 1 _  2.

� Case( 1 ^  2)t : � [i ] 2 sat( t
1) and � [i ] 2 sat( t

2) and � [i; 1 ] satis�es fsat( t
1) ^

fsat( t
2) so by induction � [i; 1 ] �  1 ^  2.
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� Case(X  1)t : By the de�nition of sat and the transition relation, � [i ] 2 sat((X  1)t )
implies that � [i + 1] 2 sat( t

1). � [i; 1 ] satis�es fsat( 1) so,by induction � [i + 1] �  1.
Thus, � [i; 1 ] � X  1.

� Case( 1 U  2)t : � [i ] 2 sat( t
2) or � [i ] 2 sat( t

1) ^ sat((X ( 1 U  2)) t ). In either case
� [i; 1 ] satis�es fsat( t

1) ^ fsat( t
2) and 91 j � i:� [j ] 2 sat( t

2) _ : (X ( 1 U  2)) t .

{ If � [i ] 2 sat( t
2), then by induction � [i; 1 ] �  2 and thus � [i; 1 ] �  1 U  2.

{ If � [i ] 2 sat( t
1) ^ sat((X ( 1 U  2)) t ) then, again by induction, � [i; 1 ] �  1.

By the de�nition of sat and the transition relation � [i + 1] 2 sat(( 1 U  2)t ).
We can make the sameargument that � [i + 1] 2 sat( t

2) or � [i + 1] 2 sat( t
1) ^

sat((X ( 1 U  2)) t ). Since 91 j � i:� [j ] 2 sat( t
2) _ : (X ( 1 U  2)) t , there

must eventually be somek > i such that � [k] 2 sat( 2). Take k to be the
smallestsuch integer; since8i 2 2 [i; k � 1] we can prove that � [i 2; 1 ] �  1, we
concludethat � [i; 1 ] �  1 U  2.

� Case( 1 R  2)t : By de�nition of sat, either � [i ] 2 sat( t
1) ^ sat( t

2) or � [i ] 2
sat( t

2)^ sat((X ( 1 R  2)) t ). In both cases� [i; 1 ] satis�es fsat( t
1) ^ fsat( t

2).

{ If � [i ] 2 sat( t
1) ^ sat( t

2), then by induction � [i; 1 ] �  1 and � [i; 1 ] �  2 so
� [i; 1 ] �  1 R  2.

{ If � [i ] 2 sat( t
2) ^ sat((X ( 1 R  2)) t ), then by induction � [i; 1 ] �  2 and

� [i + 1] 2 sat(( 1 R  2)t ). We canre-usethe sameargument for � [i + 1] and all
further cases.Either there existssomej > i such that � [j ] 2 sat( t

1) ^ sat( t
2),

or there doesnot. If such a j exists, take it to be the smallestone; we prove
by induction that � [j; 1 ] �  1 ^  2 and since 8k 2 [i; j ] we can prove that
� [k; 1 ] �  2 we have proven that � [i; 1 ] �  1 R  2. If there is no such k,
then for all j � i we can prove that � [i; 1 ] �  2 so � [i; 1 ] �  1 R  2.

ut

3.5 A Coun ter-Example To Completeness

In this section, we provide a counter-example to the completenessof the synthesis pro-
cedure. Although this proves that the algorithm is certainly incomplete, the frequency
of such examplesin real problemsremainsunknown { the only evidencethat we have is
the positive results found in the courseof writing examplesfor Chapter 4. The counter
exampleis basedon a formula usedin [ALT04]. The formula, F

V n
i =0 (pi _ F qi ), wasused
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p1p0 q1

q0

r

Figure 3.12: Gamefor which in�nite shifting is neededwith GF ((p0 _ F q1) ^ (p1 _ F q0))

to prove that there are formulae of length n in the fragment of LTL which allows only
booleancombinations of formulaewritten with F; ^ ; _ such that the sizeof any language-
equivalent deterministic automaton must be of size22
( n )

. We show that there is a game
for which the speci�cation GF ((p0 _ F q1) ^ (p1 _ F q0)) is in�nite shifting. Figure 3.12
shows a gamefor which this is the case.To seewhy, we expandout the speci�cation using
de Morgan's laws to produceGF ((p0 ^ p1) _ (p0 ^ F q0) _ (p1 ^ F q1) _ (F q0 ^ F q1)). Now,
we seethat the initial state of the gamein Figure 3.12satis�es the completeformula, but
it doesnot satisfy any of the disjuncts. If a �nite part of a play is (p0q0)+ then this part
obviously satis�es (p0 ^ F q0). Likewiseif a �nite play is (p1q1r p0)+ , it clearly satis�es
(p1 ^ F q1). However, at p0 the opponent can choosewhich of these paths to take. In
evaluating the tableau automaton, we must in�nitely often choose(p0 ^ F q0) { if we do
not then (p0q0)! will not be accepted.If the tableau is evaluated in this way, though, the
opponent can causein�nitely many shifts by in�nitely often choosingthe (p1q1r p0) path.



Chapter 4

Implemen tation

Our main goal in developing a new algorithm to synthesisestrategiesfor LTL-gameswas
to �nd a solution that had a chanceof good real-world performance. To that end, the
algorithm was developed so as to be suitable for a symbolic implementation. Although
Pnueli and Rosner'smethod [PR89, Ros92]is known to be optimal with respect to the
worst-casecomplexity class, it usesSafra's method for determinisation [Saf89]. Since
Safra's method builds structures (Safra trees) inside each state of the automaton that
it produces, it has not been implemented in a fully symbolic manner. In [THB95] the
Safra trees were encoded symbolically, which allowed individual states to be built more
e�cien tly, but did not allow for symbolic computationson the completeautomaton. Using
our algorithm it is possibleto construct the shift automaton symbolically and perform
the entire synthesisproceduresymbolically.

In this chapter wewill look at somedetailsof the implementation, followedby threeex-
amples,and �nally analyseperformancedata from the examplesasthey areparameterised
to a rangeof sizes.In addition to the proof-of-conceptprovided by this implementation,
it shouldbe noted that having a prototype implementation wasa usefulaid to developing
the synthesis algorithm and proving its properties. Writing in a programming language
gave a secondperspective on the problemsexpressedin mathematical notation and the
needto provide every detail of each algorithm was a useful precursorto proving its cor-
rectness.Easy visualisation of how the symbolic constructionswork, and fast checking of
counter-examplesalsohelped to develop the proofs themselves.

64



CHAPTER 4. IMPLEMENT ATION 65

4.1 Implemen tation Details

The synthesis algorithm has beenimplemented in Java using native calls to the CUDD
[CUD01] library to handle BDDs, the JDOM [JDO] library for dealing with XML input,
and dot [Gra03] for graphicaloutput. As input, the programtakesan XML �le containing
a symbolic description of the gameand an LTL speci�cation. After successfulsynthesis,
a number of output options are possible:the program can print the set of winning states;
producean explicit graph of the winning strategy with dot; show an interactive, expand-
able tree of the strategy so that the usercan play it out; and convert the strategy into a
programin the languageof the CadenceSMV model checker [Cad02]. The output to SMV
can be usedto check the correctnessof the implementation by checking against the origi-
nal LTL speci�cation1. The interesting parts of the implementation are the construction
of the shift automaton and the implementation of preA and preV . The construction of the
other automata and the other operations of the algorithm follows well known techniques
in the form of [McM93].

Sincethe implementation is symbolic, each automaton is de�ned by booleanformulae.
Throughout this chapter, we denotethe set of propositions usedin theseformulae as P,
writing PA for the set of propositions in given automaton, A.

4.1.1 Construction of the Shift Automaton

The shift automaton, S, (de�ned by Equations 3.8 to 3.10) is the structure which is
doubly exponential in the sizeof the input formula, so the e�ciency of its construction
is vital to overall performance. The state-spaceof the shift automaton is the power set
of the state-spaceof the B•uchi automaton, B . So, the encoding of S may, in the worst
case,require a BDD variable for every state of B . In addition to the structure of the
automaton itself, we also require a mapping from shift-states to the setsof B•uchi states
that they represent. A na•�ve implementation could createa variable in PS for each state
in QB and then de�ne the transitions for these variables; the translation from PS to
2QB would then be straightforward. However, the shift automaton is often much more
compact than the worst-casescenariowould suggest. Due to the nature of the non-
determinismin B, many statesremain reachable throughout wholeregions{ for example,
considerformulae of the form F  , there is always the option to delay  so X F  will be
reachable everywhere. We aim to exploit this uniformit y in our construction of S, and
thususefewer variables. Oneapproach would beto build the shift automatonby explicitly
visiting every reachable state, and encode its structure symbolically along the way. The

1Once a winning strategy has beensynthesised,it is possibleto view the strategy as a closedsystem
and check for correctnesson all paths.
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number of variables required would be log of the number of reachable states, assigning
to each state in QS an arbitrary but unique valuation over PS. This has the advantage
that an optimal number of BDD variablesare used,but the disadvantagesthat it requires
visiting every state explicitly, and preserves none of the structure of B . Furthermore,
this lack of structure would make the mapping betweenshift-statesand B•uchi statesvery
complicated. We use a di�erent approach where the key idea is that for each variable
in PS there is a direct mapping into a set of states in QB . In the worst case,the set
represented by each variable in PS may be singleton (i.e. having the sameresult as the
na•�ve approach), but good performancemay be obtained wheneach variable represents a
larger set. The algorithm discovers a set of variablesto usein PS such that each variable
represents a set of states in QB which is disjoint to the sets represented by any other
shift variable. Thesevariables are chosenso that they can encode the shift automaton
under the interpretation that the set of statesrepresented by any shift state is the union
of all setsof statescorresponding to the shift variablesthat are true in that state. Before
explaining the algorithm used in the construction of S, let us �rst look at an example
of the results that it produces:Figure 4.1 shows the tableau constructedfor the formula
F Gp_ F G: p (under the method in Section2.7; in order to aid clarity, we do not include
the optional variables from Section 3.4). Figure 4.2 shows the shift automaton derived
for this tableau { the variables dd=135235361and dd=135236193are so-calledbecause
the numberscorrespond to the memorypointers that CUDD usesto identify the BDDs of
their interpretations. The BDDs in the lower part of the �gure show theseinterpretations.
We note that, although the shift automaton hasonly two statesasidefrom the initial one,
two variablesareusedwhenonewould su�ce. However, the useof two variablesis a great
improvement on the na•�ve method which would useeight (the number of reachable live
states in the tableau). Furthermore, we seehow straightforward the translation from PS

to 2QB is and the simplicity of this translation scalesup to more complicatedexamples.

The construction of S proceedsby creating new BDD variableson demand,and dy-
namically changingtheir meaning. The two central parts of this processare the procedure
translate and the function T : PS 7! 2QB which maps shift-variables to setsof B•uchi
states. The translate procedure(Figure 4.32) takesa formula f (written in terms of PB )
and writes it in terms of the variables contained in PS whilst maintaining the invariant
that shift-variablesmust represent disjoint setsin QB . The returned formula r val will be
a valuation over PS such that f =

W
v2f s2 PS jr val ` sg T (v). translate compareseach vari-

able in PS with f . If a variable's translation intersectswith f , then we set that variable
to be true in the return value (lines 5, 6). If the variable's translation intersectswith f ,

2In Figure 4.3, we ignore the presenceof primed variables in PS for the sake of brevity. newV ar() is
a function to create and register fresh variables.



CHAPTER 4. IMPLEMENT ATION 67

{ XF(G(p)), n_F(G(~(p))),
 XG(p) }

{ n_F(G(~(p))), n_F(G(p)),
 XG(p) }

{ p }

{ XF(G(p)), n_F(G(~(p))),
 n_F(G(p)), XG(p) }

{ p }

{ XF(G(~(p))), n_F(G(p)) } {  }, { p }

{ n_F(G(~(p))), XF(G(~(p))),
 n_F(G(p)), XG(~(p)) }

{  } { XF(G(~(p))), n_F(G(p)),
 XG(~(p)) }

{ p }

{ n_F(G(~(p))), n_F(G(p)),
 XG(~(p)) }

{  }

{ p }

{ p }

{  }

{  }

{ XF(G(p)), n_F(G(~(p))) }

{  }

{ p }

{  }, { p }

{ p } {  }

{  }

{ p }

{ p }

{  }

{  }

tab_init (init)

{  }

{  }, { p }

{ p } {  }

{  }, { p }

{ p }

{ p } {  }

Figure 4.1: Tableaufor F Gp _ F G: p

but is not contained within it then that variable is split into the part that intersectsand
the remainder so that f can be represented exactly using PS (lines 8-14). If a variable's
translation is disjoint from f , then we simply say that the variable is false in r val (line
16). After all variableshave beentested against f , any part of f which has not already
beentranslated is represented by a new variable (lines 19-24). Sincetranslate is called
during the construction of the formula for the initial statesof S, f i S , each time translate
changesthe meaningof a variable or createsa new one, f i S is updated (lines 13, 23).

Example 12 Let B be a B•uchi automatonsuchthat the set of propositions is f x; yg and
the set of labels is f ag. Let the formula for the initial statesof B be (a ) : y) ^ (: a )
(x _ y)). We build the formula for the initial statesof the shift automatonfor B by calling
translate on : y for the a part and (x _ y) for the : a part.

We begin with f i S = a ^ translate (: y). translate creates a new variable v0 2 PS

such that T (v0) = : y and returns v0. Thus f i S = a ^ v0. Then, we translate the second
label with f i S = f i S _ (: a^ translate (x _ y)). This time translate hasmore work to do:
it testsT (v0) against(x _ y) and �nds that they do intersect but T (v0) is not contained in
(x _ y), so a newvariablev1 2 PS is created and T is updated so that T (v0) = x ^ : y and
T (v1) = : (x_y). Furthermore, f i S is updated suchthat f i S = f i S ^ (v0 , v1) = (a^ v0^ v1).
The remainder of x _ y is encoded by a third variable v2 2 PS where T (v2) = y, so
translate returnsv0^ : v1^ v2. The �nal result is that f i S = (a^ v0^ v1)_(: a^ v0^ : v1^ v2)
under the variable map T (v0) = x ^ : y, T (v1) = : (x _ y), and T (v2) = y.
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{ dd=135236193 } (init) { p }

{ dd=135235361 } (init)

{  }

tab_init (init)

{ p }

{  }

{ p }

{  }

(a) The shift automaton

 XG(p) 

 p 

 XF(G(p)) 

 n_F(G(p)) 

 XG(~(p)) 

 XF(G(~(p))) 

 n_F(G(~(p))) 

  135235361  

a89

a27 a70

a62

0

a30

a68a1a

a16 a63

a28

a6b

a6c

a67

1

(b) BDD for the interpretation of
dd=135235361

 XG(p) 

 p 

 XF(G(p)) 

 n_F(G(p)) 

 XG(~(p)) 

 XF(G(~(p))) 

 n_F(G(~(p))) 

  135236193  

a8e

a75 a18

a74

0

a6f

a73a68

a28

a63

a6c

a67a6b

1

(c) BDD for the interpretation of
dd=135236193

Figure 4.2: Shift automaton for Figure 4.1
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The method usedto �nd the formula f i S for the initial statesof S works on BDDs at a
structural level. The idea is to identify the subtreesin the initial formula f i B of B which
correspond to the entire set of statesreachable by a valuation of the label variables. The
�rst step is to reorder the variablesin the BDDs sothat the label variablesappear at the
top. We can then look at the cross-over point from label variables to tableau variables
and pick the BDDs representing the setsof statesreachable by certain paths through the
label part of the BDD. Figure 4.4 shows the BDD for the initial statesof the tableau for
F Gp _ F G: p after the label variableshave beenput to the top of the ordering. In this
casethere is only onelabel variable, and thus only two paths through the label variables.
The ordering is di�erent in Figure 4.2 (due to computing the transition relation) but
with a little work, we can seethat the subtreesreached for p and : p correspond to the
variablesdd=135235361and dd=135236193,respectively. By iterating through the set �
of formulae representing paths to cross-over points between label and tableau variables,
and calling translate on each tableau-variable subtree,we construct the f i S as

_

p2 �

p ^ translate (p ^ f i S )

The construction of the transition relation follows a similar pattern, reordering the
primed label variablesto the top of the BDD and �nding subtrees.

4.1.2 Implemen tation of preA and preV

preA (� ; w) �nds the set of transitions which obey all three automata to reach � in one
step, together with the set of transitions which can reach w in one shift; it returns a
formula over PG � PB � PS � P0

G � P0
B � P0

S. � and w are formulae over PG � PB � PS.
We also use shiftCond, a formula to ensurethat the shift and B•uchi automata stay in
step, and the the formulae for the transition relation of each automaton, � G , � B , and � S.
shiftCond can be calculatedonceand re-usedthroughout the synthesis. It is de�ned as

shiftCond =
^

v2 PS

v ( T (s)

whereT (v) is the function mentioned in the previoussectionfor mapping v 2 PS to the
formula over PB that it represents. The standardlogicaloperators^ ; _; : areimplemented
directly by CUDD. The other operator to note hereis permutation. We write f 0 to mean
distributing primes through to all atoms in f , e.g. ((p ^ q) _ r )0 means((p0 ^ q0) _ r 0).
This is implemented in CUDD by permuting every unprimed variable in a BDD for its
primed version,hencethe entire set of calculationsbelow can be performedsymbolically.
We calculatepreA (� ; w) as follows:
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1 translate (f )f
2 r val := > ;
3 foreach vi 2 PS

4 agree:= T (vi ) ^ f ;
5 if (agree6= ? )
6 r val := r val ^ vi ;
7 f := f ^ : agree;
8 if (agree6= T (vi ))
9 T (vi ) := agree;
10 vj := newVar();
11 PS := PS [ f vj g;
12 T (vj ) := T (vi ) ^ : agree;
13 f i S := f i S ^ (vi , vj );
14 �
15 else
16 rval := r val ^ : vi ;
17 �
18 endfor
19 if (f 6= ? )
20 vj := newVar();
21 PS := PS [ f vj g;
22 T (vj ) := f ;
23 f i S := f i S ^ : vj ;
24 �
25 return r val;
26 g

Figure 4.3: translate (f ) { A function to translate formulaeover PB to formulaeover PS
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 p 

 XG(p) 

 XF(G(p)) 

 XF(G(~(p))) 

 XG(~(p)) 

 n_F(G(~(p))) 

 n_F(G(p)) 

  specInitial  

7e8

7f7 7e5

7d1 7ce 7eb

7dd7f6

0

7d5 7e4

7e7 7cd 7ca 7d0

7ef a017d9

7f1 a02

1

Figure 4.4: BDD for the initial statesof the tableau for F Gp _ F G: p
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1 preA (� ; w)f
2 � := � 0;
3 w := w0;
4 preT := � ^ � G ^ � B ^ � S;
5 preW := w ^ � G ^ � S;
6 preW := preW ^ shiftCond;
7 return preT _ preW;
8 g

Lines2 and3, simply distribute primesthrough � andw sothat they canbecombinedwith
transition relations. Line 4 �nds the set of transitions which obey the game,B•uchi, and
shift automata's transition relations and go into � . To calculate the shifting transitions,
we do not at �rst considerthe B•uchi automaton. The gameand the shift automaton tell
us everything we needto know to compute the set of shifting transitions in line 5. We
then �nd the set of B•uchi stateswhich arecompatiblewith the shift automaton by simply
conjoining the intermediate value for preW with shiftCond. The �nal result is, of course,
the union (logical or) of preT and preW.

The extra operators used in the calculation of preV (� ; w) are existential abstraction
and universalabstraction, which we denoteby 9P:f and 8P:f , respectively. If we consider
P to be a list x0; x1; : : : ; xn under somearbitrary ordering, we could write existential
abstraction as 9x0; x1; : : : ; xn 2 B:f and universal abstraction as 8x0; x1; : : : ; xn 2 B:f .
Existential abstraction is usedto remove the signi�cance of variablesin a formula that we
are no longer interested in. Universal abstraction is usedto ensurethat every valuation
of somevariablesleadsto a satis�able formula. Here we useit to ensurethat preV (� ; w)
contains every gamesuccessoron V's turn.

1 preV (� ; w)f
2 preA := preA (� ; w);
3 cond:= 9(P0

G [ P0
B [ P0

S):preA;
4 cond:= cond^ � G ;
5 cond:= cond) 9((P 0

B [ P0
S) � P0

G):preA;
6 cond:= 8P0

G:cond;
7 return cond^ preA;
8 g

The calculation beginsby using preA (� ; w) to get a �rst approximation. Then we build
up a condition to ensurethat every game-successoris included. First we abstract to just
the sourcevariables in the set preA, then we �nd the transitions from these variables
under � G. Line 5 can be read as \if there is a transition from a to a0 under � G then there
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must exist a transition in the shift and B•uchi components of preA such that the a ! a0

is also in preA". Line 6 returns the set of states over PG � PB � PS where this holds
for all game-successors.This is exactly the condition we want, so the result is just its
conjunction with preA.

4.2 Optimisations

Due to the high worst-casecomplexity of the synthesisalgorithm, optimisations are very
important for performance. In this section we summarisethe optimisations currently
applied to the implementation.

A simple optimisation is to generatethe shift automaton only when it is really nec-
essary. The shift automaton is not neededin the �rst iteration of the outer loop of the
synthesisalgorithm { w0 is empty, so there is no needto look for shifts into it. Therefore
we try oneloop without generatingthe shift automaton and if w contains all initial states
of the gamewith somelegalcorrespondingB•uchi state, wecansimply breakfrom the loop
and save having to generatethe shift automaton at all. This is clearly soundand since,
when the optimisation fails, the original algorithm is run anyway, it hasno e�ect on com-
pleteness.This �rst iteration of the algorithm computesthe sameset of winning states
as the algorithm in Figure 3.1, so by Theorem 3 we can predict that if the speci�cation
is trivially determinisablethen this optimisation will succeed.

4.2.1 Form ula Manipulation

The subject of optimising the translation from LTL to B•uchi automata is well studied
due to its wide-spreadusein model checking. The tableau method that we usealready
has the advantage that it is symbolic and, in contrast to [CGH94], does not generate
fairnessvariablesfor safety formulae (this is becausewe usea larger grammar for LTL in
our tableau method so formulae such as Gp are encoded directly rather than translated
to : F : p).

doesnot generatefairnessvariablesfor safety formulae.
The �rst manipulation that we apply to formulae is the re-write rulesof [SB00]. These

weredesignedto remove redundanciesin formulaeand hencegive riseto a smallertableau.
Some rules, for example GF  1 _ GF  2 � GF ( 1 _  2), simply remove unnecessary
temporal operators. There is also an attempt to remove tautologies by detecting them
with a computationally cheap, syntactic method. Sinceour tableau method is closeto
the one that this technique is aimed at, it is still a useful optimisation to apply.
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In addition to re-write rules from the literature, we also look for invariants in the
input formula. If a formula is of the form G , then we do not actually needa variable
corresponding to the G. We just require  to be true in the initial state and ensurethat
 is always true in any successorallowed by the transition relation. Formally, we de�ne a
newtemporal operator Ginv and apply a recursive function, invar, to the input formula,  ,
which replacesG for Ginv whereit �nds that the G operator correspondsto an invariant.

invar( ) = if(  = G 1) return Ginv  1

elseif(  =  1 ^  2) return invar( 1) ^ invar( 2)

elsereturn  

(4.1)

We then modify the tableau construction by adding the following rule to the de�nition of
el:

el(Ginv  ) = el( ) (4.2)

To the rules for sat, we add

8t 2 f r; og sat((Ginv  )t ) = sat( t ) (4.3)

Finally, we replacethe transition relation of the tableau with the following:
� ^

G inv  12 subf( )

sat( 1) ^ sat( 1)0
�

^
^

t2f r ;og

^

(X  1 ) t 2 el( r )

(X  1)t ) sat( t
1)0 (4.4)

The summary of the tableau method obtained by using this and the optimisation in
Section4.2.2 is given in Figure 4.5. Although this is a simple manipulation, the useof
a G as the outermost operator in a speci�cation is very commonand this optimisation
savesonevariable (in primed and unprimed form) from entering the tableau.

4.2.2 Reduction of Optional Variables

The useof optional forms of tableau variables is entirely related to formulae containing
liveness.If either side of a disjunction is a propositional or pure-safety formula, we can
reducethe total number of tableauvariablesby only generatingthe requiredversionsof the
correspondingtableauvariablese.g. el(F p_F q) = f p;q; (X F p) r ; (X F q)r ; (X F p)o; (X F q)og
but el(p_ F q) = f p;q; (X F q)r g. Formally we de�ne a function live to determinewhether
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Propositions el(invar( )) using Equations 4.1, 4.2 and 4.10{4.16
Initial States sat((invar( )) r ) using Equations 3.31{3.36,and 4.3
Transitions Equation 4.4 using Equations 4.10{4.16 and 4.2 for el and

Equations 3.31{3.36and 4.3 for sat
Fairnessmonitors For all t 2 f r; og, one monitor for each X ( 1 U  2)t 2

el(invar( )) asde�ned by Equations 4.10{4.16and 4.2
Initial values for fair-
nessmonitors

Equation 2.37 using Equations 4.10{4.16 and 4.2 for el and
Equations 3.31{3.36and 4.3 for sat

Transitions for fair-
nessmonitors

Equation 2.39 using Equations 4.10{4.16 and 4.2 for el and
Equations 3.31{3.36and 4.3 for sat

Final states pfsat( r ) using Equations 3.31{3.36

Figure 4.5: An optimised tableau construction for an LTL formula  , using required and
optional variables

a formula hasa livenesscomponent.

live(�) = ? (4.5)

live( 1 _  2) = live( 1) _ live( 2) (4.6)

live( 1 ^  2) = live( 1) _ live( 2) (4.7)

live( 1 U  2) = > (4.8)

live( 1 R  2) = live( 1) _ live( 2) (4.9)

We may then rede�ne the function el, usedto give the set of propositions for the tableau.

el(p) = f pg if p 2 P (4.10)

el(:  ) = el( ) (4.11)

el( 1 ^  2) = el( 1) [ el( 2) (4.12)

el( 1 _  2) = el( 1) [ el( 2) [ f xo j live( 1 _  1) ^ xr 2 el( 1) [ el( 2)g (4.13)

el(X 1) = f (X 1)r g [ el( 1) (4.14)

el( 1 U  2) = f (X(  1 U  2)) r g [ el( 1) [ el( 2) (4.15)

el( 1 R  2) = f (X(  1 R  2)) r g [ el( 1) [ el( 2) (4.16)

4.2.3 No Fairness Monitors In The Shift Automaton

The shift automaton restricts the way that shifting transitions are made, ensuring that
each shift is madeto a reachable state. Sincethere can only ever be �nitely many shifts,
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1 0

x0 x0

y

x

1 0

y y

x x

x0

Figure 4.6: BDDs for (x ^ y) , x0 under di�erent variable orderings

it does not matter what happens to the fairnessmonitors during a shifting transition.
For this reason,we can abstract away the fairnessmonitors when we construct the shift
automaton, reducing its size.

4.2.4 Reordering in the CUDD Library

The size of the BDD used to represent a formula is sensitive to the ordering of the
variables in the BDD. Figure 4.6 shows and exampleof this. Both BDDs represent the
samefunction but, due to the ordering of the variables, the right-hand one has more
nodes. The wide-spreaduseof BDDs in model checking has lead to the development of
a number of heuristic algorithms for �nding good variable orderings. In our tool, the
\sifting" re-ordering method of the CUDD library (an implementation of [Rud93]) was
enabled.The dynamic reorderingmethod was used,meaningthat re-orderingtook place
during the running of the synthesisalgorithm. The timing of thesereorderingsdepended
on the heuristics of CUDD. In practice, much of the time taken during the program's
operation was spent on BDD reorderingbut the impact of the reorderingon node usage
was dramatic { as we will seein Section 4.4, with reordering disabled the scalability of
the implementation is limited.
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4.3 Examples

4.3.1 Mutual Exclusion

In this examplewe synthesisea controller to enforcemutual exclusionfor two processes.
The synthesisedcontroller should ensurethat it is impossiblefor both processesto be
in their critical sectionsat the sametime (safety), and that whenever a processrequests
accessto the critical sectionit is eventually granted (liveness).The underlying gamewill
enforcesomereasonablerules on the behaviour of the processesand we will provide the
speci�cation in LTL.

The gameis shown in Figure 4.7. The style of the drawing di�ers from other diagrams
in this thesis as it is program output that has been processedby dot. The convention
that squarestatesare movesfor the protagonist (in this case,the system) and that oval
states are moves for the antagonist (the user processes)is maintained. Initial states are
denotedby \(init)" appearing in the state label. A proposition appearsin a state label if
and only if it is true in that state. The gamehas5 booleanvariables:

� u indicates the current turn. When u is true, it is the userprocessesturn, when it
is falseit is the system'sturn. Its transitions are de�ned by

u , : u0

� r 1; r 2 indicate that process1 (resp. 2) is requestingaccessto its critical section.
When a requestis made,it cannotbe withdrawn until the critical sectionis reached.
Furthermore, when it is the system'sturn, the requestvariablesmust keeptheir old
values. The transitions for r1 and r2 are symmetric, r 1 is de�ned by

: u ) (r 10 , r 1)

r 1 ^ : c1 ) r10

� c1; c2 indicate that process1 (resp. 2) is in its critical section. c1 can only become
true if it is the system'sturn and r1 is true. When it is true, it will becomefalsein
the next turn. The transitions for c1 and c2 are symmetric, c1 is de�ned by

u _ : r1 ) : c10

c1 ) : c10

The speci�cation of mutual exclusionand livenesscan easily be written in LTL as

G(: (c1 ^ c2) ^ (r 1 ) F c1) ^ (r 2 ) F c2))
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{ u } (init)

{  }

{ r2 } { r1 }

{ r2, r1 }

{ c2, r2, u, r1 }

{ r2, u } { c2, r2, u } { u, r1 }{ u, r1, c1 }

{ c2, r2, u, r1,
 c1 } { r2, u, r1, c1 } { r2, u, r1 }

Figure 4.7: Gamefor mutual exclusionexample
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{ n_Fc1, u, n_Fc2 } (init)

{ n_Fc1, n_Fc2 }

{ XFc1, n_Fc2, r1 }

{ XFc1, r2, XFc2,
 r1 }

{ n_Fc1, r2, XFc2 }

{ XFc1, r2, XFc2,
 n_Fc2, r1 }

{ n_Fc1, r2, u, XFc2,
 n_Fc2, r1, c1 }

{ n_Fc1, XFc1, r2,
 XFc2, r1 }

{ n_Fc1, XFc1, c2,
 r2, u, n_Fc2,

 r1 }

{ n_Fc1, u, n_Fc2,
 r1, c1 }

{ n_Fc1, c2, r2,
 u, n_Fc2 }

{ n_Fc1, r2, u, XFc2,
 r1, c1 }

{ XFc1, c2, r2, u,
 n_Fc2, r1 }

Figure 4.8: Strategy for the mutual exclusionexample

This corresponding tableau is too large for presentation here, but it is constructed in
the manner described in Section 3.4. The variables in the tableau are f u; r 1; r 2; c1;
c2; X F c1; X F c2; nF X c1; nF X c2g (and their primed versions). Despite the large number
of variables, the BDD used to encode the transition relation of the tableau usesonly
100 nodes. The synthesis implementation ran in about 30ms and produced the non-
deterministic strategy automaton shown in Figure 4.8. In the strategy we can seethat
the crucial point comesin the state labelledX F c1; r2; X F c2; r1. Hereboth processesare
requestingaccessto the critical section, and the strategy non-deterministically picks a
processto gain access,say process1. Onceit hasdonethis, we seethat the corresponding
fairness variable, nX F c1, is set to true. If process1 requestsagain, the strategy goes
to state nX F c1; X F c1; r2; X F c2; r1 from where it always grants accessto process2. In
this way, the strategy implements Peterson'salgorithm i.e. usesa \turn" variable to
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remember which processwas favoured last time they both requestedat the sametime.
This strategy was also output as an CadenceSMV program and successfullyvalidated
against the speci�cation.

4.3.2 Lift system

Here we synthesisea controller for a lift (elevator) system. As inputs we describe the
generalbehaviour of what a lift is (there are user-controlled buttons, movement between

o ors is consecutive etc.), and specify in LTL the required behaviour (responds to calls
etc.). We model the lift systemwith 4 
o ors; the variables usedto describe the system
are:

� u indicates the current turn. When u is true, it is the users'turn, when it is falseit
is the system'sturn. Its transitions are de�ned by

u , : u0

� f [i ] indicates the current 
o or. This is modelled with two boolean variables, but
output is processedto convert to integer values. We write f [0] to mean00, f [1] to
mean01 etc. Initially , the 
o or is 0. The sequential aspect of transitions are de�ned
by

f [0] ) f [0]0_ f [1]0

f [1] ) f [0]0_ f [1]0_ f [2]0

f [2] ) f [1]0_ f [2]0_ f [3]0

f [3] ) f [2]0_ f [3]0

The fact that the 
o or doesnot changeon users' turns is de�ned by the equation

8i 2 [0; 3] u ) (f [i ] , f [i ]0)

� b[i ] the button variables. Thesebooleanvariablesarecontrolled by the environment
to simulate requestsfor the lift. Initially , all buttons are o�; oncelit, a button stays
on until the lift arrivesand they do not changeon the system'sturns. The button
variables' transitions are de�ned by

8i 2 [0; 3] : u ) (b[i ] , b[i ]0)

8i 2 [0; 3] b[i ] ^ : f [i ] ) b[i ]0



CHAPTER 4. IMPLEMENT ATION 81

Due to the number of variablesand the high level of non-determinism,it is not possible
to draw readableautomata to represent the system,sowe characterisethe behaviour with
a �nite portion of the run-tree in Figure 4.9(a). The full branching is not shown here,
exceptwherenoted. In the uppermost path, we seethat the lift can answer a requeston

o or 2, and when it doesso,button 2 may turn o� (for spacereasons,the other branches
at the end of this path are not drawn, but include all combinations of buttons being
on/o� ). In the middle path we seenthat that when calls are made, the lift can stay idle
at the ground 
o or. Furthermore, the endof this path is drawn with all possiblesuccessors
and we can seethat although extra buttons may or may not be pressed,buttons 1 and
2 have to stay lit becausethe calls have not beensatis�ed. The bottom path shows that
the lift can move around even if there are no calls. All branchesare shown at the end of
the path, and we seethat when the lift is at 
o or 1, it can only move to 0, 1, or 2.

The �rst speci�cation we usefor the lift systemsays that every requestis eventually
answered. In LTL, this can be written as

G
� ^

i 2 [0;3]

b[i ] ) F f [i ]
�

(4.17)

Someruns from the synthesisedstrategy are shown in Figure 4.9(b) (the branches are
folded for spacereasons). The top branch shows that even when buttons 0 and 2 are
pushedrepeatedly, the strategy visits both 
o ors. The bottom branch shows how the
strategy doesthis; it just goesup and down regardlessof whether any buttons are pushed
(this was veri�ed using SMV).

A lift that goes up and down forever is rather wasteful, so we add a clauseto the
speci�cation which demandsa parking feature. The idea of the parking feature is that
if no button is pressed,then the lift should go down until it reaches f [0] and only leave
f [0] if somebutton is pressed.In order to write this feature, we add a new variable up
which observesthe transition between
o ors and is true if the lift is goingup. Initially up
is false,its transition are de�ned by
� ^

i 2 [0;3]

f [i ]^ f [i ]0 ) (up , up0)
�
^

� ^

i 2 [0;2]

f [i ]^ f [i + 1]0 ) up
�
^

� ^

i 2 [1;3]

f [i ]^ f [i � 1]0 ) : up
�

We also use the abbreviation sb =
W

i 2 [1;3] b[i ] to mean \some button". The button on

o or 0 is not included becausesbwill be usedto releasethe parking feature,and if the lift
has parked on 
o or 0 pushing b[0] should have no e�ect. Using up and sb, we can write
the speci�cation for parking as

^

i 2 [0;3]

f [i ] ^ : sb =) f [i ] U (sbR (F f [0] ^ : up)) (4.18)
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0,{  } (init) 0,{ u } 1,{  } 1,{ u }

Figure 4.9: Gamefor shifting example

The releaseformula is the actual parking action: the lift should go to f [0] by going
continuously down, unlesssomebutton is pressed.The rest of the formula can be read
as: if the lift is on 
o or i and no button (other than 0) is pressed,then remain at 
o or
i until parking can commence.Synthesisinga strategy for the conjunction of Equations
4.17and 4.18,we �nd that the lift now behavesasexpectedand, onceagain,we canverify
that the strategy implements the speci�cation by using SMV.

4.3.3 A Shifting Problem

The previoustwo exampleswerecomputedwithout having to useany shifting. Although
a number of speci�cations were tried in the context of thesesystems,shifting was never
required. In the caseof mutual exclusion,this wasnot surprising as the speci�cation was
a request-responsecondition and, asshown in Section3.1, shifting is unnecessaryfor such
speci�cations. However, even liberalising the gamein the mutual exclusionexampleand
using a Street condition (^ i (GF  i ) GF � i )) to specify fairness,no shifting was needed.
It is clear that shifting is necessaryfor somespeci�cations, but remainsunclearhow often
such speci�cations occur in real-world examples. In order to measureperformanceon a
problem which requiresshifting, we bring in the abstract example used in Section 3.1.
The game is shown in Figure 4.9. The speci�cation used is simply F G0 _ F G1. This
producesa tableau with the sameproperty as the B•uchi automaton in Figure 3.2 { it has
two disjoint regions,one for F G0 and one for F G1 . By keepingplay in the 0 region of
the game,the opponent forcesthe play to require shifts. Runs of the tableau can either
delay choosing forever and never reach any accepting state, or eventually to the F G0
region and thus loseby the opponent choosing 1. As expected, the synthesis algorithm
generatesa shift automaton and terminates using oneshift. The winning strategy simply
keepsplay in 1 if the opponent ever choosesit, otherwiseit has no choicebut to stay in
0. Again, this strategy was veri�ed with SMV. As we shall seein the next section, the
main useof this exampleis to provide a scenariofor performancemeasurement.
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4.4 Performance

In order to geta measureof actual performanceover a rangeof input sizes,weparameterise
each example.

In the caseof mutual exclusion, the parameter that we increaseis the number of
processes.The transition relation for the 2-processgamegiven in Section4.3.1can easily
begeneralisedto n processes{ each processonly refersto its own variablessoaddingmore
processesis simply a matter of conjunction. The speci�cation is modi�ed by ensuring
that no two processescan be in their critical sectionsat once, and that every process'
requestis eventually granted. Running a batch processto computewinning strategiesfor
2 to 80 processesthe \p eak live node usage"and time for each number of processeswas
recorded.The peak live node usageis a statistic gatheredby the CUDD library denoting
the maximum number of BDD nodesthat have beenusedduring the computation. The
tests were run on a 1.5GHzPentium 4 systemwith 256MB of RAM running Linux. The
results are shown in Figure 4.10. The �rst point to note is that even with 80 processes,
which givesa state-spaceof 2(80� 2)+1 � 1048 and a formula with 80 livenesssub-formulae,
the time taken was about 50 minutes. This is quite reasonablefor a model checking
tool and the overall growth in the two plots shows the feasibility of the approach. The
graph was plotted by gnuplot [Gnu] which allows functions to be �tted to the data. In
order to seehow the node usagedata compared to an exponential and a polynomial
function, the functions e(x) = 2m�x+ c + c2 and p(x) = m � xn + c were �t to the node
data. When the �t converged, the functions were e(x) = 20:0432482�x+6 :55476 � 118:45 and
p(x) = 0:0354595� x2:31017+ 7:14865.So,from the data gathered,the spaceusageappears
to be growing as a very low-order exponential or asa polynomial.

For the lift example,we vary the number of 
o ors. Adding a new 
o or may require
increasingthe number of variables usedto encode the 
o or number. It always requires
a new button variable in the game, and new sub-formulae to encode responsivenessto
calls and no unnecessarymovement in the speci�cation. Here we seethe time taken and
the number of nodesusedrising dramatically. This is due to the sizeand complexity of
the speci�cation resulting in an extremely large tableau. The surprising property of these
results is the 
uctuation in time/space requirements as larger problems are attempted.
Onewould expect a monotonicincreasein the time/spaceusagebut the increaseis erratic,
maintaining, however, an upward trend. A possibleexplanation for this is the heuristic
BDD re-ordering algorithm used by CUDD. In order to to test this theory, the same
experiment was run with re-ordering disabled. The graph of node usagefor synthesis
without re-orderingis show in Figure 4.12. Here,we do seea monotonic increasein node
usagebut, without reordering, the spacerequirement is so large that it is not possibleto
run the experiment over a wide rangeof sizes.
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Figure 4.10: Mutual exclusionperformancedata
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Figure 4.12: Lift performancewith re-orderingdisabled

In the shifting example,we increasethe \length" the game. A gameof sizen is made
up of n pairs of stateswhereeach pair includesuserand systemmoves. In a pair, n, the
user's turn allows movement to n or n + 1 and the system'sturn allows movement to n
or n � 1. The speci�cation is simply F G0 _ F G1 _ : : : _ F Gn.

Theseexperiments support the theoretical work by showing that the implementation
scalesbeyond the very small examplesthat can be calculated by hand. Without an
equivalent tool for direct comparisonor further devlopment on this implementation to
tune the performance,the resultsare best consideredasa proof of conceptand a starting
point for further work on the topic.
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Chapter 5

Discussion

This work hasbeenan investigation into alternative, implementable, approachesfor solv-
ing the problem of strategy synthesis for gameswith LTL winning conditions. In a
departure from the classicalsolution to this problem [PR89, Ros92](which is known to
be in the optimal complexity class),we have looked for a solution which avoids the de-
terminisation of B•uchi automata. The reasonfor avoiding determinisation is to avoid
the optimal [L•od99]but inherently state-based[THB95] determinisation method of Safra
[Saf89]. The algorithm presented in Section3.2 matches the 2EXPTIME complexity of
[PR89, Ros92], but avoids determinisation by insteadbuilding a \shift automaton" which
can be constructed symbolically. It has therefore beenpossibleto implement the entire
processin an e�cien t, symbolic manner. However, this has come at the cost of com-
pleteness.The completenesstheorem of Section3.3.3 givesa precisecharacterisation of
a classof B•uchi automata for which the algorithm is guaranteed to work, but it doesnot
give an intuitiv e idea of how completeour solution is in practice. The examplesgiven in
Chapter 4 provide somepositive evidencewhich helpsto clarify the situation: The mutual
exclusionexampleof Section4.3.1is within a rangeof problemswhich, by Proposition 1,
areknown to be solvable in EXPTIME. Furthermore, whenthis problem is parameterised
to n processesin Section 4.4, the scalability of the performancelooks promising. The
synthesisof a lift controller in Section4.3.2is an exampleof a morecomplexspeci�cation
which is still solved without generatingthe shift automaton and is thereforesolved in in
singly exponential time. The somewhatarti�cial examplein Section4.3.3exploits the full
complexity of the implementation by requiring the generationof the shift automaton, but
even that scaleswell with a speci�cation containing 64 clausesof the form F G taking
only 5MB1 of memory and 23 minutes to solve.

1This �gure is calculated by multiplying the BDD node usageby the sizeof a node (16 bytes).

88
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5.1 Applicabilit y

Tools for working with gamesemantics are becomingincreasinglysought after, especially
as researchers focus on verifying security protocols and using compositionality in model
checking. The advantagesof using gamesemantics for model checking security protocols
are clear: non-determinism can be used both as an abstraction mechanism within the
protocol and asa way to simulate the worst-casebehaviour of a user/intruder on the sys-
tem. Game-theoreticmodel checking techniqueshave beenusedto verify non-repudiation
protocols[KR03] and there is a great dealof interest in other applicationswithin the com-
munity. The work we present hereprovidesa way of solvingsuch gametheoretic problems
and by using LTL as the speci�cation language,we are able to work with temporal logic
speci�cation that could not previously have beendealt with.

Compositional methods for model checking provide another area which is naturally
suited to gamesemantics. The ideabehind compositional methods is that whena system
is made from a number of di�erent modules, we may try to counter the state-explosion
problem by verifying each module in a simple environment which is made from an ab-
straction of the other modules. This givesrise to another situation wherewe have \good"
nondeterminismasan abstraction method inside the module and \bad" nondeterminism
to simulate the worst casebehaviour of the environment. Although compositional meth-
ods have beenusedin conventional model checkers such asCadenceSMV [Cad02],these
systemsare unableto treat nondeterminismin anything other than a uniformly best-case
or worst-casemanner. An exampleof this can be seenin the veri�cation of Tomasulo's
algorithm in the usermanual for CadenceSMV (the samework is described in [McM99]).
The veri�cation task is to prove the livenessof an algorithm for out-of-order executionin
an abstract model of a processor(livenessmeaning,here,that every instruction is eventu-
ally executed). In the model, the choiceof which reservation station and which execution
unit is chosento be run at any time-point is left as non-deterministic. This saveshaving
to worry about modelling any speci�c policy for choosing them. However, the liveness
speci�cation is presented asan LTL formula, soall non-determinismis treated pessimisti-
cally. This meansthat verifying the livenessproperty fails. It cannot be proven without
the insight to seethat someof the non-deterministic choicesin the processormodel must
be taken fairly. However, if the sameveri�cation problem were attempted in the context
of games,a fair strategy would be found automatically and the veri�cation could succeed
without user-intervention. Despitethis, compositional methods have beenvery successful
for SMV [LJ04] which usesworst-casesemantics to deal with nondeterminism. The addi-
tional abilit y to useabstraction positively inside the component being veri�ed will surely
add the the power of compositional approaches. Compositional methods have also been
usedwith Mocha which has this capability but, again, the di�erence in the expressive
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power of LTL makesour approach stand out.

5.2 Related Work

The most closely comparable work to that presented in this thesis is work where an
implementation has beenwritten, or is consideredfeasible,for the synthesis/veri�cation
of gameswith temporal logic winning conditions. Despitea great dealof interest in using
gamesemantics to study reactivesystems,implementation-groundedapproachesand tools
are scarce.

The request-responsemethodology of [WHT03] is not a conventional temporal logic,
but rather a way to write speci�cations made from the conjunction of a safety property
and a set of livenessproperties of the form \if r then eventually s". We have proven
in Proposition 1 that if thesespeci�cation are posedin LTL, solving them is possiblein
EXPTIME by the simpleoptimisation of Section4.2. In this senseour solution generalises
that of [WHT03], but a direct performancecomparisonhasnot beenmade.

The model checker Mocha [Moc98] veri�es gameswith winning conditions in the
branching logic, Alternating Time Temporal Logic (ATL) [AHK02]. This logic generalises
CTL, but usesan agent-indexed path quanti�er, hhAii , insteadof the 8/ 9 path quanti�ers
normally found in CTL. A formula of the form hhAii  is interpreted as \ A hasa strategy
to enforce ". For a simple formula such as hhAii (p U q), the ATL version is identical to
usingp U q asthe LTL winning condition in a gamewhereA is the protagonist. However,
likeCTL, ATL stipulates that every temporal operator must appearwith a matching path
quanti�er. The result of this is that instead of writing hhAii F Gp which means\ A has a
strategy such that in the future p is true forever", it is necessaryto write hhAii F hhAii Gp
which means\ A has a strategy such that in the future A has a strategy such that p is
true forever". The di�erence betweenthesetwo forms is not just syntactic clumsinessin
the natural languageversion{ the secondversionis a stronger formula. In a gamewhere
A hasno choices,but V canchooseany path in p! j(pj: p) � p! , the �rst speci�cation is true
but the secondis not. The secondversiondemandsthat A can be sure to reach a point
where he can be sure to have p forever, but the opponent can prevent this by choosing
p forever and always keepingthe option of having a �nite number of occurrencesof : p
before ensuring eventually always p. This di�erence in expressivity would make a tool
basedon our synthesisalgorithm a useful complement to Mocha .

The work on gameswith winning conditions in limited fragments of LTL [ALT04,
ATM03, MT02] provides a way of dealing with the worst-casecomplexity of LTL games
directly. The resultsof [ATM03] contribute to and summarisethis work, showing that, for
somefragments, the complexity of the synthesisproblem improvesexponentially over full



LTL. This providesa framework within which the feasibility of model checking is equalto
that found within non-gametheoretic model checkerssuch asSpin [Hol97]. The resultson
fragments of LTL do not correspond directly with the resultsobtainedusingthe algorithm
from Section 3.2 { there are formulae within fragments which are known to have an
EXPSPACE upper bound for which our algorithm needsto build the (doubly exponential)
shift automaton. However, the two approaches could be seenas complementary; if the
implementation presented here were developed into a full model checking tool, then the
e�cien t checking of fragments of LTL would �t well within this tool. This mixed approach
mirrors a general phenomenonin the application of model checking to real problems.
Often solutions are found by using more than one model checker [KNS01] or by using a
model checker as a proof assistant wherethe proof is structured by hand and the details
are proven automatically [McM00].

5.3 Further Work

The future goalsfor this work fall into two areas:the practical useof the implementation,
and further investigation on the result on completeness.Of course,these two goalsare
closelyrelated. If the completenessresult is inadequatethen the application of the algo-
rithm presented hereto real exampleswould be futile. However, the positive results from
the examplesattempted in this thesis give reasonenoughto try. Therefore, developing
the implementation outlined here to the point where it has a practical input language
and applying it to somereal-world problemswould have bene�ts in adding to the body of
knowledgeabout the useof game-theoreticveri�cation and in addingto empirical evidence
of the strength of our statement about completeness.

Work on the completenessresult itself can again be sub-divided into two categories:
improvement and re�nement. It may be that the completenessof the procedurecan be
improved by making changesto the tableau method beyond thosein Section3.4. As long
as thesechangesresult in sub-exponential increasesin the sizeof the tableau, any such
improvements would be worthwhile. The completenesscondition itself remains rather
abstract and it would be interesting to relate it back to a fragment of temporal logic so
that someguaranteeson completenesscould be given.
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