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Abstract
Evolutionary algorithms and other biologically-inspired problem-solving techniques
have been applied successfully in a wide range of domains. However, the theoretical
understanding of such techniques is only at an early stage. Much theoretical research
is needed to understand when and how these techniques work, how they should be
applied and to which applications they are most suited.
The work in this thesis initiates theoretical investigations to the recently proposed
biologically-inspired problem solving technique, artificial development. Artificial development extends evolutionary algorithms by introducing developmental genotypephenotype mappings that mimic the growth and development of natural organisms.
The genotype thereby represents a construction plan for the phenotype. The goal is to
find solutions to larger and more complex problems than those solvable by traditional
evolutionary algorithms. Artificial development has been applied to several domains
– evolvable hardware; engineering design; sorting networks and neuro-controllers for
robots. It is believed that theoretical research is needed to identify the potentials and
limitations of this new technique.
This research focuses on the types of solutions in terms of complexity that this technique can effectively achieve. In particular, the relationship between local geometric
properties and phenotypic complexity are studied in existing and new developmental
genotype-phenotype mappings. Techniques and concepts from outside the field of evolutionary computation are introduced to achieve this goal, including from theoretical
computer science and from theoretical biology.
The notion of complexity is approached from the point of view of Kolmogorov
complexity and the geometric properties studied are distance preservation and neutrality. Distance preservation relates to the degree to which altering the genotype leads to
changes in the phenotype. In evolutionary computation, it is believed that one should
seek genotype-phenotype mappings where small changes in genospace lead to small
changes in phenospace. Neutrality relates to the occurrence of two or more genotypes
having the same fitness, either because they correspond to the same phenotype, or bei

ii
cause they correspond to different phenotypes with the same fitness. Sets of neutral
genotypes that form connected parts of genospace are called neutral networks. The
effects of neutrality and neutral networks on the behaviour of evolutionary algorithms
are currently not well understood and is a much debated topic within evolutionary computation. Theoretical biology has introduced a concept called accessibility to describe
how neighbouring neutral networks touch each other. This work introduces accessibility in evolutionary computation and applies the concept to neutral networks in developmental mappings, and in determining runtimes of a simple randomised search heuristic
on problems with neutral networks. The runtimes on a problem with neutrality is also
studied in the context of evolutionary multi-objective optimisation. Practical ramifications of some of the theoretical results in this work are investigated in the field of
evolvable hardware.
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Chapter 1

Introduction
1.1 Introduction
Computing abounds, not only in computers, but also in nature. Biological organisms
need to carry out complex information processing tasks in order to survive and replicate. A particularly fascinating example is that of development, in which an organism
grows from a single fertilised egg through cell divisions, pattern formation, morphogenesis and cell differentiation into a complex adult organism. The rapidly growing
number of cells need to carry out a highly distributive computing task for this process
to succeed.
Many computer scientists looking for novel problem solving techniques are inspired by development, creating a new subfield in evolutionary computation called
artificial development (see Section 2.2). Developmental approaches have shown a potential in many applications, however more research is needed to understand the underlying principles of their functioning. Like for other biologically inspired techniques,
classic methods from computer science are not always adequate. Understanding biologically inspired techniques like artificial development represents a challenge in theoretical computer science [1].
This work attacks the challenge of finding theoretical methods with which the fundamental working principles behind artificial development can be better understood.
In particular, the work seeks to apply such methods to investigate to what degree artificial development is suitable in applications requiring solutions with high degree of
complexity. The focus is on understanding development as a computer-implementable
problem-solving technique, rather than understanding biological development.
9
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Chapter 1. Introduction

These challenges are approached through analysis of simple models of development using methods and concepts from theoretical computer science and theoretical
biology. The focus of the analysis is on the relationship between local geometric properties and phenotypic complexity in the meaning of Kolmogorov complexity. The geometric properties studied are distance preservation and neutrality. The developmental
mappings are analysed both from a static point of view, and from a dynamic point of
view. The static point of view focuses on the developmental mapping as a static object,
independently of an evolutionary algorithm. The dynamic point of view studies the
interplay between the mapping and an evolutionary algorithm. Practical ramifications
of the results are investigated in the field of evolvable hardware.

1.2 Research Questions
The main research question addressed in this thesis is:
Can artificial development achieve solutions with high complexity?
In order to answer this question, complexity must be defined. Here, Kolmogorov’s
definition of complexity (see Section 2.5) will be used. Some of the detailed research
questions that were formulated to answer the main research question are:
• What is the relationship between local geometric properties and phenotypic complexity in developmental mappings?
• Which models of artificial development are amenable to formal analysis?
• Which theoretical techniques can be applied to investigate developmental mappings?
• How do local geometric properties of a genotype-phenotype mapping or a fitness
function influence the runtime of an EA?
• How do developmental approaches compare with traditional EAs on problems
where increasingly complex solutions are needed?
• What is the complexity of a useful digital circuit?

1.3. Thesis Outline

11

1.3 Thesis Outline
This thesis is a paper collection. The outline of the thesis is as follows.
• Part I - Context
– Chapter 1 introduces the thesis.
– Chapter 2 provides necessary background material.
– Chapter 3 gives an overview of the research process and abstracts of the
published papers.
• Part II - Published papers
• Part III - Synopsis
– Chapter 4 concludes the thesis, lists the main contributions and discusses
limitations and future work.
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Chapter 2

Background
This chapter introduces background material that is needed in the thesis. Section 2.1 introduces Evolutionary Algorithms and Section 2.2 gives a short introduction to the field
Artificial Development. (For a more detailed introduction to artificial development, see
the literature surveys [58, 37] and the book [38].) Section 2.3 defines L-systems which
is a mathematical formalism that has been used to model development. Section 2.4
introduces the concepts of distance preservation and neutrality which will be used to
describe geometry in genotype-phenotype mappings. Section 2.5 briefly introduces the
theory of Kolmogorov complexity and some of its fundamental results. Finally, Section 2.6 gives the necessary concepts and definitions from Evolutionary Multi-objective
Optimisation that are needed in Paper VII.

2.1 Evolutionary Algorithms
Evolutionary algorithms are a collection of problem-solving techniques that are inspired by evolutionary principles. The main classes of evolutionary algorithms are genetic algorithms [14, 21], genetic programming [34], evolutionary strategies [51] and
evolutionary programming [12]. These algorithms are studied within the field Evolutionary Computation (EC). Two recent introductory texts are [10] and [28].
A typical evolutionary algorithm is illustrated with pseudo-code in Figure 2.1. The
algorithm is given a fitness function f : P → R, and its objective is to find the candidate solution x from P with highest fitness value f (x). The algorithm begins with
a randomly initialised population of candidate solutions. In each iteration of the algorithm, good pairs of candidate solutions are selected for recombination to produce new
13
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Algorithm 1: Evolutionary Algorithm
Data
: A fitness function f : P → R to optimise.
Result : A solution x in P with high fitness f (x).
begin
Initialise a population P with random elements from P.
repeat
Select set of good parents {(x, y)} from population P according to f .
Recombine parents {(x, y)} to get a set of children C.
Mutate the individuals in C.
Select a new population from P ∪ C based on fitness value f .
until termination condition is satisfied;
Return the best candidate x in population according to function f .
end

Figure 2.1: Pseudo code of a typical Evolutionary Algorithm. (Adapted from [10].)
offspring candidate solutions. The offspring solutions are mutated, and a new population of good individuals is then selected from the old and new candidate solutions.
This process is re-iterated until a pre-specified termination criterion is met, at which
time the best candidate solution found so far is returned and the algorithm terminates.
Some evolutionary algorithms make an explicit distinction between genotypes and
phenotypes by introducing a genotype-phenotype mapping φ : G → P. In such algorithms, the individual is represented by its genotype y in genospace G, and has an
associated phenotype φ(y) in phenospace P. Mutation and recombination operate on
genotypes, and selection operates on phenotypes.

2.2 Artificial Development
2.2.1 Introduction
Biology has been the source of inspiration to many novel problem-solving techniques.
One of the most recent aspects of biology to be mimicked for problem-solving is that
of biological development. Development is understood as the process from which a
fertilised egg, the zygote, develops into the adult body. This process occurs through
controlled cell divisions, pattern formation, morphogenesis, cell differentiation and
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growth. The information required to control this process is stored in the organism’s
genome. (See the book by Wolpert [64] for a comprehensive introduction to biological
development.)
Development has many features that are sought for in computer science. One of
the most attractive features is the very succinct representation of the control of the
developmental process. The number of human genes is tiny compared to the number
of cells in the adult human body. Such succinct representations could be useful in
many complex applications of evolutionary algorithms which experience scalability
problems. For example, scalability is an important challenge in the field of evolvable
hardware (EHW) [59]. Evolvable hardware approaches can discover circuits for small
problems, but do often not work well when scaled up to larger problems.
Artificial Development (AD), a new sub-field within evolutionary computation,
seeks to use developmental principles for problem-solving. Most artificial developmental approaches incorporate the concept of biological development in the form of
genotype-phenotype mappings, called developmental mappings, that imitate some aspects of biological development. Two of the most cited motivations for artificial development are the prospect of increased scalability and more complex solutions compared
to traditional approaches that use direct encodings. However, it is still not clear whether
artificial development can provide those properties. The argument for increased scalability is usually based on the possibility of letting short genotypes specify developmental processes which lead to large phenotypes. Such mappings can thereby lead to
smaller search spaces than traditional approaches [33]. The arguments for increased
complexity of the solutions are more vague, partly because it is difficult to define a
precise complexity measure which corresponds to what one intuitively associates with
complexity. However, a developmental approach may, unlike direct encodings, re-use
genetic material to allow for symmetries and modularity in the solution to emerge. One
could say that large, modular solutions with symmetries are intuitively complex.
The degree of biological plausibility varies greatly between developmental approaches. Some approaches seek to mimic biology closely [35], while other approaches
emphasise the biological metaphor to a lesser degree [18, 22].
One often distinguishes between two classes of developmental mappings, the grammatical approaches and the cell chemistry approaches [58]. In the grammatical approaches, the genotype is interpreted as some form of grammar, and the phenotype is
obtained by applying the grammar on an axiom. Kitano’s matrix-rewriting grammar
[33] is an example from this class and will be illustrated through an example in Subsection 2.2.2. Kitano’s mapping and several other approaches [20, 22, 39] are based
on Lindenmayer-systems [41], which will be described in Section 2.3. Another class of
systems are based on graph-grammars, including Gruau’s cellular-encoding [18] and
a variant thereof [42]. Other grammatical approaches are based on context-free gram-
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mars [2]. The grammatical approaches are relatively simple and easy to formalise.
From a theoretical point of view, this simplicity has two important advantages. First,
such simple mappings are amenable to mathematical analysis. Examples of results
from such analysis is the rich theory on Lindenmayer-systems [53], and the formal
verification of properties of the cellular encoding [18]. A second advantage of the
simplicity of the grammar-based approaches is that their full specification can be described compactly. Precise specifications enable other researchers to re-implement the
mappings and carry out repeated experiments. However, in cases where biological
plausibility is important, the grammatical-based approaches have a disadvantage in
that there are many features of biological development that are difficult to model with
grammars.
The cell chemistry approaches were devised to allow developmental mappings with
a higher degree of biological plausibility. Such mappings often explicitly represent
the multi-cellular nature of a developing organism, including cell division, cell differentiation and intra- and inter-cellular communication via chemical diffusion. The
practical implementations of such models differ. For example, Jakobi used an artificial neural network (ANN) in each cell to control the activation of the cell’s capabilities: cell division, connection to other cells by growing dendrites and cell differentiation [24]. Dellaert and Beer [6] proposed to control the cell’s activation using the
simpler model of NK-boolean networks [29]. Examples of other cell chemistry approaches include [43, 36, 3]. The degree of biological plausibility in cell chemistry
approaches makes the models intricate. From a theoretical point of view, this can be
a disadvantage. It is not easy to see by which means these models can be analysed
formally. Therefore, investigations of these models are conducted through experimentation. Due to the intricacy of the models, they can seldom be specified in full detail in
a short paper. The models can therefore be difficult to re-implement, making repeatable
experiments troublesome.
The field of Artificial Development is expanding, and a large number of applications in various domains have been reported. Some of the earliest applications of AD
were in evolution of ANN topologies [33, 48, 18], but since then, AD has also been
applied in other domains, including evolvable hardware [61, 60, 15, 44, 20, 62], evolution of sorting networks [2, 54], lens shape optimisation [23], engineering design [30],
and neuro-controllers for robots [24, 11]. Furthermore, developmental principles are
modelled in the field of Artificial Life [57, 8].
Artificial development is a young field. By now, it is clear that an EA using a
developmental mapping have very different characteristics than an EA using a direct
encoding. However, the basic principles behind developmental approaches are not
well understood. It is still an open question whether developmental approaches can
increase scalability and lead to more complex solutions. Some have reported increased
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scalability with developmental approaches [33, 54, 17], while others have reported
otherwise [56, 19]. Developmental approaches seem to be useful in some applications,
but there are certainly also applications where these approaches are unsuited. The type
of problems for which AD may be suited is unknown [35, 31], and it is not clear which
aspects of developmental mappings that are important. For example, there have been
concerns about the discontinuities developmental mappings can introduce in the search
space [37, 25], and on the type of bias such mappings introduce [16]. To understand
some of the fundamental properties behind developmental approaches, the field may
need more theoretical research.

2.2.2 Example: The Kitano mapping
Kitano was one of the first researchers to investigate developmental mappings. In [33],
he used a variant of Lindenmayer-systems to develop ANN topologies. His approach
is based on a matrix grammar. The left-hand side of the grammar rules are single
symbols and the right-hand side of the grammar rules are 2x2 matrices of symbols.
Iterated rewriting from a start symbol thus creates quadratic matrices.
Figure 2.2 illustrates the mapping process from genotype to phenotype with an
example. The string in the upper-left corner of the figure represents the genotype and
will be used to construct a matrix rewriting grammar. Each symbol in the grammar
has one rule. An upper case symbol rule specifies how a symbol is rewritten into a
2x2 matrix of symbols. The lower case symbol rules are predefined and specify how
lower-case symbols are rewritten into 2x2 matrices of 0 or 1. The left-hand side of the
rules are pre-specified, and the right-hand side of the upper case symbol rules are given
by the genotype (indicated with bold letters and numbers in the figure). A larger matrix
of symbols is obtained by iterated rewriting of a start-symbol. The symbols 0 and 1
are rewritten into 2x2 matrices of 0s and 1s, respectively. After a predefined number of
iterations, all symbols except 1s are replaced by 0s. The resulting matrix of zeros and
ones is interpreted as an adjacency-matrix for a network structure. Kitano used only
the upper-right diagonal of the matrix to obtain the ANN structure. The network in the
lower-left corner of Figure 2.2 illustrates the final phenotype.

2.2.3 Terminology and Notation
The term developmental mapping is not defined explicitly in this thesis, but is used
informally to refer to the class of indirect genotype-phenotype mappings that is used
within the field of artificial development (see section 2.2.1). The term is not used
herein to encompass development in biology. The field of artificial development has
not agreed upon a definition of developmental mapping (see sections 3.1.1 and 3.1.2).
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Figure 2.2: Illustration of steps in Kitano’s classical developmental mapping.
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However, developmental mappings can be contrasted with direct encodings. Informally, a direct encoding is here referred to as a genotype-phenotype mapping where
each sub-part of the phenotype is encoded separately and independently in the genotype. The length of the genotype in direct encodings is thus proportional to the length of
the phenotype, which does not hold in general for developmental mappings. In contrast,
a genotype in a developmental mapping represents instructions to a construction process of the phenotype. The simplest example of a direct encoding is the identity map,
but the term is also used to encompass mappings between different types of spaces.
For example, returning to the example in section 2.2.2, encoding ANN structures using
adjacency matrices qualifies as a direct encoding.
This thesis uses the following notation when discussing artificial developmental
mappings in general. A developmental mapping is represented by a mapping φ : G →
P where the set G is called the genospace and the set P is called the phenospace.
Elements of the genospace G are called genotypes and elements of the phenospace
P are called phenotypes. In most cases, it will be assumed that the genospace and
phenospace are equipped with distance metrics dG and dP . Given two genotypes x
and y and their respective phenotypes φ(x) and φ(y), then their genotypic distance is
dG (x, y) and their phenotypic distance is dP (φ(x), φ(y)).
The notation above reflects some restrictions that have been put on the types of
developmental mappings that are treated in this work. This work does not treat randomised genotype-phenotype mappings, that is genotype-phenotype mappings which
have access to a source of random bits. In artificial life, evolutionary robotics and other
fields, it would be natural to also consider developmental mappings which can interact
with an environment. These types of developmental mappings are not considered here.
Finally, the thesis does not consider situations where the genotype-phenotype mapping
itself is evolved with the genotype [9].
These restrictions also hold for many of the developmental mappings that have
been proposed in the literature on AD. Furthermore, to make progress in the theoretical
understanding of artificial development, it is here considered advantageous to analyse
the simplest models first before considering more complex models involving features
such as randomisation, environment and evolving mappings.

2.3 Lindenmayer-systems
Many artificial developmental approaches, including the 2PD0L-mapping introduced
in Paper V, are based on Lindenmayer-systems (L-systems). L-systems is one of the
simplest models of biological development and was introduced by Lindenmayer to
model development of simple, filamentous organisms [41]. L-systems differ from other
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string rewriting grammars in that the symbols in the string are rewritten in parallel, and
not sequentially. The theory on L-systems is well developed [53].
This section gives a brief introduction to the formal definitions of four classes of
L-systems. In the following, symbol ǫ denotes the empty string.
Definition 2.1 ([53]). A word over an alphabet Σ is a finite string consisting of zero or
more symbols from Σ, where the same symbol may occur several times. The set of all
words over Σ is denoted Σ∗ . A language over alphabet Σ is any subset of Σ∗ .
Definition 2.2 (Substitution). A substitution is an operation σ on a language such that
for each symbol a in alphabet Σ, σ(a) is a language, σ(ǫ) = ǫ and for all strings
w1 and w2 , σ(w1 w2 ) = σ(w1 )σ(w2 ). A substitution is called finite if each of the
languages σ(a) are finite.
Definition 2.3 (Homomorphism, Endomorphism). A homomorphism is a substitution
such that each of the languages σ(a) are singletons. A homomorphism is non-erasing
if σ(a) 6= ǫ for all a. An endomorphism is a homomorphism such that σ(a) is a single
string over Σ for each symbol a in alphabet Σ.
The most basic, context-free class of L-systems are 0L-systems. The prefix 0 indicates that they are context-free.
Definition 2.4 (0L-System). A 0L-system is a tuple G = (Σ, h, ω) where Σ is a finite alphabet, h is a finite substitution on Σ and ω is a string over Σ. The language
generated by a 0L-system is the set
L(G) = {hi (ω) | i ≥ 0}.
0L-systems are non-deterministic. D0L-systems is the class of deterministic 0Lsystems, which is indicated by the prefix D.
Definition 2.5 (D0L-System). A D0L-system is a 0L-system G = (Σ, h, ω) where h is
an endomorphism on Σ.
A further restriction are PD0L-systems, in which symbols are never rewritten into
the empty string.
Definition 2.6 (PD0L-System). A PD0L-system is a D0L-system G = (Σ, h, ω) where
h is non-erasing.
In Paper V, a further restriction called 2PD0L-systems are introduced. The prefix
2 indicates that every symbol is rewritten into a string of length 2.
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Definition 2.7 (2PD0L-System). A 2PD0L-system is a PD0L-system G = (Σ, h, ω)
where ℓ(h(a)) = 2 for all symbols a in alphabet Σ.
In the context of an L-system G = (Σ, h, ω), the notation →h is used to denote one
application of the substitution h. The notation =⇒h denotes the reflexive, transitive
closure of →h . In these notations, the subscripts h are omitted when the L-system G
in question is clear from the context.
The following example is taken from Lindenmayer’s original paper on L-systems [41].
The example describes a PD0L-system which simulates the development of a red alga
called Callithamnion roseum.
Example 2.1. The PD0L-system GC. roseum = (Σ, h, ω) has axiom ω := 1 and alphabet
Σ := {1, 2, 3, 4, 5, 6, 7, 8, 9, [, ]}. The endomorphism h is defined as in the following
table.
s
h(s)

1
23

2
2

3
24

4
25

5
65

6
7

7
8

8
9[3]

9
9

[
[

]
]

Some iterations of the PD0L-system GC. roseum produce the following strings, where
symbols [ and ] indicate branches.
1 → 23

→ 224
→ 2225

→ 22265
→ 222765

→ 2228765
→ 2229[3]8765

→ 2229[24]9[3]8765
→ 2229[225]9[24]9[3]8765

→ 2229[2265]9[225]9[24]9[3]8765
→ 2229[22765]9[2265]9[225]9[24]9[3]8765

2.4 Geometry in genotype-phenotype mappings
This section describes two geometric properties of genotype-phenotype mappings, distance preservation in Section 2.4.1 and neutrality in Section 2.4.2.
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These properties are related to the broader concept of evolvability in evolutionary biology. The work reported in this thesis approaches evolutionary computation
from a computer science point of view, studying artificial development as a computerimplementable problem-solving technique, and not primarily as a model of a biological
development. Although this has not been the objective in this work, one can ask to what
degree current understanding in evolutionary and developmental biology can help explain aspects of AD as a problem-solving technique. It is worth noting that several of
the concepts used in this thesis have parallels in other fields, including evolutionary
biology and artificial life. In particular, the notion of distance preservation discussed
in this section can be related to the more general concept of evolvability as used in
evolutionary biology. In [46], Nehaniv defines evolvability as the “capacity of a population to generate adaptive heritable genotypic and phenotypic variation” and provides
a list of open problems. An early influential paper related to evolvability is [4]. Wagner
and Altenberg [63] discuss the connection between evolvability in evolutionary biology
and evolutionary computation, and Kirschner and Gerhart discuss evolvability from a
developmental point of view [32]. There is also a special issue of BioSystems journal
on evolvability [45].

2.4.1 Distance preservation
An indirect genotype-phenotype mapping can map two similar genotypes into two very
different phenotypes. Hence, using indirect genotype-phenotype mappings, small mutations can lead to drastically different phenotypes. Such large phenotypic changes
may be problematic for an EA. Several works in EC advocate that small changes in the
genotype should lead to small changes in the phenotype [49, 55, 7, 52].
A way of characterising this geometrical property of genotype-phenotype mappings is by the degree of distance preservation in the mapping. Distances are well
preserved if small genotypic distances correspond to small phenotypic distances, and
large genotypic distances correspond to large phenotypic distances. Paper I uses distance correlation plots to assess distance preservation. This approach is analogous to
the fitness distance scatter plots which were proposed for measuring difficulty of fitness functions [27]. Alternatively, one can use a measure which quantifies the degree
of distance preservation. The following measure is a variant of the causality measure
introduced in [55] and gives a global measure of the degree of distance preservation.
Definition 2.8. Given a genotype-phenotype mapping φ : G → P, and a distance
metric dG on genospace G, and a distance metric dP on phenospace P. Let x, y and z
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be uniformly sampled from G. Define two events A and B as follows:
A : dP (φ(x), φ(y)) < dP (φ(x), φ(z))
B

: dG (x, y) < dG (x, z)

Define the degree of distance preservation of mapping φ as the conditional probability
Pr [A | B].

2.4.2 Neutrality
This section defines neutrality and neutral networks formally and introduces measures
for characterising individual neutral networks and the relationships between neutral
networks. The formal definitions are illustrated with an example in the end of the
section.
Neutrality arises from two different sources, from the genotype-phenotype mapping
and from the fitness function. In the following, the focus will be on neutrality occurring
in the genotype-phenotype mapping and it will be assumed that such a mapping φ :
G → P is given. Furthermore, it is assumed that the elements of genospace can be
related with a neighbourhood-relation Γ, i.e. a symmetric, binary relation over set G.
Definition 2.9 (Neutrality). Two genotypes x and y in genospace G are called neutral
in genotype-phenotype mapping φ if φ(x) = φ(y).
A genotype-phenotype mapping φ is called neutral if it has neutral genotypes.
Some neutral genotype-phenotypes mappings have many neutral genotypes, while
other neutral genotype-phenotypes have very few neutral genotypes. It is therefore
useful to measure the degree of neutrality in a mapping.
Definition 2.10 (Global neutral degree). The global neutral degree of a genotypephenotype mapping φ : G → P is defined as
1−

|φ(G)|
.
|G|

Neutrality can also be characterised locally.
Definition 2.11 (Local neutral degree). The local neutral degree νφ (x) of a mapping
φ : G → P at genotype x is defined as
νφ (x)

:=

|{y ∈ Γ(x) | φ(x) = φ(y)}|
,
|Γ(x)|

where Γ is the neighbourhood relation over genospace G.
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In other words, the local neutral degree around genotype x is the fraction of the
neighbouring genotypes of x that are neutral with x. A neutral network is a collection
of genotypes that are mapped to the same phenotype. Neutral networks are most conveniently defined using equivalence relations. Equivalence relations can be understood
as a generalisation of the usual equality relation between real numbers.
Definition 2.12 (Equivalence Relation). An equivalence relation ∼ over a set P is a
binary relation over P satisfying the following three conditions
∀x ∈ P,
∀x, y ∈ P,

∀x, y, z ∈ P,

x∼x
x ∼ y =⇒ y ∼ x

(reflexivity),
(symmetry),

x ∼ y ∧ y ∼ z =⇒ x ∼ z

(transitivity).

An equivalence relation induces a partitioning of a set into equivalence classes.
Definition 2.13 (Equivalence Class). Given an equivalence relation ∼ over a set P ,
the equivalence class represented by an element x of P , denoted [x], is defined as
[x]∼ := {y ∈ P | x ∼ y}.
When it is clear from context, the simplified notation [x] is used to denote the equivalence class represented by x.
Definition 2.14 (Neutral Network). The neutral network corresponding to genotype x
is the equivalence class [x]∼ with respect to the equivalence relation ∼ defined as
∀x, y ∈ G, x ∼ y

:⇐⇒

φ(x) = φ(y).

Often, a stricter definition of neutral network than Definition 2.14 is used, requiring
that the elements of a neutral network form a connected component in genospace G.
This definition makes sense when studying evolutionary dynamics on neutral networks.
An individual evolving on a neutral network can be seen as a Brownian motion on a
connected subspace of genospace.
Definition 2.15 (Transitive Closure). Let R be a binary relation over set P . The transitive closure of R is the smallest binary relation R∗ such that
∀x, y, z ∈ P

xRy ∧ yRz =⇒ xR∗ z.

Definition 2.16 (Connected Neutral Network). The connected neutral network corresponding to a genotype x in G is the equivalence class [x]≃ with respect to the equivalence relation ≃ defined as
≃

:=

(∼ ∩ Γ)∗ ,
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where ∼ is the equivalence relation in Definition 2.14 and ∗ denotes the transitive
closure.
There are several ways of describing a neutral network, for example by its size
in terms of number of genotypes in the network. If the genospace is endowed with a
distance metric, then the size of a neutral network can also be measured by the diameter
of the network.
Definition 2.17 (Diameter of Neutral Network). Given a distance metric d on genospace
G, the diameter of a neutral network X is defined as
diam X

:=

max{d(y, z) | y, z ∈ X}.

Another way of describing a neutral network is by its border.
Definition 2.18 (Border of Neutral Network). The border around a neutral network is
defined as the set
∂X

:=

{y ∈ G \ X | Γ(y) ∩ X 6= ∅}.

Intuitively, the border around a neutral network is the set of elements outside the
neutral network that has a neighbour inside the neutral network. Two neutral networks
are neighbours if the border around one network falls within the other network.
Definition 2.19. Two neutral networks X and Y are neighbours if ∂X ∩ Y 6= ∅.
Definition 2.20 (Accessibility). The accessibility from neutral network X to neutral
network Y is defined as
A(Y x X)

:=

|∂X ∩ Y |
.
|∂X|

Intuitively, the accessibility from network X into network Y is the fraction of the
border of X that falls within Y . Obviously, the accessibility is non-zero only for neighbouring neutral networks. The formal definitions are illustrated in Example 2.2.
Example 2.2. Consider a mapping from the natural numbers in the interval [1, 50] to
the three shades white, gray and black

, ,
φ : {1, 2, ..., 50} →
,

as defined in Figure 2.3. For example, this mapping maps number 34 to white, number
18 to gray and number 7 to black. Furthermore, the lines in the figure indicate the
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Figure 2.3: Genotype-phenotype mapping in Example 2.2.
neighbourhood relation Γ. For example, the neighbours of genotype 24 are Γ(24) =
{23, 34, 25, 14} and the neighbours of genotype 11 are Γ(11) = {21, 12, 1}.
The global neutral degree of mapping φ is 47/50, and the local neutral degree at
genotypes 11 and 24 are
|{21, 12, 1}|
|{y ∈ Γ(11) | φ(11) = φ(y)}|
=
= 1, and
|Γ(11)|
|{21, 12, 1}|
|{23}|
|{y ∈ Γ(24) | φ(24) = φ(y)}|
=
= 1/4.
νφ (24) =
|Γ(24)|
|{23, 34, 25, 14}|
νφ (11) =

Genotype 25 belongs to the non-connected neutral network defined by the equivalence class [25]∼ = {1, 5, 10, 11, 12, 14, 20, 21, 25, 27, 29, 34, 37, 43, 46, 50}, and to
the connected neutral network defined by the equivalence class [25]≃ = {25}.
To measure diameters on neutral networks, one needs a distance metric. The Manhattan distance metric can be used in this example. The Manhattan distance between
two genotypes is the sum of the horizontal and vertical displacement in the grid. For
example, d(1, 2) = 1 and d(1, 24) = 5. The connected neutral network with largest diameter in this example is the neutral network [15]≃ = {15, 16, 26, 36} having diameter
3. The border around this neutral network is
∂[15]≃ = {5, 6, 17, 27, 37, 46, 35, 25, 14}.
Therefore, neutral network [25]≃ neighbours neutral network [15]≃ . The accessibilities
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between these two networks are
|∂[15]≃ ∩ [25]≃ |
= 1/9, and
|∂[15]≃ |
|∂[25]≃ ∩ [15]≃ |
A([15]≃ x [25]≃ ) =
= 2/4.
|∂[25]≃ |
A([25]≃ x [15]≃ ) =

From this example, one can see that accessibility is non-symmetric.

2.5 Kolmogorov complexity
A methodological approach in this work is to study artificial development using tools
and concepts from computer science. One of the main research hypotheses here is
that an important notion from theoretical computer science, Kolmogorov complexity,
can be useful for understanding fundamental principles behind artificial development
in evolutionary computation. The term complexity is used in different contexts in computer science. A well known notion from computer science is the computational complexity of a problem, which quantifies the necessary computational resources needed
to solve the problem as a function of the problem instance size [50]. A problem is formalised as an infinite language in the sense of definition 2.1, and solving the problem
means to decide for any given word, whether the word belongs to the language. As
such, computational complexity can be interpreted as a complexity measure on infinite sets of words. Conversely, Kolmogorov complexity is a complexity measure on
individual, finite objects.
The use of Kolmogorov complexity in this thesis was not a priori intended as a
measure of biological complexity. The problem of characterising complexity in biological systems is a research topic in its own right and has received much attention.
Currently, there seems to be no consensus on a formal definition of biological complexity [1]. It is considered out of scope of this thesis to survey the literature on this topic.
However, an interesting algebraic approach which takes into account the hierarchical
organisation of biological organisms is that of Krohn-Rhodes complexity [47].
The rest of this section gives a brief introduction to the most fundamental definitions and results in the theory of Kolmogorov complexity [40]. In particular plain
Kolmogorov complexity is defined, and the invariance, incompressibility and noncomputability theorems are described. To illustrate how Kolmogorov complexity can
be applied, the theory is used to provide a lower bound for the runtime of comparison
based sorting algorithms.
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What are complex bitstrings? Consider the following example:
x =10101010101010101010
y =11010101011011101010

The bitstring x appears less complex than the bitstring y. The bitstring x is simply ten
repetitions of 10. Increasing the length of bitstring x by adding more repetitions of
10 does not make x any more complex. However, it is difficult to see any pattern in
bitstring y. Bitstring x is simple because we can make a short description of the string.
Bitstring y appears more complex since it it cannot be easily described in a few words.
Kolmogorov associated the complexity of an object with the length of the shortest
description of the object. To have an unambiguous measure of an object’s description
length, the description length was defined as the length of the shortest program that
generates the object on a fixed, Universal Turing Machine.
Kolmogorov complexity will now be defined. Assume that the input to a Turing
Machine is a binary string which is written on the tape before the machine is started. If
the machine halts, the contents of the tape is considered as the output of the computation.
ǫ
0
T0
φ0

0
1
T1
φ1

1
2
T2
φ2

00
3
T3
φ3

01
4
T4
φ4

10
5
T5
φ5

11
6
T6
φ6

000
7
T7
φ7

···
···
···
···

Finite strings over {0, 1}.
Natural numbers.
Turing machines.
Partial recursive functions.

Figure 2.4: Some one-to-one correspondences.
There is a one-to-one correspondence between finite binary strings and the natural numbers. We can therefore associate with each Turing machine T a function
φ : N → N. A function associated with a Turing machine is called a partial recursive function. Furthermore, the control of each Turing Machine T can be described
with a finite binary string. The Turing Machine descriptions can be lexicographically
sorted, yielding an enumeration of the Turing machines and of all partial recursive functions. So there is also a one-to-one correspondence between the set of partial recursive
functions and the set of natural numbers. This is indicated in Figure 2.4.
In many situations, it will be useful to have partial recursive functions that take
more than one argument. This can be accomplished with a self-delimiting code which
encodes a pair of natural numbers as a single natural number. Let x and y be the binary
strings corresponding to a pair of natural numbers. We then define
hx, yi := 1ℓ(x) 0xy,
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h·, ·i
ǫ (0)
0 (1)
1 (2)
00 (3)
01 (4)
11 (5)

ǫ (0)
0 (1)
10 0 (11)
10 1 (12)
110 00 (55)
110 01 (56)
110 11 (58)
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0 (1)
0 0 (3)
10 0 0 (23)
10 1 0 (25)
110 00 0 (111)
110 01 0 (113)
110 11 0 (115)

1 (2)
0 1 (4)
10 0 1 (24)
10 1 1 (26)
110 00 1 (112)
110 01 1 (114)
110 11 1 (116)

00 (3)
0 00 (7)
10 0 00 (47)
10 1 00 (51)
110 00 00 (223)
110 01 00 (227)
110 11 00 (235)

Figure 2.5: Mapping of pairs in N × N to N. The natural numbers are in parentheses.
where ℓ(x) is the length of bitstring x, and 1ℓ(x) is ℓ(x) repetitions of 1. Some examples
are given in Figure 2.5. Self-delimiting codes can be iterated, e.g. from the code
hx, hy, zii, we can decode the elements x, y and z. Note that for any code hx, yi, the
contribution of y to the length of the entire code is equal to ℓ(y).
There exists a universal partial recursive function φU , such that for any numbers
i, x and y, φU (hx, hi, yii) = φi (hx, yi). In other words, at least one of the Turing
machines in the enumeration can simulate the behaviour of all other Turing machines.
A descriptor of an object x is a partial recursive function φ with a pair of numbers
p and y, such that φ(hp, yi) = x. The Kolmogorov complexity of a number (or string)
x is related to the size of the smallest descriptor of x. Define the Cφ conditional
complexity of x conditional to y as
Cφi (x|y) := min {
p∈N

ℓ(p) | φi (hy, pi) = x

}.

The number p appearing in the definition is called a program. Cφi (x|y) is defined as
∞ when there is no such program p. The plain Kolmogorov complexity is defined as
the CφU -conditional complexity.
Definition 2.21 (Plain Kolmogorov complexity). Fix a universal partial recursive
function φU . Then the Kolmogorov complexity of a natural number x conditional to a
natural number y is defined as
C(x|y) := min {
p∈N

ℓ(p) | φU (hy, pi) = x } ,

and the unconditional Kolmogorov complexity of a number x is defined as
C(x) := C(x|ǫ).
The plain Kolmogorov complexity C(x|y) of a number x conditional on a number
y can be interpreted as the length of the shortest program which the universal partial
recursive function φU needs to generate the number x, given the number y.

30

Chapter 2. Background

The Invariance Theorem
It is a fundamental result that the particular choice of universal partial recursive function φU is not essential for the rest of the theory. To see this, fix any number x and
suppose that the shortest descriptor of x is the partial recursive function φi with the
pair of numbers p and y. By definition, we have φi (hy, pi) = x, but φU can be used to
simulate φi so φU (hy, hi, pii) = φi (hy, pi) = x. Therefore,
C(x|y) = CφU (x|y) ≤ ℓ(hi, pi)

≤ 2ℓ(i) + 1 + ℓ(p)
≤ 2ℓ(i) + 1 + Cφi (x|y)
≤ Cφi (x|y) + O(1),

for all partial recursive functions φi and numbers y. This result is called the invariance
theorem.
Theorem 2.1 (The Invariance Theorem [40]). There is a universal partial recursive
function φU such that for all partial recursive functions φi and natural numbers x and
y,
CφU (x|y) ≤ Cφi (x|y) + O(1).
The following result is a simple corollary to the Invariance theorem.
Corollary 2.1. For any partial recursive function φ and number x, we have
C(φ(x)) ≤ C(x) + cφ ,
where cφ is a constant which depends on the function φ only.
Proof. We can construct a partial recursive function φk such that φk (hǫ, hi, pii) =
φi (φU (hǫ, pi)) for any numbers i and p, where φU is the universal partial recursive
function in Definition 2.21. Let φi be any partial recursive function, x any number,
and p the shortest number such that φU (hǫ, pi) = x. In other words, the complexity
C(x) = ℓ(p). We then have
φU (hǫ, hk, hi, piii)

= φk (hǫ, hi, pii)

= φi (φU (hǫ, pi))
= φi (x)

2.5. Kolmogorov complexity
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Definition 2.21 gives us the following
C(φi (x))

≤
=

ℓ(hǫ, hk, hi, piii)
1 + 2ℓ(k) + 1 + 2ℓ(i) + 1 + ℓ(p)

The only variable dependent on the number x is p. The constant cφi = 1 + 2ℓ(k) +
1 + 2ℓ(i) + 1 depends on k and i only, or in other words, it only depends on φi . This
gives us the final inequality:
C(φi (x))

≤ ℓ(p) + cφi
≤ C(x) + cφi .

The theorem can be interpreted in terms of genotype-phenotype mappings. The
number x corresponds to a genotype, the function φ to a genotype-phenotype mapping,
and C(x) and C(φ(x)) correspond to the complexities of the genotype and phenotype,
respectively. So under the assumption that the genotype-phenotype mapping is a partial recursive function, the phenotype cannot be significantly higher than the complexity of the genotype. Genotype-phenotype mappings based on Lindenmayer-systems
or cellular automata are examples of partially recursive functions. The inequality in
Corollary 2.1 does not hold for genotype-phenotype mappings that are randomised or
that have additional inputs other than the genotype.
Incomputability and approximation of Kolmogorov complexity
Unfortunately, there is no partial recursive function φc such that φc (hx, yi) ≡ C(x|y).
This is called the Incomputability theorem, and a proof is given in [40]. However,
in many applications, data compression algorithms can to some extent be used to approximate the Kolmogorov complexity. Lempel-Ziv compression is a popular data
compression technique [65]. Strings which are easily compressible with this algorithm
are presumable of low Kolmogorov complexity. Figure 2.6 gives two examples of 1024
bits long bitstrings of different Lempel-Ziv complexity. The bitstrings are represented
by images, each consisting of 32 times 32 pixels where dark pixels correspond to 0s
and bright pixels correspond to 1s.
The incomputability theorem does not render the theory impractical. In many applications, one is not interested in the exact Kolmogorov complexity of a particular
object, but the complexities of elements in some parametrisable set. This will be illustrated with an example in the end of this section.
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Figure 2.6: Left: Easily compressible bitstring. Right: Hardly compressible bitstring.
The Incompressibility Lemma
We can design a short program pid , such that φU (hy, hpid , xii) = x for all x. Hence
the Kolmogorov complexity C(x|y) of x is always less than or equal to ℓ(hpid , xi) =
ℓ(x) + O(1) for all x. Or in other words, no object x is more complex than its own
length ℓ(x) (plus a small constant). However, some objects do have Kolmogorov complexity equal to their lengths. These objects are called random strings. This notion can
be generalised. An object x is called c-incompressible if C(x) ≥ ℓ(x) − c, where c is
a constant.
1
{0, 1}
{0, 1}

0

1

{0, 1}2

a random bitstring

2
4

8

{0, 1}3

{0, 1}4
2-incompressible bitstrings
Figure 2.7: The Incompressibility Lemma

Let us take a concrete example. Consider the set A4 of bitstrings of length 4. Does
this set contain a random string? How many of the strings in A4 are 2-incompressible?
Only considering the strings in A4 , one can envisage an optimal descriptor as illustrated
in Figure 2.7 in which the 16 elements of A4 corresponds to the 16 squares in the
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bottom row. The arrow indicates descriptions of these objects. Clearly, there must be
at least one random element in A4 . Furthermore, there are at least 13 2-incompressible
strings in A4 . This can be generalised into the following very useful incompressiblity
lemma.
Theorem 2.2 (The Incompressibility Lemma [40]). Let c be a positive integer. For
each fixed y, every finite set A of cardinality m has at least m(1 − 21c ) + 1 elements x
with C(x|y) ≥ log m − c.
Proof. The number of programs of length less than log m − c is
log m−c−1
X
i=0

2i = 2log m−c − 1

Hence, there are at least m − m2−c − 1 elements in A that have no program of length
less than log m − c.
As an example, suppose we randomly select a bitstring of length 64. The probability that this bitstring can be described with 32 or less bits is approximately 2−32 ,
i.e. this event is extremely unlikely. So in all large sets, elements with low complexity
(regular elements) are rare.
To demonstrate the applicability of the incompressiblity lemma, let us show that
any comparison-based sort algorithm needs Ω(n log n) comparisons to sort a list of
length n. This example is taken from [26]. Consider the set of permutations of a list of
length n. There are n! such permutations, so according to the incompressibility lemma,
we can find one permutation σ such that
C(σ|hA, pi) ≥ log n!
Suppose A is an algorithm which sorts the permutation σ with m comparisons. The
algorithm makes one yes/no-decision in each comparison, so we can build a bitstring
of length m from the sorting. This bitstring can be used to reconstruct the permutation
σ. Let P be a program that does this. We have now shown that m ≥ C(σ|hA, pi), so
we have
m ≥ C(σ|hA, pi) ≥ log n! = n log n − O(n),
which completes our proof.
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2.6 Evolutionary Multi-objective Optimisation
The work in Paper VII belongs to a sub-field of evolutionary computation called Evolutionary Multi-objective Optimisation (EMO). This section gives a short introduction to
this field based on Giel [13]. See the book by Deb [5] for a comprehensive introduction
to EMO.
In single-objective optimisation, one is given a set of potential solutions and an
objective function which assigns a real value to each of the potential solutions. The
goal is to find the solution with maximal or minimal value, depending on the application. Many practical problems cannot be easily formulated as single-objective problems. One example is the optimisation of CPU designs. A good CPU design must
satisfy many, possibly conflicting objectives. For CPU designs, high speed and low
heat dissipation are examples of objectives that are partly conflicting. In this and other
applications, it can be useful or necessary to take into account many different objectives.
Multi-objective optimisation is a generalisation of single-objective optimisation.
Like in single-objective optimisation, one is given a set S of potential solutions. Unlike
single-objective optimisation, there are several objective functions, each assigning a
real value to each of the potential solutions. A potential solution x can therefore be
better than another solution y in one objective, and worse than y in another objective. In
this sense, the potential solutions can be incomparable. A potential solution dominates
another solution if it is better in all objectives. The goal in multi-objective optimisation
is to find the set of non-dominated solutions.
A multi-objective problem is specified by a function f from a set S called the
search space into a set called the objective space (here restricted to Rm )
f : S → Rm .
In the following, it is assumed that f is to be maximised. The elements of the search
space are called search points, and the elements of the objective space are called objective vectors. The terms decision space and decision vectors are sometimes used instead
of the terms search space and search point.
The notion of partial orders will now be needed. Many sets can be ordered naturally.
For example, the set of real numbers can be ordered with the relation ≤. In this relation,
any two elements are comparable, i.e. for any pair x, y of different real numbers, either
x ≤ y or y ≤ x. Partial orders is a generalisation of orders in the sense that two
elements can be incomparable in a partial order.
Definition 2.22 (Partial Order). A pre-order is a tuple (P, ) where  is a binary
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relation over set P satisfying the following two conditions
∀x ∈ P, x  x

(reflexivity)

∀x, y, z ∈ P, x  y ∧ y  z =⇒ x  z

(transitivity).

A partial order is a pre-order (P, ) which also satisfies the condition
∀x, y ∈ P,

x  y ∧ y  x =⇒ x = y

(antisymmetry).

The notation x ≺ y is used to mean that both x  y and y 6 x hold. Two elements
x and y are called incomparable, denoted xky, if both x 6 y and y 6 x hold. An
element x in P is maximal in (P, ) if x  y implies x = y for all elements y in
P . There can be more than one maximal element in a partial order, and max(P, )
denotes the set of maximal elements in partial order (P, ).
The objective space is partially ordered with a partial order O defined as
(a1 , ..., am ) O (b1 , ..., bm )

:⇐⇒

∀i, 1 ≤ i ≤ m,

ai ≤ b i .

An objective vector a weakly dominates an objective vector b, if b O a, and strictly
dominates objective vector b if b ≺O a. These notions can be transferred to the search
space by introducing a pre-order S defined as
x S y

:⇐⇒

f (x) O f (y).

A search point x weakly dominates search point y if y S x, and strictly dominates
search point y if y ≺S x. When it is clear from the context,  denotes either S or
O . The binary relation S is in general not anti-symmetric because there might be
two search points x and y with the same objective vector f (x) = f (y).
The Pareto front of a multi-objective problem is the set F ∗ ⊂ Rm of maximal
elements in the image of the objective function, ie
F ∗ := max(f (S), O ).
A search point x is called Pareto optimal if its objective vector is in the Pareto front.
The Pareto set is the set S ∗ ⊆ S of all Pareto optimal search points, ie
S ∗ := f −1 (F ∗ ).
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Figure 2.8: Objective vectors and Hasse Diagram.
S
f1
f2

A
1
1

B
5
6

C
6
3

D
7
10

E
8
5

F
10
2

Table 2.1: Bi-objective function in Example 2.3
Example 2.3. Consider a search space S consisting of only the six elements S :=
{A, B, C, D, E, F}, and the bi-objective function f defined in Table 2.1. In this example,
all search points have different objective vectors, therefore the relation S is a partial
order.
The objective vectors of the search points in the example function are plotted in
Figure 2.8 (left). The objective vector (6, 3) strictly dominates objective vector (1, 1),
and the objective vector (7, 10) strictly dominates the objective vector (6, 3). The
objective vectors (5, 6) and (6, 3) are incomparable.
Figure 2.8 (right) visualises the partial order (S, S ) with a Hasse diagram. Search
point C dominates search point A because the objective vector of C dominates the objective vector of A. Search point D dominates search point C, because the objective vector
of D dominates the objective vector of C. Search points B and C are incomparable
because their objective vectors are incomparable.
From Figure 2.8 (left), it is easy to see that the Pareto front of bi-objective function
f is F ∗ = {(7, 10), (8, 5), (10, 2)}, and the corresponding Pareto set is S ∗ = {D, E, F}.
Before designing and analysing algorithms which solve multi-objective optimisation problems, it is necessary to define what solving multi-objective optimisation problems means. Due to the possibly conflicting objectives, finding a single Pareto optimal
solution may not be satisfactory. For practical applications, one might be interested in
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algorithms that find many Pareto optimal solutions which cover a large fraction of the
Pareto front. Given these solutions, one can decide on a particular solution to use.
A multi-objective problem is considered solved by an algorithm when the algorithm
returns a subset S ′ of the Pareto set which covers the entire Pareto front, i.e. f (S ′ ) =
F ∗.
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Chapter 3

Research Summary
This chapter summarises the research with an overview of the research process in Section 3.1 and a list of the paper abstracts in Section 3.2. See the conclusion in Chapter 4
for an overview of the main research contributions.

3.1 Research Process
Figure 3.1 gives an overview of the research process. The rounded boxes correspond to
phases in the research process, circles correspond to published research contributions
and arrows indicate temporal relations.

3.1.1 Background
This subsection describes the need for theoretical research in artificial development,
which was a motivating factor for the thesis. Furthermore, the subsection describes
two challenges which all theoretical research in artificial development must address.
The work on the thesis started twelve years after Kitano published his paper on matrix rewriting grammars [4]. The field of artificial development was rapidly emerging
as a new and expanding subfield within evolutionary computation. The CRAB Lab in
Trondheim led by Pauline Haddow had already published a number of papers in the
field.
At this point in time, the field was almost entirely practically oriented. There was
no consensus as to an exact definition of artificial development. Several mappings had
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been proposed and were used in experiments. A genotype-phenotype mapping qualified as a developmental mapping if it intended to simulate biological development
in some way. The proposed mappings therefore differed widely, from the most simple string-rewriting grammars to detailed simulations of chemical diffusions in multicellular organisms. Little experimental methodology had been established for comparing the mappings. Important terminology, for example scalability and complexity,
were frequently employed un-qualified.
In the CRAB Lab, it was felt that theoretical research is a requisite for advancing
the field further. From an early point in time, the objective of this thesis was to give
a theoretical contribution to the field. In addition to supporting practically oriented
research, theory was considered important in its own right.
Broadly speaking, an objective of theoretical research in artificial development is to
uncover the limitations and possibilities of extending an evolutionary algorithm with a
developmental mapping. In carrying out theoretical research in artificial development,
two decisions must be made. First, one must decide which developmental mappings or
models of developmental mappings to study. Secondly, one must decide how to take
the evolutionary algorithm into consideration. These two issues will now be treated in
turn.
Deciding on a model of development involves deciding on a level of generality. In
analogy with models in the theory of computation, three levels of generality will now
be described. At the extreme level of generality, one could introduce an abstract, mathematical model of artificial development encompassing all conceivable developmental
mappings. This is reminiscent of the Turing machine model, which by the ChurchTuring thesis encompasses all algorithmic computation. Having such a model would
be advantageous in the sense that any result in this model, would automatically hold for
all developmental mappings. However, one could question the realism of finding such
a model for artificial development. A less general approach is to propose an abstract
model, but with certain restrictions put on it. In the theory of computation, this would
for example correspond to studying computation in restricted classes of circuit models.
Although the results obtained are no longer valid for general computation, the results
can give useful information about important special cases. At the lower end of generality, one could approach artificial development theoretically by studying theoretical
properties of particular developmental mappings. Within theory of computation, this
corresponds to studying individual algorithms.
Another aspect of choosing an appropriate model, is the question of degree of biological plausibility. Some researchers advocate highly biologically plausible models
and work in tight collaboration with biologists to achieve this [5]. Other researchers
focus more on using development as a practical problem-solving technique, and put
less emphasis on using artificial development as a model for learning about biological
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development.
Most artificial developmental approaches work in conjunction with some form of
evolutionary algorithm (EA). For theoretical research in artificial development, to what
degree the EA shall be taken into consideration is a challenge. Theoretical understanding of evolutionary algorithms is still in its infancy, and the theory has mainly been
developed for very simple EAs using direct encodings. Following Stadler [6], one can
discern between two different approaches to this problem. The “static view” focuses
on geometric properties of the mappings, such as smoothness, ruggedness, and neutrality. In the “dynamic view”, one focuses on evolutionary dynamics of an evolutionary
algorithm using the mapping. According to Stadler, mathematical analysis is easiest in
the static view. In the dynamic view, one is most often limited to computer simulations.

3.1.2 Initial investigations
There are many theoretically oriented research topics within artificial development. A
PhD project needs a sufficiently narrow research topic. The issue of complexity had
received considerable attention in the field, so early investigations were focused on
this topic. Roughly speaking, we were seeking ways of achieving complex solutions
through the introduction of artificial development to evolutionary algorithms.
The project needed a model for artificial development. Deciding on a good model
was hard because there was no generally accepted definition for artificial development.
We were initially looking for a general model that had developmental-like properties.
Early inspirations came from several sources, including from the field of complex systems. A popular complex system was cellular automata (CAs), which was receiving
much publicity at that time due to the newly released book by Stephen Wolfram [9].
Wolfram vindicated that simple CA rules could generate diverse and complex structures. Some CA rule sets were investigated. Although many rules generated apparently
complex patterns, the rules seemed brittle in the sense that changing one bit in the rule
often completely changed the pattern generated by the CA. It was unclear whether this
brittleness would allow an evolutionary algorithm to evolve complex solutions reliably.
From the early investigations, it was concluded worthwhile to look closer at the
issue of brittleness and its possible connections to complexity of the solutions. Furthermore, analysing existing developmental mappings was judged more fruitful than
designing a new developmental mapping. If successful, such an analysis would both
extend the knowledge about existing mappings and lead to new knowledge about brittleness. A methodology for comparing the hitherto vague concept of brittleness was
therefore needed.
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3.1.3 Local variations in Distance preservation
The initial investigations described in the previous section led to the first research contribution, Paper I. The initial goal was to find a methodology for comparing developmental mappings. Methodological inspiration came from several sources, including
complex systems and evolutionary computation. In complex systems, one often studies the effect of small changes in the initial conditions of a system. This is akin to
observing the phenotypic effects of changing bits in the genotype. Inspiration also
came from attempts in EC to a priori measure the difficulty of fitness landscapes. In
particular, a technique called fitness distance correlation plots [3] is directly analogous
to the distance preservation plots used in Paper I.
The paper analysed two developmental mappings, the Kitano mapping [4] and
a CA-based mapping. These mappings were analysed because they were both well
known in the field and described in sufficient detail to enable a re-implementation.
Initially, a third well-known mapping, Gruau’s cellular encoding [2], was considered.
However, the methodology in Paper I turned out to be unsuited for analysing cellular
encoding. The methodology requires that genospace and phenospace are metric spaces.
The phenospace of cellular encoding is a class of graphs and it is unclear how to define
a good and computationally feasibly metric for graphs.
The results showed local variations in distance preservation (see Section 2.4.1),
both in the Kitano mapping and in the CA-based mapping. This variation was unexpected and uncovered a potential weakness with the use of a global measure for
comparing mappings. When comparing two mappings having variations in distance
preservation, one mapping can preserve distances in a given region better than the
other mapping and vica versa in other regions. For this reason, a global measure of
distance preservation may be misleading.
The results also indicated that the degree of distance preservation in a region depends on phenotypic Lempel-Ziv complexity in that region. The results in Paper I,
helped to focus the research and formulate some of the research questions in Section 1.2.
Three further avenues for research were now considered. The first option was to repeat the experiments on other mappings. However, due to lack of easily implementable
mappings, repeating the experiments on other mappings was rejected. A second option was to look for a mathematical explanation in terms of Kolmogorov complexity.
In particular, much effort was put into explaining the cause of the variation in distance
preservation. This involved abstracting away the details in the developmental mappings
in question. The approach did not however, lead to anything conclusive, partly because
the problem formulation was too general. A third option, taken in Paper II, was to study
the impact of variation in distance preservation on an EA. It was hypothesised that an
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EA would perform better in regions with high distance preservation, than in regions
with low distance preservation. Paper II describes an experiment which seeks to check
this hypothesis. The experimental results indicated that distance preservation has an
effect on the behaviour of an evolutionary algorithm. The results also showed a difference in the distribution of complexities between phenotypes of the Kitano mapping
and phenotypes of the direct encoding.

3.1.4 Local variations in Neutral Degree
From a general point of view, both Paper I and Paper V study the relationship between phenotypic complexity and local geometric properties. Paper V extends Paper
I in breadth by looking at local neutral degree instead of distance preservation, and
analysing the 2PD0L-mapping instead of the Kitano mapping. Even though the papers
address related questions, there is a methodological difference between the first two
papers and the other theoretical papers. The latter papers have a stronger emphasis on
formal analysis and mathematical proofs. This was achieved by replacing the Kitano
and CA-based mappings with the much simpler 2PD0L-mapping.
The process leading to the definition of the 2PD0L-mapping was based on the lack
of success in explaining the results in Paper I mathematically. Other theoretical research has shown that it is easier to start the analysis on simple model first, and then try
to generalise the results. Examples of this approach is runtime analysis of simple evolutionary algorithms [1] and in the analysis of neutrality in mRNA secondary structure
foldings [7]. The 2PD0L-mapping was thus defined to achieve a very simple mapping
enabling a formal analysis. Some of the results obtained in this way, for example the
number of genotypes with minimal local neutral degree, would have been difficult to
obtain empirically.
Paper V showed that the diameters of individual neutral networks varied significantly in the 2PD0L-mapping. This result highlighted the importance of not only
studying individual neutral networks, but also relationships between neutral networks.
One such relationship is accessibility, introduced in theoretical biology [8]. Using
this formalism, one could argue that varying diameters of neutral networks introduced
non-symmetry of distances in the mapping. Paper VI looked closer at accessibility
and proposed a way of calculating accessibility in the 2PD0L-mapping in the case of
convex, neutral networks.
Some possible avenues for further projects were now considered. Three geometric
properties had been studied so far: distance correlation, neutrality and accessibility.
These geometric properties were not completely independent from each other. Accessibility is by definition linked to neutral networks. But the relationship between
neutrality and distance correlation was not so evident. One possibility of extending the
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research was to look for relationships between distance-correlation and neutrality. For
example, does a high degree of local neutral degree imply low distance correlation? Or
what is the impact on local variations in neutral degree on distance correlation? Another possibility for extending the research was to look for a formal generalisation of
the concept local geometry. One can say that all geometric properties say something
about the predictability of the search space, ie to what degree a sample of the search
points in a region of the search space give information about the rest of the search
points in that region. These and other projects are described in future work in Section
4.4. These projects were not initiated. Instead, a research visit to Dortmund in Germany was conducted from September 2005 to February 2006. During this stay, the
work focused on techniques for analysing runtimes of evolutionary algorithms.
Paper V and Paper VI provided detailed information about neutrality in the 2PD0Lmapping. Due to the high degree of neutrality in this mapping, it was hypothesised that
an evolutionary algorithm using this mapping would spend most of its runtime drifting
on neutral networks, and relatively little time jumping between neutral networks. In
particular, from Paper VI, one can hypothesise that the time to drift from one neutral
network to a neighbouring network relates to the accessibility between the networks.
Paper VIII applies one of the techniques which was studied in Dortmund to give a relationship between runtime and accessibility. This research was initiated in Dortmund
and finished after returning to Trondheim. The paper shows that for pairs of convex
networks, the inverse of the accessibility gives a lower bound on the time to drift to the
network with higher fitness.

3.1.5 Evolutionary Multi-objective Optimisation
During the visit to Dortmund, a joint research project with Oliver Giel was conducted
resulting in Paper VII. This project looked at the role of populations in multi-objective
evolutionary optimisation. The paper asked whether populations are needed in multiobjective optimisation, or whether it always suffices to use single-individual based algorithms. For this purpose, a specific fitness function was constructed and the runtimes
of several multi-objective evolutionary algorithms on this function were analysed. It
was shown that a simple population-based algorithm optimises this function easily,
while a range of single-individual based algorithms fail completely on this function.
Essential to the construction of this function are the neutral networks occurring in the
problem. These networks are constructed such that they cannot be overcome by the
individual-based algorithms. Such algorithms fail on this function because they spend
an exponential number of iterations drifting on these networks without arriving at any
fitter neutral networks.
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3.1.6 Implications for Evolvable Hardware
It is important for the field of evolutionary computation (EC) that practitioners and theoreticians communicate. The CRAB Lab in Trondheim conducts research in evolvable
hardware (EHW). EHW is a subfield of EC where the practitioners outnumber the theoreticians. It was therefore a goal to find applications of theoretical results obtained in
this thesis to problems in EHW.
The scalability problem is one of the central problems in EHW. This problem often
occurs when the phenotypes sought for are large, and a direct encoding thereby leads
to too large search spaces. Artificial development, in which there is no direct relationship between genotype size and phenotype size, has been proposed as a technique for
overcoming the scalability problem.
As with any indirect genotype-phenotype mapping, an artificial developmental mapping introduces a bias towards phenotypes with certain characteristics. Given the topic
of this research project, it was therefore relevant to ask the question whether a developmental mapping has sufficiently complex phenotypes in its range to represent the
digital circuits sought for in EHW. But such a question can only be answered by providing a clear meaning to the term complexity. Although the term complexity occurs
frequently in the literature on EHW, the field has not established a specific meaning to
this term.
Designing a circuit is often a highly non-trivial task. The design process often
requires highly skilled professionals and the exact functioning of the end-product is
difficult to decipher for somebody who did not participate in the design process. In
daily terms, such circuits may therefore be characterised as complex. However, such a
characterisation may be misleading. There might exist a design methodology, not yet
discovered, with which the same designs could have been obtained trivially. This way
of describing circuits as complex is, therefore, highly subjective and depends on what
is currently known about circuit design.
The theory of Kolmogorov complexity leads to results that sometimes feel nonintuitive in the daily meaning of the term complexity. In the context of circuits, it
follows easily from Kolmogorov complexity, that for any function that can be tested
with a program of constant length, there exists a circuit with low Kolmogorov complexity which implements the function. These circuits are therefore among the very
few objects that have low Kolmogorov complexity.
Lempel-Ziv complexity is a practical approach related to Kolmogorov complexity,
measuring complexity as degree of incompressibility. Paper III and Paper IV investigated the Lempel-Ziv complexity of evolved digital circuit designs. The result show
that these designs contain regularities which make them compressible. The range of
Lempel-Ziv complexity lies closer to the expected complexity of a phenotype obtained
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with the Kitano mapping, than to the expected Lempel-Ziv complexity of a phenotype
obtained with the direct encoding.
The Lempel-Ziv complexity measure is not the only way of measuring complexity
of digital circuits. But this measure gives a concrete, theoretically founded approach to
attack some of the problems in evolvable hardware. As have been shown, many interesting circuits are not highly complex in terms of Lempel-Ziv complexity. Therefore,
an artificial developmental mapping like the Kitano mapping, which Paper II shows
have predominately regular phenotypes, may provide a better phenotypic bias for applications in EHW than the direct encoding.

3.1.7 Conclusion
Section 3.1.1 described two decisions that must be taken in theoretical research on
artificial development. The first decision is to choose a model. In that sense, Paper I and
Paper II take the least general approach, studying particular developmental mappings.
Whereas the 2PD0L-mapping studied in the later papers is intended to be a model of
intermediate generality. The degree of biological plausibility is low in all models used.
The second decision is how to incorporate the evolutionary algorithm. Paper I, Paper
V and Paper VI take the static point of view, while Paper II and Paper VIII take the
dynamic point of view.

3.2 Paper Abstracts
Paper I
Developmental Mappings and Phenotypic Complexity.
The effect of phenotypic complexity on distance correlation plots is investigated for
two developmental mappings, a mapping based on L-systems, and a 2D cellular automata mapping. Our treatment of complexity is based on the theory of Kolmogorov
complexity. A new genotype sampling algorithm called Crossection Walk is introduced.

Paper II
Development and Complexity-Based Fitness Function Modifiers.
Artificial Development is a promising approach to evolutionary design optimization
inspired by biological development. However, there is still no consensus as to which
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problem classes this approach has a clear advantage over classical direct encodings. We
attack this problem by introducing the concept of fitness function modifiers based on
complexity. Our results indicate that using these modifiers, we are able to discriminate
a developmental mapping from a direct encoding with respect to their efficiency at
solving classes of problems defined by the fitness modifiers.

Paper III
Evolved Digital Circuits and Genome Complexity.
A major issue with evolutionary computation is scalability. In the field of digital circuit design this fact severely limits the size and complexity of the circuits that can be
evolved. Developmental approaches are being suggested as a possible remedy to the
scalability issue. Earlier theoretical work indicated that a Kitano mapping develops
phenotypes with some form of regularity. Applying this result to the field of Evolvable Hardware implies that to develop a digital circuit with a developmental mapping,
such as the Kitano mapping, places a requirement of regularity on the digital circuit.
This issue of regularity is investigated herein, as well as possible encoding schemes.
The range and distribution of the complexity of evolved circuits and legal genotypes is
measured using Lempel-Ziv compression.

Paper IV
The Genotypic complexity of Evolved Fault-tolerant and Noise-robust Circuits.
Noise and component failure is an increasingly difficult problem in modern electronic
design. Bio-inspired techniques is one approach that is applied in an effort to solve
such issues, motivated by the strong robustness and adaptivity often observed in nature. Circuits investigated herein are designed to be tolerant to faults or robust to noise,
using an evolutionary algorithm. A major challenge is to improve the scalability of the
approach. Earlier results have indicated that the evolved circuits may be suited for the
application of artificial development, an approach to indirect mapping from genotype
to phenotype that may improve scalability. Those observations were based on the genotypic complexity of evolved circuits. Herein, we measure the genotypic complexity of
circuits evolved for tolerance to faults or noise, in order to uncover how that tolerance affects the complexity of the circuits. The complexity is analysed and discussed
with regards to how it relates to the potential benefits to the evolutionary process of
introducing an indirect genotype-phenotype mapping such as artificial development.
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Paper V
Phenotypic Complexity and Local Variations in Neutral Degree.
Neutrality is important in natural, molecular and artificial evolution. This work studies
how local neutral degree varies over the genospace in a simple class of Lindenmayersystems, and investigates whether this variation relates to Lempel-Ziv complexity of
the phenotype.

Paper VI
Accessibility between Neutral Networks in Indirect Genotype-Phenotype Mappings.
The benefits of neutrality may be said to be a disputed topic within Evolutionary Computation. To gain a better understanding of neutrality with respect to indirect genotypephenotype mappings, this work analyses the accessibility of neighbouring neutral networks. Accessibility is a mathematical concept introduced in theoretical biology. The
concept is here applied on a sufficiently simple indirect genotype-phenotype mapping,
termed 2PD0L-mapping.

Paper VII
On the Effect of Populations in Evolutionary Multi-objective Optimization.
Multi-objective evolutionary algorithms (MOEAs) have become increasingly popular
as multi-objective problem solving techniques. An important open problem is to understand the role of populations in MOEAs. We present a simple bi-objective problem which emphasizes when populations are needed. Rigorous runtime analysis point
out an exponential runtime gap between the population-based algorithm Simple Evolutionary Multi-objective Optimizer (SEMO) and several single individual-based algorithms on this problem. This means that among the algorithms considered, only the
population-based MOEA is successful and all other algorithms fail.

Paper VIII
Accessibility and Runtime between Convex Neutral Networks.
Many important fitness functions in Evolutionary Computation (EC) have high degree
of neutrality, ie large regions of the search space with identical fitness. However, the
impact of neutral networks on the runtime of Evolutionary Algorithms (EAs) is not
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fully understood. This work analyses the impact of the accessibility relation between
neutral networks on the runtime of a simple randomised search heuristic. The analysis is based on a connection between random walks on graphs and electrical resistive
networks.
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Developmental Mappings and Phenotypic Complexity
Per Kristian Lehre and Pauline C. Haddow
Department of Computer and Information Science
Norwegian University of Science and Technology
NO-7491 Trondheim, Norway

Abstract
The effect of phenotypic complexity on distance correlation plots is investigated for two developmental mappings, a mapping based on L-systems, and a
2D cellular automata mapping. Our treatment of complexity is based on the
theory of Kolmogorov complexity. A new genotype sampling algorithm called
Crossection Walk is introduced.

I.1 Introduction
Multicellular organisms develop from single-celled zygotes to grown-up organisms in
a developmental process implicitly defined by their DNAs. Biological development
thus consists of a small genotype (relative to the phenotype) and a development process (implicitly defined by the genotype) which enables the genotype to develop to the
phenotype.
The scalability inherent in biological development has attracted the interest of a
number of researchers in the field of Evolutionary Computation (EC) and particularly
in the field of evolvable hardware (EHW).
Several attempts have been made to construct artificial equivalents of a developmental process. We will refer to such approaches as artificial development but they are
also termed ontogeny, embryogenesis or computational development.
At least two main directions can be found in this sub-field. One is to make biologically plausible models of development in order to learn about development in nature.
These models may potentially also be used to address applications in EC. The other is
to make indirect genotype-phenotype mappings inspired by biological development.
Early work includes Kitano [6] who used a matrix-rewriting grammar (based on
L-systems [8]) as implicit genotype-phenotype mapping for evolving artificial neural
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network (ANN) structures . Later, Gruau proposed a graph rewriting grammar called
cellular encoding [4], also for evolving ANN structures. Boers and Sprinkler also
employed graph grammars [2] in the same application domain. Other research includes
[9, 3, 11, 10, 1, 5].
The field of artificial development is an expanding field. Empirical results, although
promising, may be said to be inconclusive with respect to the scalability of artificial
development. This work takes a step toward answering the scalability question by considering phenotypic complexity i.e. the complexity of the solutions achievable through
the application of artificial development. Our notion of complexity is based on the theory of Kolmogorov complexity [7]. Our goal is to see if phenotypic complexity has any
effect on distance correlation plots where these plots illustrate the distance preservation
between pairs of genotypes and their corresponding phenotypes for a given developmental mapping. Experiments are based on two existing developmental mappings:
Kitano’s matrix rewriting grammar [6] and 2D cellular automata.
The rest of the paper is organised as follows: In Section I.2, Kolmogorov complexity is briefly introduced, the plots are described, and the Crossection1 Walk sample
algorithm is introduced. Details of the experimental setup are described in Section I.3,
and the following Section I.4 contains the distance correlation plots and an interpretation of these result. Finally, in Section I.5, the results are set in a larger context, along
with some advices on further research.

I.2 Theory
We will use the following notation. If the symbol x denotes a bitstring, then the symbol
x denotes the complementary bitstring and x(k) is the kth bit of bitstring x. So, if the
bitstring x = 1100, then the complementary bitstring x = 0011 and the bit x(2) =
1. We will let D(·, ·) denote the Hamming distance on bitstrings. As such, we have
D(x, x) = 4 when x = 1100.
A developmental mapping may be represented by a function φ : G → P where the
set G is called the genospace and is equipped with a distance metric dG : G × G → R,
and correspondingly, the set P is called the phenospace and is equipped with a distance
metric dP : P × P → R. Elements of the genospace G are called genotypes and
elements of the phenospace P are called phenotypes. Given two genotypes x and y
and their respective phenotypes φ(x) and φ(y), we say that their genotypic distance
is dG (x, y) and their phenotypic distance is dP (φ(x), φ(y)). The overall situation is
illustrated in Figure I.1.
1 The

term crossection used in this paper can be better termed geodesic path. (PKL, July 2006.)
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Figure I.1: Artificial Developmental Mapping from Genospace to Phenospace.

Our objective is to characterise how the developmental mapping φ preserves distances from G into P i.e. how well the genotypic distances correlate to corresponding
phenotypic distances. And such correlations are studied with distance correlation plots
where genotypic distances are plotted against phenotypic distances.
If we assume that the correlation is invariant over the whole genospace, we could
obtain the distance correlation plots simply by plotting genotypic distance against phenotypic distance for randomly sampled pairs of genotypes.
But, as we will see, the assumption that distance-preservation is invariant does not
always hold. A developmental mapping may have regions where distances are very
well preserved, and other regions where distances are hardly preserved at all.
We, therefore, characterise distance-preservation by sampling different regions of
each developmental mapping. One distance correlation plot is made for each region.
Subsection I.2.1 briefly introduces the complexity measure and how it is approximated. Subsections I.2.2 and I.2.3 contain descriptions of the distance correlation plots
along with the sampling algorithm Crossection Walk.
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I.2.1 Kolmogorov Complexity
What are complex bitstrings? Consider the following example:
x
y

= 10101010101010101010
= 11010101011011101010

The bitstring x appears less complex than the bitstring y. The bistring x is simply ten
repetitions of 10. Increasing the length of bitstring x by adding more repetitions of 10
does not make x any more complex. It is difficult to see any pattern in bitstring y.2
Bitstring x is simple because we can make a short description of the string. Bitstring y appears more complex since it it cannot be easily described in a few words.
Kolmogorov associated the complexity of an object with the length of the shortest
description of the object. To have an unambiguous measure of an object’s description
length, the description length was defined as the length of the shortest program that
generates the object on a fixed, universal Turing machine. (See [7].)
The Kolmogorov complexity measure is incomputable, so for practical experiments
we need an approximation. Compression is used as an overestimate of the Kolmogorov
complexity. Here, we use the Lempel-Ziv algorithm to compress the binary phenotype.
Bitstrings that are easily compressible have low complexity, whilst bitstrings that cannot be compressed are complex. So the complexity is proportional to the compression
ratio.
This way of measuring complexity has both theoretical and practical advantages.
It is based on well-founded theory, and the Lempel-Ziv approximation can easily be
computed using the standard compression library zlib.

I.2.2 Genotype-Phenotype Distance Correlation Plots
Distance correlation plots illustrate how well distances are preserved in the genotypephenotype mapping. Each plot is based on a single genotype x0 in G. We will call this
genotype x0 the origin genotype of the plot. Given a sampled subset G of the genospace
G, we plot the distance between the genotypes dG (x0 , xi ) against the distance of the
corresponding phenotypes dP (φ(x0 ), φ(xi )) for each element xi in G. The result is a
scatter plot which indicates the correlation between genotypic distance and phenotypic
distance relative to the origin genotype of the plot. Figure I.2 illustrates a distance
correlation plot where x0 is the origin genotype of the plot.
The functions dG (·, ·) and dP (·, ·) are distance metrics over the genospace and
phenospace respectively. In this paper, the genotypes and the phenotypes are repre2 For

the curious reader, this bitstring is related to the words phenotypic complexity.
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Figure I.2: Illustration of a Distance Correlation Plot.

sented as bitstrings. Therefore, we have chosen the Hamming distance as distance
metric, and we will simply denote it by D(·, ·).
An example of a simple correlation plot is a sharp diagonal. This would be obtained
from a direct encoding mapping. At the other extreme, we can obtain a very different
correlation plot from a mapping where the genotype is the seed to a random number
generator and the phenotype is the pseudo-random number generated from the seed.
With a good random number generator, the plot will look like uniformly distributed
noise in the correlation plot.

I.2.3 Genotype sampling with Crossection walks
To sample a subset G of genotypes from the genospace G, we propose a new sampling
algorithm called Crossection Walk. The algorithm is defined in Figure I.3.
The purpose of the algorithm, is to sample random elements from G where the
genotype distances to the origin genotype x0 are uniformly distributed along the entire
interval [0, dG (x0 , x0 )]. Intuitively, the method is a “random walk” from x0 to the
complementary binary string x0 . In each step, we move one unit distance from the
origin x0 , and one unit distance closer to the complement x0 .
Example: Two possible results of calling the algorithm with input x0 = 1100 are
the sequences of bitstrings
G1
G2

=
=

(1100, 1000, 0000, 0010, 0011), and
(1100, 1101, 1111, 1011, 0011).
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Algorithm 2: Crossection Walk
Data
: A bitstring x0 of length ℓ
Result : A set of ℓ + 1 bitstrings of length ℓ
begin
y0 ← x0
J ← {1, 2, ..., ℓ}
σ ← a random permutation of J
for i ← 1 to ℓdo
yi−1 (k) when k = σ(i)
yi (k) ←
yi−1 (k) elsewhere
return G = (y0 , y1 , ..., yℓ )
end

Figure I.3: The algorithm used to sample a subset G of genotypes from the genospace
G.

I.3 Experiments
The following experimental procedure was carried out on both developmental mappings. Let φ : G → P denote any of the two mappings.
First, we randomly sampled a set X of genotypes from the genospace G. For each
genotype x in X, the complexity of the corresponding phenotype φ(x) was approximated with Lempel-Ziv compression.
Then, for each genotype x in the set of genotypes X, the Crossection Walk Algorithm was called 100 times on input x. Denote the resulting set of genotypes Gx . Then,
a distance correlation plot was computed based on this set Gx . Hence, the number of
spots in each plot is 100 times the distance D(x, x).
The result is a set of distance correlation plots with different origins, one for each
of the genotypes x in X . These plots may be said to be sampled from different regions
of the landscape.
The next subsection contains details about the artificial developmental mappings
used in the experiments.
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I.3.1 The two Developmental Mappings
We use two different artificial development mappings in the experiment: a slightly
modified version of Kitano’s original development mapping, and a developmental mapping based on cellular automata (CA). We will refer to this latter mapping as the CA
mapping. The CA used in the CA mapping have two states, 0 and 1, and are run on
a finite 2D grid of size 32×32 with a Moore- neighbourhood (i.e. 9 neighbours). For
9
such CA, there are 22 different update rules.
Each genotype is a bitstring of length 512 bits and corresponds to one update rule.
To produce the phenotype from the genotype, the cellular automaton is initialised
with all cells in state 0 except for a single cell in the centre with state 1. The automaton
is then run for 100 iterations with the local update rule corresponding to the particular
genotype. The phenotype is the resulting states of the 32×32 cells in the automaton
after the 100 iterations, i.e. a bitstring of length 1024.
We used a slightly modified version of Kitano’s development system [6]. His mapping, which is based on D0L-systems (a class of L-systems), works on matrices of
symbols.
In Kitano’s original scheme, after the desired number of iterations, the matrix consisted of symbols and/or 1s and 0s. All symbols were then replaced in a final iteration
by 0s to obtain the final bit matrix. This choice put a bias toward 0s, which was not
a disadvantage for Kitano’s application where the bits were adjacency matrix descriptions of neural network structures.
In our experiments, we want to balance the number of 1s and 0s. We therefore
introduce an extra set of rewrite rules for upper-case symbols. Each of these rules has
the form Symbol → {0, 1}. In the final iteration, upper-case symbols are replaced by
0 or 1 according to the extra set of rewrite rules. Lower-case symbols are replaced by
0 as in the original scheme.
We run the modified developmental mapping until a matrix of 32×32 elements was
produced from the grammar rules.
The grammar is encoded using a constant-size binary string. The encoding is divided into 17 blocks, one for each of the upper-case symbols S, A, B, ..., P . Each block
is divided into five pieces. The first piece is one bit wide and is used in representing
the extra rule set for the upper-case symbol. The other four pieces, each of five bits,
designate a rewrite rule for the symbol. Each of the 32 symbols A, B, ..., P, a, b, .., p
is given a 5 bit unique identifier. A is 00000, B is 00001, a is 10000 and so on. An
encoding of a grammar thus uses 17 · (1 + 4 · 5) = 357 bits. An example is shown in
Figure I.4. The left part of this figure shows a part of the binary encoding. The right
part of the figure is the corresponding rewriting rules.
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Figure I.4: Fixed-size binary encoding of matrix rewriting grammar.

I.4 Results and Discussion
The experimental results are summarised in the plots in Figure I.5 and Figure I.6. From
each experiment, two plots were produced, a distance correlation plot and a plot of the
phenotype. The plots in the left columns are distance correlation plots where the xaxis represents genotypic distances and the y-axis represents phenotypic distances to
the origin genotype of the plot. These plots illustrate the correlation between the two
distances. The plots in the right column are pictures of the corresponding phenotype
bitstrings. The bitstrings are visualised as pixel images, where white pixels represent 0
and black pixels represent 1.
The plots are ordered with increasing phenotypic complexity as may be seen from
the phenotype plots to the right. In the upper plot, the origin genotype has a phenotype
with low complexity. In the bottom plot, the origin genotype has a phenotype with high
complexity.
For convenience, we will denote plots where the origin genotype has a phenotype
with low complexity as low complexity plots, and we will denote plots where the origin
genotype has a phenotype with high complexity as high complexity plots.
Figure I.5 contains distance correlation plots for the matrix rewriting grammar mapping with corresponding phenotype plots. The upper plot in Figure I.5 is a low complexity plot. As described in Section I.2.2, the first plot closely resembles a direct
encoding mapping from genotype to phenotype. The variance in the distance correlation plot is relatively high. The corresponding phenotype picture consists of large
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Figure I.5: Left: Distance correlation plots from the matrix rewriting grammar mapping. Right: Pictures of corresponding phenotypes.
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blocks of uniform colour, which is of course relatively easy to compress.
As we continue downwards through the plots, a curve starts to appear. This curve
introduces a certain threshold which is indicated with an arrow labelled 1 in the bottom
plot. Above this threshold, the plot is almost horizontal. Below the threshold, the plot
is almost linear.
It should be noted that as we move down the plots towards the high-complexity
plots, the variance reduces. The corresponding phenotype plots become more irregular,
i.e. harder to compress.
In Figure I.6, the distance correlation and phenotype plots for the CA mapping are
shown. Beginning at the top, the plot has a relatively high variance. But the plot is not
linear as was the case for the low-complexity plot in Figure I.5. There seems to be a
threshold at this point.
As we move down the plots, the variance in the plots reduces significantly. The
bottom plot appears as a thin, horizontal stripe. The corresponding phenotype is highly
irregular.
For both mappings, high complexity plots appear smoother than the low complexity
plots.
Similar effects of phenotypic complexity were observed in the other plots not shown
here. The effect was most easily observed on the matrix rewriting grammar mapping.

I.5 Conclusion
We have shown that phenotypic complexity when measured with Kolmogorov complexity, has a clear, and strong impact on distance correlation plots for a matrix-rewriting
grammar mapping and a 2D CA mapping.
High phenotypic complexity appears to have a negative effect on the distance correlation plots. In the matrix rewriting grammar mapping, very low phenotypic complexity gives plots which resembles that of direct encoding.
The fact that we observed a very similar effect with two relatively different developmental mappings strengthens our result. However, we cannot claim that all developmental mappings will behave similarly. Indeed, we hope that there may be some
mappings that can cope with phenotypic complexity.
A new sampling algorithm called Crossection Walk was introduced to sample genotypes where the distance to a specific genotype is uniformly distributed.
The method used to produce the distance correlation plots is application-independent
and relatively simple. Researchers proposing new developmental mappings can easily
carry out the same procedure as long as the corresponding genospace and phenospace
allow computable metrics.

I.5. Conclusion

69

Compressed from 1024 to 42

800
600
400
200

1

0

Phenotypic distance from origin

1000

ca Compressed from 1024 to 42

0

100

200

300

400

500

Genotypic distance from origin

ca Compressed from 1024 to 107

800
600
400
200
0

Phenotypic distance from origin

1000

Compressed from 1024 to 107

0

100

200

300

400

500

Genotypic distance from origin

ca Compressed from 1024 to 168

800
600
400
200
0

Phenotypic distance from origin

1000

Compressed from 1024 to 168

0

100

200

300

400

500

Genotypic distance from origin
ca Compressed from 1024 to 216

800
600
400
200
0

Phenotypic distance from origin

1000

Compressed from 1024 to 216

0

100

200

300

400

500

Genotypic distance from origin

Figure I.6: Left: Distance correlation plots from the CA mapping. Right: Pictures of
corresponding phenotypes.
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I.5.1 Future Work
In order to make our results more general, the method should be carried out on other
developmental mappings.
A theoretical explanation of the experimental results would be interesting.
The effect of phenotypic complexity on the performance of an evolutionary algorithm using artificial development was not discussed in this paper. This could possibly
be investigated on a set of test problems.
Developmental mappings could be investigated with a similar procedure on other
phenotypic properties than complexity.
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Abstract
Artificial Development is a promising approach to evolutionary design optimisation inspired by biological development. However, there is still no consensus
as to which problem classes this approach has a clear advantage over classical
direct encodings. We attack this problem by introducing the concept of fitness
function modifiers based on complexity. Our results indicate that using these
modifiers, we are able to discriminate a developmental mapping from a direct
encoding with respect to their efficiency at solving classes of problems defined
by the fitness modifiers.

II.1 Introduction
Evolutionary computation (EC) is a popular field of research with many applications.
Evolutionary algorithms often employ relatively direct genotype-phenotype mappings.
Recently, there has been increased interest in employing mappings inspired by biological development [7, 2, 16, 9, 5, 1, 6, 3, 22, 21, 11]. Biological development is here
considered as the growth process from the fertilised egg, to a grown-up multicellular
organism. We will refer to this subfield of EC as Artificial Development (AD) but terms
like Artificial Embryogeny or Computational Development also occur.
Reducing the genome size with developmental mappings was considered as a possible approach to the scalability problem in complex evolutionary design optimising
tasks [10, 5, 7]. However, this issue turned out to be more complex than expected [16].
Several comparative studies between direct encodings and developmental mappings indicated that direct encodings were at least as efficient as developmental mappings for
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the problems studied [8, 6, 20]. There is no consensus in the field as to when developmental mappings should be applied. We therefore believe the following question to be
important for further progress in AD: For which classes of problems is it beneficial to
apply developmental mappings over more traditional direct encodings?
If we are unable to answer this question it might remain impractical to systematically utilise the beneficial properties of artificial development. As such, we believe that
even partial answers to this question would be interesting. We propose the following
approach to partly answer the question above: Given an evolutionary algorithm and a
fitness function, try to find ways to modify the fitness function such that the problem
gets harder for direct encoding, but does not change the difficulty for developmental
mappings. And similarly, modify the fitness function such that the problem gets harder
for developmental mappings but does not change the difficulty for direct encodings.
Motivated by previous results on developmental mappings and phenotypic complexity [12], we hypothesise that one can construct such fitness function modifiers
based on phenotypic complexity. Our approach to complexity is based on Kolmogorov
complexity [14].

II.2 Background
We will use the following notation. The set of binary strings of length n is denoted
{0, 1}n. If x is a binary string, then xi denotes the ith bit of x and x[i...j] denotes
the substring of x beginning with the ith bit of x and ending with the jth bit of x.
The notation xn denotes n repetitions (or concatenations) of the binary string x. If x
and y are binary strings, then ℓ(x) denotes the length of x, and if ℓ(x) = ℓ(y), then
x ⊕ y denotes the binary XOR-operation on x and y. Recall that x ⊕ x = 00 · · · 0
and x ⊕ 00 · · · 0 = x for all binary strings x. The set of natural numbers is denoted
N. Each binary string is associated with a natural number by the standard enumeration
ǫ, 0, 1, 00, 01, .... The set of real numbers is denoted R, and the set of non-negative real
numbers is denoted R+ .

II.2.1 Kolmogorov Complexity and Lempel-Ziv Compression
The fitness modifiers described later are based on complexity. Kolmogorov complexity
is quantitative measure of complexity based on Turing machines [14]. (See eg. [13] to
recall the definitions of TMs and partial recursive functions.)
Definition II.1. The Kolmogorov complexity C(x) of a natural number x (or the cor-
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responding binary string) is defined as
C(x)

= min { ℓ(p) | φ(p) = x } ,
p∈N

(II.1)

where φ is the partial recursive function corresponding to a fixed universal Turing
Machine.
Informally, the Kolmogorov complexity of a binary string is the length of the shortest program which outputs that string on a fixed universal Turing Machine and then
halts.
This complexity measure is not computable, but we use the Lempel-Ziv compression algorithm [25] to approximate the Kolmogorov complexity. In the experiments
described below, we used the standard compression library zlib [15]. For practical
purposes, each bit in a binary string is encoded as the ASCII-character 0 or 1. The
resulting buffer of 0 and 1 characters is compressed using lzip. We denote the length
of the compressed result as CLZ (x). Example: The Lempel-Ziv complexity of a binary
string consisting of 100 zeros is CLZ (0100 ) = 12.

II.2.2 Developmental mappings and fitness functions
The literature on AD describes many developmental systems and mappings [21]. They
vary considerably, but many can be classified as either a grammatical or a chemical
approach. We decided to use the developmental mapping described by Kitano in [10].
This is an example of a grammatical approach to development. With this mapping, the
genotype represents a matrix-rewriting grammar. The phenotype (a quadratic matrix)
is obtained by iterated rewriting of a start symbol. We will refer to this mapping as the
Kitano mapping.
The choice of mapping was motivated by its simple design, and our previous experience with the mapping. The literature often refers to this mapping. For example,
Siddiqi and Lucas compared Kitano mapping to direct encoding for evolving neural
networks [20]. In our particular implementation of Kitano mapping, the genotype is
357 bits long. See [12] for more details about our implementation of the mapping.
We will contrast Kitano mapping with a direct encoding. A direct encoding is here
simply the identity function from genotype to phenotype. So the genospace is here
identical to the phenospace in direct encodings.
While developmental mappings are traditionally applied to design optimisation
problems, they are here applied to pseudo-boolean function optimisation [24]. These
functions are more convenient for our purpose than design optimisation problems. The
pseudo-boolean fitness functions chosen were O NE M AX [18], D EB D ECEPTIVE and
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ROYAL ROAD [17], because they are well-known, simple to implement, and has varying hardness. The function O NE M AX is relatively simple, while the function D EB D E CEPTIVE seems harder. These functions are defined in Appendix II.6. All three fitness
functions have an optimum at x∗ = 111 · · · 1.

II.2.3 Fitness function modifiers
The main approach in this paper is to find uniform ways of modifying fitness functions
to make them either hard for developmental mappings and unchanged for direct encodings, or hard for direct encodings and unchanged for developmental mappings. This is
achieved with the introduction of fitness function modifiers.
In this paper, a fitness function modifier is an operator which, when given a pseudoboolean function, returns a new, modified pseudo-boolean function . We describe two
fitness function modifiers, one which we will call Complexity Filter and the other which
we call Complexity Translate. They are parametrised by positive real-valued parameters cf and ct respectively. A class of problems is defined by a fitness function and a
fitness function modifier with an accompanying range of its parameter.
Definition II.2 (Complexity Filter). Given a pseudo-boolean fitness function f : {0, 1}n →
R+ , and a positive, real value cf , the Complexity Filter returns a new pseudo-boolean
fitness function f ⋆ : {0, 1}n → R+ defined as follows:
f ⋆ (x)

=



f (x)
0

if CLZ (x) < cf · ℓ(x), and
otherwise,

(II.2)

where x∗ is the optimal argument to the function f .
The modifier is parametrised by the value of cf . The returned function f ⋆ is equivalent to the original function f when the parameter cf is much higher than 1.0. When
the value of cf is close to zero, the modified function f ⋆ evaluates to 0 for almost all
arguments, and becomes a needle-in-the haystack function. Informally, the Complexity Filter “removes information” from the fitness landscape depending on phenotypic
complexity. If the optimal argument x∗ to the function f has low complexity and the
parameter cf is above a certain threshold, then the original function f and the modified
function f ⋆ share the same optimal argument.
Definition II.3 (Complexity Translate). Given a pseudo-boolean fitness function f :
{0, 1}n → R, and a binary string z of length n with CLZ (z) = ct · n, the Complexity
Translate modifier returns a new pseudo-boolean fitness function f ‡ : {0, 1}n → R
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defined as follows:
f ‡ (x)

=

f (x ⊕ z).

(II.3)

We consider this modifier to be implicitly parametrised by the value of ct . To apply
the modifier for a certain parameter setting of ct , we have to search for a binary string z
with Lempel-Ziv complexity CLZ (z) = ct ·ℓ(z). It might not be possible to find such a
binary string for all values of ct , so the complexity translate modifier may be undefined
for some values of ct . In almost all cases, the modified fitness function f ‡ will have a
different optimal argument than the original fitness function f . In the general setting,
if a fitness function f has an optimum value of f (x∗ ) for the argument x∗ , then the
modified fitness function f ‡ has optimum value f ‡ (x∗ ⊕ z) = f ((x∗ ⊕ z) ⊕ z) =
f (x∗ ⊕ (z ⊕ z)) = f (x∗ ) for the argument x∗ ⊕ z. In the case where z = 0ℓ(x)
(corresponding to a low parameter setting of ct ), the functions f and f ‡ are equal,
and have the same optima. The parameter setting of ct changes the complexity of the
optimal argument of the modified fitness function f ‡ .
How does the Complexity Translate modifier alter the complexity of the optimal
solution of the modified function? We can sandwich the Kolmogorov complexity of
the new optimum x∗ ⊕ z between two values as follows:
max(C(x∗ ), C(z)) − min(C(x∗ ), C(z)) − c
∗

≤

C(x ⊕ z) ≤

C(x∗ ⊕ z)

(II.4)

C(x∗ ) + C(z) + c, (II.5)

where c is a small constant. A proof is given in Appendix II.6.
In our case, the optimal solution x∗ has very low complexity, so if z has high
complexity (i.e. high value of ct ), then by inequality (II.4), the optimum x∗ ⊕ z of the
modified function f ′ will also have a relatively high complexity. On the other hand,
if z also has low complexity (low value of ct ), then by inequality (II.5), the optimal
solution of the modified function will have a low complexity .
In contrast to the Complexity Filter modifier, the Complexity Translate modifier
does not remove information from the fitness landscape. But the points in the fitness
landscape are translated, such that for high ct -settings, the optimum is moved to a complex point in the fitness landscape. The Discussion section continues the description of
the fitness modifiers.

II.3 Experiments
The objective of the experiments is to study how the fitness function modifiers change
the behaviour of a genetic algorithm using either a direct encoding, or a developmental
mapping.
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Density estimation of phenotypic complexity distribution From the definition of
the fitness function modifiers, it is reasonable to assume that differences in the phenotypic complexity distribution of direct encoding and Kitano mapping may affect the
outcome of the evolutionary experiments.
To get a clearer picture of this issue, we randomly sampled one million genotypes
to the direct encoding, and one million genotypes to the Kitano mapping. Then, we
mapped the genotypes into phenotypes using the direct encoding (i.e. uniformly distributed random strings) and the Kitano mapping respectively. Then we computed the
Lempel-Ziv complexities of the phenotypes, and from these values estimated the distribution of phenotypic complexity in the direct encoding, and in the Kitano mapping.
GA settings The evolutionary experiments were implemented using the GA LIB
[23] genetic algorithm library. Linear roulette wheel selection was used with a mutation
rate of 0.01 per bit in the genome, a crossover rate of 0.9 and a population size of 30.
The maximum number of allowed generations was 50000. The fitness functions were
instantiated with problem size n = 100.
Complexity Filter Experiments were carried out using the Complexity Filter with
a parameter setting of cf in the interval 0.1 to 1.0, with step size 0.05 and 50 repetitions
for each parameter setting. The modifier was applied to O NE M AX , ROYAL ROAD and
D EB D ECEPTIVE first using direct encoding and then Kitano mapping.
Complexity Translate By decompressing binary strings of varying lengths using
the Lempel-Ziv algorithm, we constructed a set Z of 901 binary strings with LempelZiv complexities almost uniformly distributed on the interval 12 to 36. This corresponds to ct values in the interval 0.12 to 0.36. (Notice that the parameters cf and ct
are not directly comparable.)
For each binary string z in this set Z, one experiment was carried out for all three
fitness functions using the Complexity Translate modifier with z as parameter. Again,
the experiments were performed for both direct encoding and Kitano mapping.

II.4 Results
II.4.1 Density plot
The results from the estimation of complexity distributions are shown in Figure II.3.
The most notable difference between the two distributions, is that most of the random strings (i.e. phenotypes of direct encoding) have a relative high complexity, and
the variance in complexity is little. This result complies with the Incompressibility
Lemma in Kolmogorov complexity. On the other hand, the Kitano mapping has a
larger variance.

II.5. Discussion
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The mean complexity in the Kitano mapping distribution is not much lower than
the mean complexity in the random string distribution.

II.4.2 Evolutionary runs
The results of the experiments are presented as scatter plots. Each point corresponds to
the result of one evolutionary run. The plots show the number of generations (log10 scaled) used before either the optimal phenotype was discovered or the upper limit of
50000 generations was reached. This is plotted against the parameter of the employed
fitness modifier. Runs using direct mapping are plotted as crosses while runs using
Kitano mapping are plotted as circles.
Complexity Filter Figure II.1 shows the results for O NE M AX and ROYAL ROAD
modified with the Complexity Filter. The plot for D EB D ECEPTIVE is not shown, but
shows a similar trend as for the two other problems. Kitano mapping seems to be less
affected than direct encoding by parameter settings of cf above 0.1.
The performance of direct encoding increases suddenly as the value of cf reaches
0.35. A general observation is that Kitano mapping is more efficient at solving the
three problems. Even for very low values of cf , Kitano mapping is able to generate
optimal solutions.
Direct encoding however, when applied to O NE M AX or ROYAL ROAD , did not find
any optimal solution in any of the runs for low cf -values. Direct encoding did not find
the optimal solution in any of the runs with D EB D ECEPTIVE .
Complexity Translate Results for O NE M AX and ROYAL ROAD modified with the
Complexity Translate modifier are shown in Figure II.2. The plot for D EB D ECEPTIVE
is not shown, but follows a similar trend as the other two functions.
In these experiments, the direct encoding seems to be relatively insensitive to changes
of the parameter ct . The effectiveness of Kitano mapping is clearly reduced as ct increases. Kitano mapping did seldom find the optimal solution in any runs with high
ct values. However, Kitano mapping seems to outperform the direct encoding for very
low values of ct .

II.5 Discussion
Except from extreme cases, Complexity Filter only affects the performance of direct
encoding, and Complexity Translate only affects the performance of Kitano mapping.
This result is interesting because it allows us to better understand and appreciate special
complexity-related characteristics of Kitano mapping.
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The density plot gives some clues about the results of the evolutionary runs. The
density estimation plot shows that most of the random strings have a high Lempel-Ziv
complexity. When we apply the Complexity Filter modifier with cf lower than the
main peak of the random strings - as indicated with the dashed vertical line in Figure
II.3 - the fitness of binary strings right of the line will be set to 0. In some of the experiments, the performance of direct encoding suddenly increased as cf reached 0.35.
This complies well with the density plot, where the main peak begins at around 0.35.
The Kitano mapping distributes the phenotypes more evenly over possible ranges of
complexity. This implies that when using a relatively low value of cf , Kitano mapping
still has a large portion of its fitness landscape preserved. With values of cf below 0.15,
the performance of the Kitano mapping suddenly decreases. This complies well with
the distribution of complexities for the Kitano mapping. If we had replaced the evolutionary algorithm with a completely random search, then the density plot might have
been sufficient to predict the performance of the two mappings on functions modified
with Complexity Filter. However, when using an evolutionary algorithm, it is unreasonable to claim that the density plot gives the full explanation of the results from the
evolutionary runs.
To see this: Suppose that in phenospace of the Kitano mapping, the complex and
regular phenotypes are mixed together uniformly. Then, when the complex phenotypes
are given 0 fitness, the Complexity Filter would render the Kitano fitness landscape
highly irregular.
Our results indicate that this interpretation is not correct because Kitano mapping is
able to cope with the Complexity Filter. We suspect that the low complexity phenotypes
are more tightly grouped in the Kitano search space. From the density plot, we know
that low complexity phenotypes occupy a relatively larger part of the Kitano search
space. When using the Complexity Filter, large regions of the Kitano search space will
therefore remain relatively unaffected by the Complexity Filter. This is not a claim, but
a possible explanation of the results using the Complexity Filter.
As mentioned in the background section, when we apply the Complexity Translate
modifier with a complex binary string z, the complexity of the optimum increases.
This is illustrated in Figure II.3 with a simple, original optimum x∗ , and the modified
optimum x∗ ⊕ z. Given a high parameter setting of ct , the optimum of the modified
fitness function is moved to the right along the horizontal axis (or to a more “complex
point in the fitness landscape”).
The density plot might trick us into believing that using direct encoding, it is much
easier to find a specific complex phenotype, than to find a specific regular phenotype.
However, under a totally uniform distribution, all binary strings are equally probable.
Consequently, it is not surprising that the direct encoding is not affected by the setting
of the ct parameter in Complexity Translate. The results from O NE M AX modified with
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Complexity Translate is a good example of this. It is more challenging to explain why
the Kitano mapping was affected by the ct parameter of Complexity Translate. It is
unclear whether the density plot can give us any hints about the reason for this.
The construction of the Complexity Translate modifier was motivated by results
from earlier experiments with the Kitano mapping [12]. Results from that work indicate that the distance-preservation of the Kitano mapping from genotype to phenotype
depends on phenotypic complexity. If the phenotype has high complexity we can expect a poor preservation of distance. One could conjecture that distance-preservation
of the mapping might be a necessary condition for an evolutionary algorithm to find
the optimal solution [19], and this might explain our results with Kitano mapping on
Complexity Translate. Furthermore, Downing observed that it was harder to evolve
irregular binary strings with his developmental mapping [4]. Furthermore, if Complexity Translate translates the optimum to a bitstring outside the image of the Kitano
mapping, then the optimum will of course not be found with Kitano mapping.

II.6 Conclusion
We have approached the problem of distinguishing for which problems a developmental mapping is beneficial in evolutionary computation by focusing on the classical Kitano mapping [10].
Two general methods of modifying fitness functions were described: the Complexity Translate modifier, and the Complexity Filter modifier. Their construction was motivated by previous results on phenotypic complexity and developmental mappings [12].
Experimental results indicate that the Complexity Filter modifier can make a problem harder for direct encoding, while preserving the difficulty of the problem for the
Kitano mapping. Furthermore, the results indicate that Complexity Translate modifier can make a problem harder for the Kitano mapping, but unchanged for a direct
encoding.
The approach was demonstrated on three different fitness functions: O NE M AX ,
D EB D ECEPTIVE and ROYAL ROAD .
A density estimation plot of phenotypic complexity distribution aided in understanding complexity in direct encoding and Kitano mapping. Certain features in the
results seem explainable simply by observing this density plot.
The authors believe the results are significant because they allow better appreciation and understanding of the differences between direct encodings and developmental
mappings. Better understanding of the special characteristics of developmental mappings is needed if they are to be used in a practical setting.
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A short proof
Proposition II.1. Let x and y be two binary strings of equal length. Then
max(C(x), C(y)) − min(C(x), C(y)) − c

≤ C(x ⊕ y)

(II.6)

C(x ⊕ y) ≤ C(x) + C(y) + c,

(II.7)

where c is a (small) constant.
Proof. Inequality (II.7) is trivial: If we have two programs which generate the binary
strings x and y independently, then we can apply the XOR-operation (suppose the
program for XOR takes c bits) to obtain x ⊕ y. Now, to see inequality (II.6), suppose
first that x is less complex than y. Assume p1 is the shortest program which generates
x, and p2 is the shortest program which generates x ⊕ y. We can make a program p3
which combines p1 and p2 to compute x ⊕ (x ⊕ y) = y. The length of the program
p3 is ℓ(p3 ) = ℓ(p1 ) + ℓ(p2 ) + c, where c is the length of the program which computes
the XOR-operation. The shortest program which computes y is therefore no longer
than the length of program p3 , so we have C(y) ≤ ℓ(p1 ) + ℓ(p2 ) + c, which implies
C(y) − C(x) − c ≤ C(x ⊕ y). An analog argument applies when x is more complex
than y.

Definition of fitness functions

O NE M AX n (x)

=

n
X
i=1

ROYAL ROAD n (x)

xi

where x ∈ {0, 1}n,

=

a (i+1)b
Y
X

=

m
X

=



i=0 j=ib+1

D EB D ECEPTIVE n (x)

i=1

g(x)

xj

where x ∈ {0, 1}n and n = a · b,

g(x[im...im + 3]) where x ∈ {0, 1}n , and n = 4 · m

0.6 − 0.2h(x)
1

if h(x) < 4
if h(x) = 4

and h(x) =

4
X
i=1

xi
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[14] Ming Li and Paul M. B. Vitányi. An Introduction to Kolmogorov Complexity and
Its Applications. Springer-Verlag, New York, 2nd edition, 1997.
[15] Jean loup Gailly and Mark Adler. zlib general purpose compression library version 1.1.4,, March 2002.
[16] Julian F. Miller and Peter Thomson. A developmental method for growing graphs
and circuits. In Proceedings of the 5th International Conference on Evolvable
Systems: From Biology to Hardware (ICES 2003), volume 2606 of LNCS, pages
93–104. Springer-Verlag, Berlin, Heidelberg, 2003.
[17] Melanie Mitchell, Stephanie Forrest, and John H. Holland. The royal road for
genetic algorithms: Fitness landscapes and ga performance. In Proceedings of the
First European Conference on Artificial Life, pages 245–254, Cambridge, Mass.,
1992. MIT Press.
[18] Heinz Mühlenbein. How genetic algorithms really work I. Mutation and Hillclimbing. In Proceedings of the Parallel Problem Solving from Nature 2, PPSNII, Brussels, Belgium, September 28-30, 1992, pages 15–26. Elsevier, 1992.
[19] Bernhard Sendhoff, Martin Kreutz, and Werner von Seelen. A condition for the
genotype-phenotype mapping: Causality. In Proceedings of the Seventh International Conference on Genetic Algorithms (ICGA97), pages 73–80, San Francisco,
CA, 1997. Morgan Kaufmann.
[20] Abdul A. Siddiqi and Simon M. Lucas. A comparison of matrix rewriting versus
direct encoding for evolving neural networks. In Proceedings of the 1998 IEEE
International Conference on Evolutionary Computation, pages 392–397. IEEE
Press, 1998.
[21] Kenneth O. Stanley and Risto Miikkulainen. A taxonomy for artificial embryogeny. Artificial Life, 9(2):93–130, 2003.
[22] Gunnar Tufte and Pauline C. Haddow. Building knowledge into developmental
rules for circuit design. In Proceedings of the 5th International Conference on

References

87

Evolvable Systems: From Biology to Hardware (ICES 2003), volume 2606 of
LNCS, pages 69–80. Springer-Verlag, Berlin, Heidelberg, 2003.
[23] Matthew Wall. GAlib: A C++ Library of Genetic Algorithm Components version
2.4 Documentation. Mechanical Engineering Department, Massachusetts Institute of Technology, revision b edition, August 1996.
[24] Ingo Wegener. Methods for the analysis of eas on pseudo-boolean functions. In
Ruhul Sarker, Masoud Mohammadian, and Xin Yao, editors, Evolutionary Optimization. Kluwer Academic Publishers, 2002.
[25] Jacob Ziv and Abraham Lempel. A universal algorithm for sequential data compression. IEEE Transactions on Information Theory, 23:337–342, 1977.

Paper II

Generations before solution (log10−scaled)
0
1
2
3
4

88

Kitano mapping
direct encoding

0.4

cf

0.6

Generations before solution (log10−scaled)
0
1
2
3
4

0.2

0.8

Kitano mapping
direct encoding

0.2

0.4

cf

0.6

0.8

Figure II.1: Complexity Filtering of O NE M AX (top) and ROYAL ROAD (bottom).
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Figure II.2: Complexity Translate of O NE M AX (top) and ROYAL ROAD (bottom).
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Figure II.3: Density Estimation of Phenotypic Lempel-Ziv Complexity Distribution.
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Abstract
A major issue with evolutionary computation is scalability. In the field of
digital circuit design this fact severely limits the size and complexity of the
circuits that can be evolved. Developmental approaches are being suggested
as a possible remedy to the scalability issue. Earlier theoretical work indicated
that a Kitano mapping develops phenotypes with some form of regularity. Applying this result to the field of Evolvable Hardware implies that to develop
a digital circuit with a developmental mapping, such as the Kitano mapping,
places a requirement of regularity on the digital circuit. This issue of regularity is investigated herein, as well as possible encoding schemes. The range
and distribution of the complexity of evolved circuits and legal genotypes is
measured using Lempel-Ziv compression.

III.1 Introduction
A fundamental issue in Evolutionary Computation is scalability. One approach to reducing the search space and thus potentially improving the scalability of Evolutionary
Algorithms (EAs), is artificial development [18]. In biological development the human
genome is extremely small compared to the size and complexity of a grown human
being. Assuming that an efficient artificial development algorithm is found, the goal is
that from small evolvable genotypes one can develop complex phenotypes.
Earlier work [10, 11] did, amongst other things, show that for Kitano mapping [8]
(a type of developmental mapping) the phenotypes achievable were much more compressible than random strings of the phenotype length. Since the Lempel-Ziv [21]
compression algorithm used looks for regularities in a string one can assume that phenotypes developed using the Kitano mapping have some form of regularity.
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When one considers digital circuits made of given types of ports and their connections there is a limit as to how many different types of logic gates there are and that a
certain type of port may appear several times within the circuit. Traditional design also
often implies quite a regular representation of the circuit. For example, a net list has a
structure and, as such, some inherent regularity. It is, therefore, proposed in this work
that a string which describes a circuit has some form of regularity, implying that there
is a potential for a circuit phenotype to be developed from a Kitano mapping.
If one considers the complexity of a phenotype achievable today using evolution
and a direct mapping, then the complexity of the phenotype is approximately equivalent to the complexity of the evolved genotype. If the genotype can be represented in a
more compressed form, then the compressed genotype’s search space will be reduced
from that of the original genotype’s search space. This may provide a speed up in evolution. Also, if the small genotype is found through the application of a compression
algorithm, one knows that the compressed genotype can be developed using a decompression algorithm. On the other hand, further understanding of the characteristics of
the compressed genotypes would help us to find genotypes of the original genotype
length which can be developed into more complex circuits.
In this paper, the complexity of specific evolved digital circuits is investigated by
applying Lempel-Ziv compression where the complexity value is the length of the compressed genotype. The evolved circuits are 2-bit multipliers and adders evolved using
Cartesian genetic programming (GP) [15, 7]. There are three key issues that the complexity analysis addresses. Firstly the hypothesis that the genotype of digital circuits
have some regularity is investigated by considering random strings against legal genotypes for digital circuits. Secondly, the effect of the choice of encoding scheme used
was addressed. Here, different encoding methods are implemented, analysed and related to the complexity of the set of all legal and evolved genotypes and random bitstrings. Finally it was important to consider the range and distribution of complexity
across the set of evolved circuits to understand the implications these have on a possible
genotype length chosen to evolve and develop a multiplier or adder circuit respectively.

III.2 Related Work
Reducing the genotype size with developmental mappings is considered as a possible
approach to solve the scalability problem in complex evolutionary design optimization tasks in [4, 8]. However, some studies show that direct encoding can be at least
as efficient as developmental mappings [3, 5, 17]. Haddow, Tufte and van Remortel suggested the use of Lindenmayer systems [13] in order to shrink the genotype in
the evolution of digital circuits [6]. Miller has used developmental mapping to evolve
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parity-circuits and binary adders [16]. Other recent work on artificial development includes the use of fractal proteins [1], biological approaches [9, 19] and the building of
knowledge into development rules in circuit design [20].

III.3 Complexity
The complexity measure used herein is based on Kolmogorov complexity. Kolmogorov
complexity is a quantitative measure of complexity based on Turing machines [12].
Definition III.1. The Kolmogorov complexity C(x) of a natural number x (or the
corresponding binary string) is defined as
C(x)

=

min { ℓ(p) | φ(p) = x } ,

p∈N

(III.1)

where φ is the partial recursive function corresponding to a fixed universal Turing
Machine, and ℓ(x) denotes the length of a number (in terms of bits).
Informally, the Kolmogorov complexity of a binary string is the length of the shortest program which outputs that string on a fixed universal Turing Machine and then
halts. It can be shown that the particular choice of fixed universal Turing Machine is
unimportant for the rest of the theory [12].
Kolmogorov complexity is not computable, yet there are several examples where
the theory of Kolmogorov has led to practical applications. In these cases, Kolmogorov
complexity is often approximated with a compression algorithm like Lempel-Ziv [21],
see e.g. [2] where this replacement is justified for their application. Lempel-Ziv is
also used herein as the practical measure of complexity, referred to as LZ-complexity,
meaning the length of the compressed bitstring.

III.3.1 Incompressibility Lemma
Certain bitstrings are highly compressible. For example a repeating bitstring of 101010 · · · 10
can be easily described with a short program. Informally, these highly compressible
bitstrings contain regular patterns.
On the other hand no compression algorithm can compress every bitstring, so certain bitstrings must be incompressible. As it turns out, most bitstrings are incompressible or close to incompressible. In terms of Kolmogorov complexity, an upper bound on
the complexity of an incompressible string, is the length of a program which contains
a copy of the string in the program, and a routine to print that string. This program will
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be slightly longer than the bitstring, yielding a Kolmogorov complexity slightly higher
than the length of the bitstring.
Considering the set of bitstrings of a given length n, the complexity values of those
bitstrings will approximately be in the range 0 to n. But how will they be distributed
within this range?
Consider the example in Figure III.1. Among bitstrings of length 4, no more than 1
bitstring can have complexity less than 1, no more than 3 bitstrings can have complexity
less than 2, no more than 7 bitstrings can have complexity less than 3 and no more than
16 bitstrings can have complexity less than 4. At least one bitstring has the maximum
complexity of at least 4. The consequence is that the general compressibility of the
bitstrings is very low. This argument generalises for sets of bitstrings of any length n:
Theorem III.1 (The Incompressibility Lemma [12]). Let c be a positive integer. Every
finite set A of cardinality m has at least m(1 − 21c ) + 1 elements x with C(x) ≥
log m − c.
1
{0, 1}0

an incompressible bitstring

2

{0, 1}1

4

{0, 1}2

8

{0, 1}3
{0, 1}4

Figure III.1: The Incompressibility Lemma

III.3.2 Implications
Consider the implications of the incompressibility lemma of Kolmogorov complexity
for the complexity of genotype strings.
For a given bitstring length, at least 12 of the bitstrings of that length cannot be
compressed more than one bit. Furthermore, at least 43 of the bitstrings of that length
cannot be compressed more than two bits, 87 of the bitstrings of that length cannot
be compressed more than three bits and so on (see Theorem III.1). The number of
bitstrings with a given complexity value will be exponentially reduced with the value
of complexity. From the incompressibility lemma, it can be inferred that most bitstrings
have high Kolmogorov complexity.

III.4. Digital Circuit Evolution
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The hypothesis of this paper is that genotypes representing functionally correct digital circuits have some regularity and thereby can be compressed. If the hypothesis is
correct, evolutionary search can be restricted to the space corresponding to the same
length as the compressed genotypes. The size of this search space is reduced exponentially with the compressibility of the genotypes sought for. Considering a case where
one searches for genotypes of length n, the size of the search space is 2n . If these
genotypes are of complexity no more than n2 , one could potentially reduce the size of
n
the search space to 2 2 .

III.4 Digital Circuit Evolution
The circuits evolved for the experiments herein are combinatorial 2-bit multipliers and
adders. A Cartesian GP system was used [7]. The genotype is a symbolic netlist,
as can be seen in one column in the example in table III.1. Each row represents a
gate, with its type and from where to connect its two inputs. Connections can only be
made to lower numbered gates (or the circuit inputs). This simple scheme assures a
pure feed-forward network and thus combinatorial circuits. The last gates in the netlist
are connected to the circuit output. The available gate types are N OT , AN D, OR,
N AN D and N OR as well as connections to GN D and V CC 1 . All genotypes that
conform to this representation are considered legal genotypes.
Mutation is applied at gate level. A mutated gate either has one of its input connections rewired or its type is changed.
The goal of evolution is to generate a circuit that successfully produces the correct
mapping between input and output vectors. The target behaviour (multiplier or adder)
is specified by a truth table. A candidate circuit is tested by applying the complete set
of input vectors and comparing produced output to the target truth-table. The fitness
of a candidate is equal to its hamming distance to the complete set of correct output
vectors.
This approach will relatively efficiently discover correct combinatorial circuits such
as 2-bit multipliers and adders. However, a major issue arises as one increases genotype
size in order to evolve larger circuits. As the genotype size is increased with more
elements, so is the dimensionality of the search space with the result being that the
EA run time will usually increase in a seemingly exponential fashion. As such, larger
circuits are therefore much harder to evolve [7].
1 GN D

refers to ground and V CC refers to voltage source (PKL, July 2006).
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III.4.1 Encoding of Circuits
Cartesian GP employs a symbolic netlist representation. In order to measure the LZcomplexity of genotypes an encoding scheme is needed. Three encoding schemes were
used. An example showing the encoding of a genotype using the different schemes is
given in table III.1.
Straight-Forward Encoding
The straight forward encoding scheme enumerates all the gate types using three bits.
All connections are simply converted to binary numbers, using as few bits as possible
(e.g. gate 7 can only have connections to lower number gates, and thus each connection
can be encoded using 3 bits). Gates that do not utilise both inputs (GN D and V CC
have no inputs, N OT has one) are encoded with zeros for their unused connections.
This preserves a constant genome length. Using this encoding schemes the circuits are
encoded into a 504 bit string.
One-Hot Encoding
A closer look at the straight-forward scheme reveals a potential for variable complexity
of the enumerations of each gate type. The one-hot encoding scheme tries to remedy
this by employing a brute force approach that enforces all gate types to be assigned
binary codes of a priori more similar complexity. The type is encoded using 8 bits,
where only one single bit is set to one at the time (one-hot). With this exception, the
encoding scheme is equal to the straight forward scheme. This scheme will encode the
circuits into a string of 664 bits.
Unused-to-Zero Encoding
In the symbolic representation many gates are present which are inactive in the corresponding phenotype. Only gates whose output is propagated to the output of the circuit
are considered active. These inactive gates have no influence on circuit functionality
and may not be a part of the regular structure and, as such, may contribute to a higher
measured complexity. Circuits with few active gates (simpler structure) may thus have
a genotype which appears rather complex. To get a picture of the complexity of only
the active part of the genome, the unused-to-zeros encoding scheme encodes all inactive gates and their connections as zero. Using this scheme the circuits are encoded
into a bitstring of equal length as when using straight-forward encoding i.e. 504 bits.

III.5. Experiments
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III.5 Experiments
III.5.1 Measuring Complexity
In the experiments described the standard compression library zlib [14] was used as
the Lempel-Ziv implementation. Two approaches to measurement were used. The first
approach compresses the binary string and the length of the compressed string is denoted as LZb (x). The second approach encodes the binary string as ASCII-characters
0 or 1 and compresses this buffer, denoting the length of the compressed string as
LZa (x). The second approach is used since zlib has a hard time compressing short
strings, and the use of ASCII characters may somewhat remedy this issue.
It should be noted that zlib produces some overhead data in the compressed
string, therefore an incompressible string will compress to a longer string than the
original. In addition the compressed string is output in bytes, thus the measurements
will have a resolution of 8 bits.

III.5.2 Evolution of Circuits
Using the described Cartesian GP system, sets of 200 multipliers and adders were
evolved using the parameters shown in table III.2. The evolved circuits were then encoded using the three different encoding schemes and the Lempel-Ziv complexity of
the encoded versions of all circuits was measured. In order to be able to compare these
values to the complete search space, a large number (104 ) of legal genotypes were randomly generated. These circuits are not necessarily functionally correct multipliers or
adders, but the symbolic genotypic representation forces them to be valid (no feedback,
only allowed gates etc.). Again, the circuits were encoded and the Lempel-Ziv complexity was measured. A large number (104 ) of random strings of lengths 504 and 664
bits were also generated and their complexity was measured as well.

III.6 Results and Discussion
The measured complexity of evolved multipliers and random genotypes encoded using
the straight-forward scheme as well as random bitstrings of length 504 is shown in
figure III.2. The bars show the distribution of complexity values for each group of
measurements. It should be noted that the vertical axis is scaled differently on each
plot in order to improve visibility.
A first observation is that for random bitstrings all compressed strings are of length
616 using the binary-based complexity measure LZb . As can be seen in figure III.5,

100

Paper III

there are one or a few exceptions of length 608. The incompressibility lemma tells us
that there are few bitstrings with lower complexity and combined with an 8-bit resolution it is to be expected that very few random bitstrings have less than maximum
complexity. The fact that the compressed strings are longer than the original (compressed from 504 bits to 616 bits) is due to the zlib overhead.
Moreover one can observe that several legal genotypes and genotypes of evolved
multipliers are less complex than randomly sampled bitstrings. This is as expected, as
genotypes were suspected to have some regularity in their structure. Perhaps surprisingly, evolved genotypes seem more complex than legal ones. A reason for the low
observed complexity of legal genotypes is maybe due to the fact that 73 of the gates
on average will be of type GN D, V CC and N OT . Those gate types encode empty
connection fields as zeros and therefore the presence of a large number of these gates
will reduce the measured complexity of a genotype.
The same measurements using the one-hot and unused-to-zero encoding schemes
are shown in figures III.3 and III.4 respectively. The one-hot encoding seems to produce the same trend as the straight-forward scheme, with the exception that the three
sets of measurements seems to be slightly more separated. Note that the random bitstrings shown in figure III.3 are of length 664, as these are the relevant ones in comparison with the one-hot encoding scheme (which encodes genotypes into bitstrings of
length 664).
The measurements using the unused-to-zero encoding scheme, shown in figure III.4,
are quite different. In the evolved circuits, less than half of the gates are typically active. It is, therefore, not surprising to see the low complexity values when the inactive
parts of the genome are encoded as zero
If we compare ASCII and binary complexity measures, we see that the complexity
values are higher when using ASCII. The bitstring to be compressed using the ASCII
approach is 8 times longer and seem to compress to 2-3 times the size as would be the
case with the binary compression approach. Also, the ASCII approach seems to yield
a larger distribution of measurement. Other than this, the relative characteristics of the
measurements are the same when comparing ASCII and binary complexity measures.
To get a clearer picture of the relationship between the results, box-plots were generated and are shown in figures III.5, III.6, III.7 and III.8. A box shows the interquartile range of the measured values with a line showing the median, whiskers showing
extreme values and points showing the most extreme values. The labels along the horizontal axis represent (in the following order); random bitstrings of length 504 and
664 respectively, random legal genotypes encoded using the straight-forward, one-hot
and unused-to-zero encoding and evolved genotypes using the same three encoding
schemes.
Figures III.5 and III.6 show the box-plot for multipliers using the binary and ASCII
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complexity measures respectively. The box-plots summarise what we know from figures III.3, III.4 and III.5 give a clearer picture of the relationship between the different
measurements.
So far we have only considered the case of 2-bit multipliers. The box-plots for the
case of 2-bit adders are shown in figures III.7 and III.8. The differences between the
complexities measured for multipliers and adders are marginal.
The main question is whether the genotypes evolved to be multipliers or adders
can be compressed. Looking at the results, the answer depends on several choices; encoding method, measurement method and how we choose to interpret the experimental
data. Perhaps counterintuitive, evolved genotypes can be measured as more complex
than legal genotypes. But, as mentioned, the purely practical reason for this may be
the high amount of low-complexity gate types (V CC, GN D and N OT ) in legal genotypes. If, however, one compares the complexity of evolved genotypes encoded using
the unused-to-zero approach to that of random genotypes using straight-forward encoding, we see that evolved genotypes are much less complex than random ones. In
this case, evolved adders are in the complexity range 400-450 whereas legal genotypes
are in the complexity range 590-620. In terms of pure search space size, we could
potentially search in a reduced space of 2450 instead of a search space of size 2620
(including the zlib overhead) by employing reverse Lempel-Ziv as a development
mapping. The practical feasibility of actually doing this does, of course, require substantial investigation.

III.7 Conclusion and Future Work
In this work, the genotypic LZ-complexity of evolved multiplier and adder circuits
(evolved genotypes) has been investigated. The results show that the sample mean
complexity value for random bit strings was always greater than those of legal and
evolved genotypes implying more regularity in the legal and evolved genotypes. Different encoding methods were implemented for the genotypes and the results show that
not only the complexity level for a given encoding varies, but that the range and distribution of the complexity values varies for different encoding schemes. The range provides an indication as to the minimum genotype length that may provide a big enough
search space so as to find a genotype that can be developed into the phenotype sought.
The complexity distribution also indicates how many multipliers or adders that may be
found in the given search space.
The use of Lempel-Ziv as a complexity measure means that the compressed version of the genotype can actually be used in practice since a Lempel-Ziv decompression
could act as a development mapping. However, Lempel-Ziv complexity has its limita-
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tions and therefore the results may be interpreted as giving indications and not precise
values as to the size of genotypes that may be searched and developed to the phenotype
sought. For evolution to benefit from a search space size reduction, we need to investigate other important features such as search space structure, neutrality and genotypephenotype mapping and distance correlation.
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gate
gate
gate
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gate
gate
gate
gate + output
gate + output
gate + output

label
0
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2
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4
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7
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SYMBOLIC
type
in A
in B

AND
NOT
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NOR

VCC
GND
NAND
AND
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NAND
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4
0
2
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UNUSED-TO-ZERO
active
in A

label
0
1
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011
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y
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39
40
41
42
43

001
000
000
011
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n
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y

type

STRAIGHT
in A

in B

2
1

011
010
101
110

11
100
000
010

011
000
010
001

22
27
34
24

001
000
100
011
101
100

000000
000000
011110
001111
100101
100110

000000
000000
010110
011011
100010
011000

1

ONE-HOT
in A

in B

type

in B

11
000
000
010

01
000
010
001

0001000
0010000
0000010
0000001

11
100
000
010

011
00000
010
001

000000
000000
000000
001111
100101
100110

000000
000000
000000
011011
100010
011000

0100000
1000000
0000100
0001000
0000010
0000100

000000
000000
011110
001111
100101
100110

000000
000000
010110
011011
100010
011000

Table III.1: Example genotype encoding of a 4-inputs, 3-outputs circuit
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Parameter
Genotype size
Phenotype target
Population size
Elitism (neutral)
Max generations
Mutation rate
Crossover rate
Selection method
Group size
Selection prob.

Setting
40 gates
2-bit ADD & MUL
20
1
100k
5% pr. gate
20%, single-point
tournament selection
3
70%

Table III.2: Cartesian GP settings
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Figure III.2: Multipliers using straight-forward encoding
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Figure III.3: Multipliers using one-hot encoding
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Figure III.4: Multipliers using unused-to-zero encoding
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Figure III.7: Box-plot adders (binary compression)
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Morten Hartmann, Pauline C. Haddow and Per Kristian Lehre
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NO-7491 Trondheim, Norway

Abstract
Noise and component failure is an increasingly difficult problem in modern
electronic design. Bio-inspired techniques is one approach that is applied in
an effort to solve such issues, motivated by the strong robustness and adaptivity often observed in nature. Circuits investigated herein are designed to be
tolerant to faults or robust to noise, using an evolutionary algorithm. A major
challenge is to improve the scalability of the approach. Earlier results have indicated that the evolved circuits may be suited for the application of artificial
development, an approach to indirect mapping from genotype to phenotype
that may improve scalability. Those observations were based on the genotypic
complexity of evolved circuits. Herein, we measure the genotypic complexity
of circuits evolved for tolerance to faults or noise, in order to uncover how that
tolerance affects the complexity of the circuits. The complexity is analysed
and discussed with regards to how it relates to the potential benefits to the
evolutionary process of introducing an indirect genotype-phenotype mapping
such as artificial development.

IV.1 Introduction
The need for fault and noise tolerance is an important issue in modern electronic design.
High density chips increase the possibility of failing components and the complexity
of design increases the probability of human errors. Fault acceptance diminishes as
the market demands increasingly more reliable systems. The need for fault-tolerant
designs and management of noise are stated amongst the long term (2008 through
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2016) grand challenges by the International Technology Roadmap for Semiconductors,
ITRS (2003).
Recently, a growing research field has started exploring new solutions to these problems, the field of Evolvable Hardware (EHW). The field seeks to apply evolution and
other bio-inspired methods to hardware design exploration and optimisation. Evolutionary Algorithms (EAs) is one such method, and was used by [1] to generate circuits
that to some extent are tolerant to faults and robust in handling noise. The approach
suffers, like many EAs often do, from the fact that it does not scale well with increased
problem size. Increasing the number of elements in the genotype increases the dimensionality of the search space, usually resulting in a problem which is harder to solve.
One approach to reducing the search space and thus potentially improving the scalability of EAs is artificial development (AD) [11]. Inspired by biological development
and the fact that the human genome is exceedingly small compared to features of a
grown human being such as the brain, AD could allow EAs to operate using smaller
genotypes.
There are many issues that need to be addressed before artificial development can
be effectively applied to EAs. The authors believe that the understanding of the relationship between complexity and the genotype-phenotype mapping is one of the key
issues. Work by [6] shows that Kitano mapping, a type of developmental mapping,
achieves phenotypes that are much more compressible than random strings of the same
length. Thus, using an indirect mapping such as Kitano mapping the search space is
restricted to a region of specific complexities below the complexity of random strings
of the same length. This property could be exploited. If one seeks to design phenotypes that reside in a region of complexities covered by the indirect mapping one could
search in this smaller region. A reduced search space can yield a more efficient evolutionary search. If so, this could increase the size and complexity of circuits that can be
designed using evolutionary approaches.
[2] measured the complexity of evolved multipliers and adders using Lempel-Ziv
compression [13]. The complexity of these circuits was found to be in a significantly
smaller region of complexities than that covered by the evolutionary search. To be able
to exploit this, an indirect mapping must be able to achieve the relevant phenotypic
complexity and phenotypes that perform correctly according to the fitness function.
The advantage of using Lempel-Ziv as a complexity measure is that, in theory, LempelZiv decompression could act as an indirect mapping. By measuring complexity of
evolved circuits using compression, one knows that there exists at least one type of
indirect mapping that can produce, not only the relevant phenotype complexities, but
also phenotypes that perform correctly according to the fitness function.
Herein, the investigations are continued to include circuits evolved to be tolerant to
faults or noise. The importance of handling faults and noise motivates further research
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with the goal of improving the scalability of evolutionary approaches applied to the
automatic generation of circuits that can cope with faults and noise.
In the field of Bio-inspired hardware there are already several important contributions related to fault tolerance. For instance, fault-tolerance and error detection for
robots is explored by [4] using embryonic arrays. A decade ago, [12] evolved faulttolerant electronic control systems. [5] evolved field-programmable transistor arrays
(FPTA) to obtain fault-tolerance. A developmental model for digital systems with
fault-tolerant properties has been developed by [8].
The reminder of this paper starts of with section IV.2 giving an explanation of our
interpretation of complexity and how it relates to the potential benefits to the evolutionary process of introducing an indirect genotype-phenotype mapping such as AD. Background on the simulation of faults and noise in evolved circuits is given in section IV.3,
while details on how the circuits are evolved are given in section IV.4. Section IV.5
describes the encoding of circuits, how complexity is measured and the experiments
executed. The results are shown and discussed in section IV.6 and conclusions are
given in section IV.7.

IV.2 Complexity
The complexity measure used herein is theoretically based on Kolmogorov complexity. Kolmogorov complexity is a quantitative measure of complexity based on Turing
machines [7].
Definition IV.1. The Kolmogorov complexity C(x) of a natural number x (or the corresponding binary string) is defined as
C(x)

=

min { ℓ(p) | φ(p) = x } ,

p∈N

(IV.1)

where φ is the partial recursive function corresponding to a fixed universal Turing
Machine, and ℓ(x) denotes the length of a number (in terms of bits).
Informally, the Kolmogorov complexity of a binary string is the length of the shortest program which outputs that string on a fixed universal Turing Machine and then
halts.
Kolmogorov complexity is not computable. Herein Lempel-Ziv compression [13]
is used as the practical measure of complexity and is referred to as LZ-complexity.
This yields an upper bound approximation of the Kolmogorov complexity. As a string
compressed with LZ can also be decompressed, the LZ-complexity gives a correct
measure of how small a genotype can be relative to the phenotype using an example
indirect mapping i.e. LZ decompression.
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IV.2.1 Incompressibility lemma
Before looking at the specific case of genotype complexity, let us first consider the
complexity of bitstrings in general.
Certain bitstrings are highly compressible. For example, a repeating bitstring of
101010..10 can be easily described. These highly compressible bitstrings contain regular patterns.
On the other hand no compression algorithm can compress every bitstring, so certain bitstrings must be incompressible. As we will see, most bitstrings are incompressible or close to incompressible. In terms of Kolmogorov complexity, an upper bound
on the complexity of an incompressible string is the length of a program which contains
a copy of the string in the program and a routine to print that string. This program will
be slightly longer than the bitstring, yielding a Kolmogorov complexity slightly higher
than the length of the bitstring.
If we consider the set of bitstrings of a given length n, we know that the complexity
values of those bitstrings will approximately be in the range 0 to n. But how will
they be distributed within this range? Consider the example in figure IV.1. Among
bitstrings of length 4, maximum 1 bitstring has complexity less than 1, maximum 3
bitstrings have complexity less than 2, maximum 7 bitstrings have complexity less than
3 and maximum 16 bitstrings have complexity less than 4. At least one bitstring has the
maximum complexity of at least 4. The consequence is that the general compressibility
of the bitstrings is very low. This argument can be generalised for sets of bitstrings of
any length n.
Theorem IV.1 (The Incompressibility Lemma [7]). Let c be a positive integer. Every
finite set A of cardinality m has at least m(1 − 21c ) + 1 elements x with C(x) ≥
log m − c.
1
{0, 1}0
{0, 1}1
{0, 1}2

an incompressible bitstring

2
4

8

{0, 1}3
{0, 1}4

Figure IV.1: The Incompressibility Lemma
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IV.2.2 Implications
Let us now consider the incompressibility lemma of Kolmogorov complexity and its
implications for the complexity of genotype strings. Informally, Kolmogorov complexity quantifies the complexity of all bitstrings.
For a given bitstring length, at least 12 of bitstrings of that length cannot be compressed more than one bit. Furthermore, at least 43 of bitstrings of that length cannot
be compressed more than two bits, 78 of bitstrings of that length cannot be compressed
more than three bits and so on (see Theorem IV.1). The number of bitstrings with
a given complexity value will be exponentially reduced with the value of complexity
until finally only at most one single bitstring has the lowest complexity value.
From the incompressibility lemma we know that for a given bit string length, most
of the bit strings are of high complexity. The description of a circuit is bound to contain
some regularity as gate types and connections are repeated several times in a circuit.
This regularity means the description of a circuit can be compressed and one could
potentially search in the space corresponding to the same length as the compressed
genotypes. The size of this search space is reduced exponentially with the compressibility of the genotypes that correspond to the phenotypes we search for. Considering a
case where the interesting genotypes are of complexity n2 , one could potentially reduce
n
the size of the search space with a factor of 2 2 .

IV.3 Simulation
The feed-forward simulator [1] designed allows simple, yet for our purposes, sufficiently realistic modelling of a digital circuit with the support for analogue noise and
signal values. The simulator is combinatorial and there is no concept of time. The
advantage of this approach is that many experiments can be run without requiring huge
amounts of computational resources, which would be the case with a state of the art
simulator e.g. SPICE. Additionally, it allows tuning to different technologies.
A sigmoid approximation to 5V CMOS technology is the core of the gate model.
The output of a gate is calculated as a function of the sigmoid approximation. This
function corresponds to F in the gate model shown in figure IV.2. E1 , E2 and E3 can
generate one of the supported errors or let the signal propagate through without error.
The probability of error is preset for each experiment, whilst the type of error is random
with equal probability for each of the three possible faults. The possible faults are of
type stuck-at errors, floating outputs and partly random output. In addition, there is
support for inducing signal noise at each gate output. Input or output stuck-at errors
cover the case of short-circuit to power or ground, or the cases of inter-signal short-
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circuits that behave as stuck-at errors when observed in a combinatorial and timeless
domain. Floating output errors cover cases where the output is completely random,
while partly random output covers the case where the output is correct for one logical
value while random for the other logical value e.g. logical 1 is represented as 1 whilst
logical 0 is represented as a random number from 0 to 1.

E1
F

E3

N

E2
E1 : Input error
E2 : Input error

F : Function generator
E3 : Output error

N : Noise

Figure IV.2: Generic 2-input Gate

The output noise N in figure 1 is noise that is superimposed on the output signal
to approximate errors that are not explicitly a part of the model e.g. thermal noise,
radiation, power supply noise, component variance and cross talk. Noise has no timerelated effects but is simply implemented as random numbers within a specified range
(in percent of the complete signal range).

IV.4 Digital circuit evolution
The circuits evolved for the experiments herein are combinatorial multipliers and adders.
A Cartesian Genetic Programming (GP) system was used, adopted from that of [10].
The genotype is a symbolic netlist as shown in one column in the example in table IV.2.
Each row represents a gate, with its type and from where to connect its two inputs.
Gate input connections can only be made to lower numbered gates (or the circuit inputs). This simple scheme assures a pure feed-forward network and thus combinatorial
circuits. The last gates in the netlist are connected to the circuit output. The available
gate types are NOT, AND, OR, NAND and NOR as well as connections to GND and
VCC. Mutation is applied at the gate level. A mutated gate either has one of its input
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connections rewired or its type is changed.
The goal of evolution is to generate a circuit that successfully produces the correct output vectors for all input vectors. The target behaviour (multiplier or adder) is
specified by a truth table. A candidate circuit is tested by applying the complete set of
input vectors and comparing produced output to the target truth-table. When evolving
circuits under fault or noise conditions, a circuit is subject to several noise or fault vectors. For each such vector the circuit is tested using the complete set of possible input
vectors. The analogue output values of the circuit are rounded to their closest logical
value and then compared to the target truth table.
The fitness function is expressed in Equation IV.2. A circuit C (an individual) is
tested against the target truth table (T ) a number of times (TPI ) under different environments. Noise and fault probabilities are used to generate the different environments
m for each test. The average of all tests is computed to yield a penalty for the number of incorrect output bits. Thus, the fitness is effectively the negative of the average
hamming distance between the measured function of the evolved circuit and the target
function truth-table.
F =−
F
TPI
diff ()
Cm
T

PTPI

n=1

diff (Cm , T )
TPI

!

(IV.2)

Fitness of individual
Test per individual
Number of incorrect output bits
Circuit in environment m
Target truth table

IV.5 Experiments
The following part describes the details of the experiments. First, a set of circuits
were evolved as described in section IV.5.1 and reported by [1]. Secondly, the evolved
circuits were converted to a binary format as described in section IV.5.2. Finally, the
LZ-complexity of the circuits were measured as described in section IV.5.3.

IV.5.1 Evolution of circuits
Using the described Cartesian GP system a set of 2-bit multipliers and adders was
evolved with 20 circuits of each type for each value of fault probability or amount of
noise. The GP parameters are shown in table IV.1. Neutral elitism is used, allowing the
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one best individual to take part in the next generation (randomly chosen if several are
equally good). The range of fault values was from 0% up to 14% chance of each gate
failing (with steps of 1%), whilst the range of noise applied was from 0% up to 70%
(with steps of 5%). The result was 4800 circuits evolved with simulations of different
amounts of faults or noise.
Parameter
Genotype size
Phenotype target
Population size
Elitism (neutral)
Max generations
Mutation rate
Crossover rate
Selection method
Group size
Selection prob.

Setting
40 gates
2-bit ADD & MUL
20
1
100k
5% pr. gate
20%, single-point
tournament selection
3
70%

Table IV.1: Cartesian GP settings
Further details on the evolved circuits with regards to evolvability, degree of fault
tolerance and robustness to noise can be found in earlier work reported by [1].

IV.5.2 Encoding of circuits
The employed Cartesian GP system uses a symbolic netlist representation. In order to
measure the LZ-complexity of genotypes we need an encoding scheme. An example
showing the encoding of a genotype is given in table IV.2.
This encoding scheme enumerates all the gate types using three bits. All connections are simply converted to binary numbers, using as few bits as possible (e.g. gate
7 can only have connections to lower number gates and thus each of that gate’s input
connections can be encoded using 3 bits). Gates that do not utilise both inputs (GND
and VCC have no inputs, NOT has one) are encoded with zeros for their unused connections. See for instance gate 38, a connection to V CC, in table IV.2. In addition, the
gates with output that does not propagate to the circuit output do not take part in the
phenotypic function and are coded as all zeros. An example of such a gate is gate 40
in table IV.2. This scheme preserves a constant genome length of 504 bits.
This encoding scheme was termed unused-to-zero in earlier work by [2]. All inactive parts of the genome are coded as zero. The result is that the measured LZcomplexity reflects the complexity of only the phenotypically active part of the genome.
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input
input
input
input
gate
gate
gate
gate
.
.
.
gate
gate
gate
gate + output
gate + output
gate + output
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label
0
1
2
3
4
5
6
7

38
39
40
41
42
43

SYMBOLIC
type
in A
in B

AND
NOT
OR
NOR

VCC
GND
NAND
AND
OR
NAND

3
4
0
2

30
15
37
38

1

type

BINARY
active
in A

in B

2
1

011
000
101
110

y
n
y
y

11
000
000
010

01
000
010
001

22
27
34
24

001
000
000
011
101
100

y
n
n
y
y
y

000000
000000
000000
001111
100101
100110

000000
000000
000000
011011
100010
011000

Table IV.2: Example genotype encoding of a 4-inputs, 3-outputs circuit

IV.5.3 Measuring complexity
In the experiments described, we used the standard compression library zlib [9] as
the Lempel-Ziv implementation. The complexity measure is obtained by compression
of the binary encoded genotype. The complexity of the genotype is equal to the length
of the compressed string and is denoted as LZ(x).
It should be noted that zlib produces some overhead data in the compressed string
and an incompressible string will compress to a longer string than the original. In
addition, the compressed string is output in bytes, thus the measurements will have a
resolution of 8 bits.
Since the compression is reversible, one could in theory search in bitstrings equal
to the length of a known compressed evolved multiplier or adder, employing an indirect
genotype-phenotype mapping e.g. LZ-decompression. This would reduce the size of
the search space, but with unknown effects on evolvability and search space topology.
By measuring the complexity of several evolved multipliers or adders, one can to some
extent uncover the possibilities of such a compression of the search space. If most
multipliers can be compressed from a length n to less than a length m, the search
space can in theory be reduced from 2n to 2m , while still maintaining the possibility of
discovering at least that same set of circuits.
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In the case of circuits evolved for fault-tolerance, the measured complexity is shown in
figures IV.3 and IV.4 respectively. The graphs show the average complexity drawn as
a solid black line, whilst the scattered circles are the individual measurements. Since
some circuits may have the same LZ-complexity points may overlap. This can often
be the case since the resolution of the LZ-complexity measure is limited to 8 bits. By
chance, some circuits may even be functionally the same or, less likely, even have the
same genotype.
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Figure IV.3: Complexity of evolved multipliers
From graphs IV.3 and IV.4 we can clearly see that the evolved circuits, both multipliers and adders, are less complex the higher fault-tolerance they were evolved for. In
fact, the multipliers evolved in an environment where 14% of the gates fail is, on average, of almost half the LZ-complexity of that of the standard multipliers (0% faults).
For adders, the relative difference in the LZ-complexity between standard circuits and
fault-tolerant ones does not seem as large as for multipliers. Comparing multipliers and
adders we observe that adders are in general slightly more complex than multipliers,
both for standard circuits and fault-tolerant ones. Before further discussions on this
phenomena, let us have a look at the individual measurements themselves.
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Figure IV.4: Complexity of evolved adders

From the scattered circles we can see that there are relatively large differences in
LZ-complexity even for circuits evolved under similar conditions i.e. when the probability of faults or the amount of noise is the same. For instance, comparing extreme
cases, some circuits evolved with requirements to fault-tolerance are more complex
than certain circuits evolved without such requirements. The major trend is, however, the opposite. It does seem the highest complexity values are reserved for circuits
evolved without requirements to tolerance. Conversely, none of the circuits without
tolerance requirements are of very low complexity.
Similar graphs showing the case of increasing amounts of noise during simulation
are shown in figures IV.5 and IV.6 for multipliers and adders respectively. As in the case
with fault-tolerant circuits, it is quite evident from the graphs that complexity decreases
as the circuits are evolved in increasingly noisy environments. Multipliers evolved in
a 70%-noise environment are on average of less than half the LZ-complexity of that of
the standard circuits. Again, the case of adders is less extreme, but nevertheless show
the same trend.
The results are shown in a more compact format in figure IV.7, showing box-plots
for both multipliers and adders. A box shows the interquartile range of the measured
values, with a line showing the median, whiskers showing extreme values and points
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Figure IV.5: Complexity of evolved multipliers

showing outlying measurements individually. Boxes are shown for evolved multipliers
and adders without special requirements and circuits performing the same functions in
simulations of either faults (14% probability) or noise (70% noise).
The box-plots confirm the earlier observations in that the circuits with requirements
on fault-tolerance or noise-robustness are of less LZ-complexity than the other circuits.
The box-plot also shows that this trend is stronger with multipliers than adders. The
reason for the latter is currently unknown and is probably a result of the difference in
architectures evolved for multipliers and adders.
Earlier investigations of the same circuits, reported by [1], show how the number
of active gates in the evolved circuits decreases with an increase in the amount of faults
and/or noise the circuits have to handle. It is assumed that this decrease in active gates
is one way that evolution copes with faults and noise in the circuits. Since faults occur
in each gate with a given probability and noise is applied at every gate output, reducing
the number of gates also reduces the total amount of “uncertainty” in the circuit. We
regard this phenomena as the major reason why the LZ-complexity of the evolved
circuits decreases when more faults or noise is introduced.
The motivation for the experiments is the possibility of shrinking the search space
using indirect genotype-phenotype mappings. Looking at the case of multipliers evolved
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Figure IV.6: Complexity of evolved adders

without special requirements, the box-plot in figure IV.7 tells us that the average such
multiplier is of LZ-complexity LZ = 430. In contrast, the average multiplier evolved
in with simulations of 70% noise is of LZ-complexity LZ = 180. In fact, all multipliers evolved with that much noise are below complexity LZ(x) < 220. Consequently,
one could potentially search in the space of genotypes of length 220, employing an
indirect mapping e.g. LZ decompression. This yields a potential search space reduction factor of 2(430−220) with regards to circuits evolved without simulated noise, and
2(620−220) compared to direct mapping (LZ = 620 is roughly the upper limit of the
genotype LZ-complexity as reported by [2]). The practical feasibility of actually doing
this does of course require substantial investigation. Notably, this argument only considers the complexity domain involved in indirect mapping. Important features such as
search space structure, neutrality, mapping schemes and distance correlation need to be
considered as well.
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Figure IV.7: Boxplot of multipliers and adders

IV.7 Conclusion and Future Work
The question as to when and if developmental mappings can be applied to the benefit
of an evolutionary system is to a large degree unanswered in the field in general. We
believe complexity to be a major factor in answering such a question. Herein, we have
investigated the complexity domain of evolved digital circuits, in particular circuits that
are evolved with simulated faults or noise.
The experiments are based on an algorithmic complexity measure, namely the
length of a string when compressed using Lempel-Ziv compression. Using this measure, it is clear that circuits evolved under conditions with many faults or much noise
are of less complexity than those evolved without those conditions. The ordinary circuits have in earlier work already been found to reside in a much smaller space of
complexities than the full space searched by an EA using a direct mapping.
In terms of artificial development, the measured LZ-complexities are promising
for the evolved digital circuits and the tolerant and robust ones in particular, in that
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with regards to complexity the circuits are suited for indirect mappings. As such, there
is potential of improvements in scalability, since employing an indirect mapping may
narrow the search down to a particular space of relevant complexity.
It should be noted that we have considered only the complexity and size domains
of the search space. For evolution to benefit from a search space size reduction, we
need to investigate other important features such as search space structure, neutrality
and genotype-phenotype mapping and distance correlation.
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Abstract
Neutrality is important in natural, molecular and artificial evolution. This
work studies how local neutral degree varies over the genospace in a simple
class of Lindenmayer-systems, and investigates whether this variation relates
to Lempel-Ziv complexity of the phenotype.

V.1 Introduction
Neutrality is the property in which two or more genotypes are assigned the same fitness
value. Neutrality occurs when two different phenotypes are equally fit, or when several
genotypes are mapped to the same phenotype by the genotype-phenotype mapping.
This work addresses the latter type of neutrality.
The neutral theory of evolution originated in evolutionary biology. Kimura questioned the idea that most evolutionary changes at the genotypic level are due to natural
selection [7]. He estimated the rate of evolutionary change in biological organisms.
Based on these rates, he argued for the fact that most mutations in biological organisms must be neutral, otherwise the organisms would not survive.
Later, researchers outside evolutionary biology began studying neutrality in domains, such as, RNA secondary structure folding and artificial evolution. One of
the central problems within artificial evolution is to understand how neutrality affects
evolvability. However, as experimental results were partly conflicting [6, 5, 19, 8],
researchers started to formulate more restricted questions, such as, studying various
types of neutrality [13].
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Research in artificial evolution seldom considers the case where the neutral degree
is non-uniform over the genospace. One of the general insights from detailed studies of
RNA sequence-secondary structure mappings, is that neutral degree varies in sequence
space. There are a few common structures each mapped to by a large number of sequences and many rare structures, each mapped to by a small number of sequences.
Sequences mapping to the common structures form large neutral networks such that
every sequence in the sequence space is within a short distance to these large networks
[15].
Several theoretical studies have shown interesting links between varying degrees of
neutrality and evolutionary dynamics. [17] clarified the role of neutral network topology on population dynamics. Under the assumption of an infinite population and a
single neutral network with dominating fitness, it was shown that the population will
drift towards those regions of the neutral network that are most densely connected.
As the population converges, the concentration of individuals over the neutral network
varies with the local neutral degree, with the highest concentrations in the most highly
connected regions of the neutral network. Later, [18] considered a scenario of two neutral networks, having different neutral degrees and different fitness. His results show
that at high mutation rates, highly connected neutral networks are favoured over fitter,
but less densely connected neutral networks. In situations with variable-length encodings, this type of bias towards regions of the genospace with high degree of neutrality
can be understood as selection for short genotypes [16, 12].
Lifting the sometimes implicit assumption in artificial evolution of uniform neutrality, may pose new and interesting questions. What types of fitness functions and which
genotype-phenotype mappings have local variations in neutral degree? Does variation
in neutral degree bias evolutionary search towards particular types of phenotypes? How
can evolutionary algorithms be constructed to take advantage of variations in neutral
degree? Local variations in neutral degree may be especially important in situations
involving complex genotype-phenotype mappings, such as artificial development.
This work introduces the 2PD0L-mapping, a simple genotype-phenotype mapping
based on Lindenmayer-systems [11]. It is investigated whether local neutral degree
varies in 2PD0L-mappings and if so, to what degree this variation correlates to the
complexity of the phenotypes.
In this paper, section V.2 defines the 2PD0L-mapping, neutrality and Lempel-Ziv
complexity. Some results about genotypes in the 2PD0L-mapping with, respectively,
minimum and high local neutral degrees are derived formally in section V.3. These
theoretical results are complemented with experimental results in sections V.4 and V.5.
Section V.6 summarises the main conclusions.

V.2. Definitions and Notation
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V.2 Definitions and Notation
In the following, Σ denotes a non-empty set called the alphabet. When concrete elements of the alphabet are needed, they will be denoted with letters A, B, C, .... The set
of all strings of length n over alphabet Σ is denoted by Σn , and the set of all strings of
any finite length over alphabet Σ is denoted by Σ∗ . If x and y are two strings, then xy
denotes the concatenation of the strings. If x is a string, then ℓ(x) denotes the length
of string x. The empty string is denoted ǫ and has length 0. If x is a string of length
n, then xi denotes the ith symbol in string x when 1 ≤ i ≤ n. The notation |X|
signifies cardinality of a set X and \ denotes set minus. If h is a function, then hk (x)
denotes k applications of function h on argument x. For example h1 (x) = h(x) and
h3 (x) = h(h(h(x))).
A genotype-phenotype mapping is represented as a mapping φ from the elements
of a genospace denoted G into elements of some phenospace denoted P. Local neutral
degree can now be defined as follows.
Definition V.1 (Local neutral degree). Given a genotype-phenotype mapping φ : G →
P and an associated neighbourhood relation N over the set of genotypes G, the local
neutral degree νφ (x) of mapping φ at genotype x is defined as
νφ (x)

=

|{y ∈ G : φ(x) = φ(y) and N (x, y)}|
.
|{y ∈ G : N (x, y)}|

(V.1)

In other words, the local neutral degree of a genotype is the fraction of the genotype’s neighbours that are neutral. Only one genotype-phenotype mapping, the 2PD0Lmapping, will be studied in the rest of this paper. To simplify notation, ν will be used
instead of νφ , where φ is taken implicitly to be the 2PD0L-mapping. Herein, the neighbourhood relation N is defined by the Hamming distance metric. The neighbourhood
relation N (x, y) holds, if and only if, the Hamming distance between genotype x and
genotype y is 1. A neutral network may be defined as a set of genotypes mapping to
the same phenotype [1]. In this work, a more restricted definition of neutral network
is required. A connected neutral network is a set of genotypes, mapping to the same
phenotype, that are also connected by the neighbourhood-relation. It should be noted
that the set of all genotypes that are mapped to a given phenotype may consist of one
or more connected neutral networks. In the rest of this paper, the term neutral network,
means connected neutral network. The diameter of a connected neutral network is the
longest distance between two genotypes on the same neutral network.
In this work, neutrality will be related to phenotypic complexity. In everyday use,
the term complexity is a vague concept subject to various meanings. One interpretation
is to say that simple objects are those that can be described in a few words, whilst
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the complex objects are those that need longer descriptions. Kolmogorov argued for
using programs for a Universal Turing Machine as a description method and program
length to quantify complexity [10]. According to this definition of complexity, random
strings are the most complex strings i.e. they are incompressible. On the other hand,
regular strings are compressible and therefor have low complexity. The Lempel-Ziv
compression algorithm can provide useful applications of the theory of Kolmogorov
complexity [2]. The Lempel-Ziv compression algorithm is used herein as a practical
measure of complexity inspired by Kolmogorov complexity.
One of the difficulties in research involving genotype-phenotype mappings is that
such mappings are often very complex. Due to this complexity, the type of questions
that can be answered exactly become limited. The success in RNA secondary structure folding research can to some degree be attributed to the relative simplicity of this
mapping [15]. Also, following the work of [4] in which theoretical analysis is done on
simple models first, a simple developmental mapping was chosen for this work.
This work proposes to use a limited class of Lindenmayer-systems called 2PD0Lsystems. The notation and classification for the 2PD0L-systems are based on the book
by Rozenberg and Salomaa [14]. In the abbreviation PD0L, 0 stands for contextindependence, D means deterministic and P means non-erasing i.e. the endomorphism
used in the definition of a PD0L-system never rewrites a symbol into the empty string.
This abbreviation is prefixed with 2, to indicate that all symbols are always rewritten
into 2 symbols.
Definition V.2 (2PD0L-system). A 2PD0L-system is a triple G = (Σ, h, ω) where Σ
is a finite set of symbols called the alphabet, ω is a member of Σ called the axiom, and
h : Σ∗ → Σ∗ is a mapping that satisfies the following three properties.
• h(ǫ) = ǫ

where ǫ is the empty string,

• h(xy) = h(x)h(y)

for all strings x and y over Σ, and

• the length ℓ(h(s)) = 2

for all symbols s in Σ.

The mapping h is called the endomorphism corresponding to the 2PD0L-system. A
2PD0L-system G = (Σ, h, ω) is said to produce the string hk (ω) after k rewriting
steps. The symbol → denotes a single application of the endomorphism, i.e. ω → h(ω).
Example V.1. Let G = (Σ, h, ω) be a 2PD0L-system with alphabet Σ = {A, B, C},
axiom ω = A and endomorphism h as given by the table below. Then this 2PD0Lsystem produces the string ABBCBCCA after three rewriting steps.
s
h(s)

A
AB

B
BC

C
CA

A → AB → ABBC → ABBCBCCA

V.2. Definitions and Notation
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The 2PD0L-mapping is constructed in such a way that each genotype in the mapping represents a unique 2PD0L-system. The corresponding phenotype is the string
that is produced by the 2PD0L-system after a predefined number of rewriting steps.
Given an ordered alphabet Σ and an axiom ω set to the first element in the alphabet, the
only part of a 2PD0L-system (Σ, h, ω) the genotype needs to encode is the endomorphism h. If the cardinality of alphabet Σ is n, then a string of length 2n can encode the
endomorphism h.
Definition V.3 (2PD0L-mapping). Let Σ = {s0 , ..., sn−1 } be an ordered alphabet of
k
cardinality n, and k a positive integer. Then the 2PD0L-mapping φk : Σ2n → Σ2 is
defined as
φk (x0 · · · x2n−1 ) = hkx (ω)

for all strings x = x0 · · · x2n−1 in Σ2n ,

where hkx (ω) is the string produced after k rewriting steps of a 2PD0L-system Gx =
(Σ, hx , ω) with axiom ω = s0 and endomorphism hx defined as
hx (si ) = x2i x2i+1

for all symbols si in alphabet Σ.

Example V.2. Consider an ordered alphabet Σ = {A, B, C, D}, and two genotypes
x = BBDDDBDD and y = BCDDDBDD. The Hamming-distance between these genotypes
is 1, so these genotypes are neighbours. Genotype x corresponds to a 2PD0L-system
Gx = (Σ, g, A), and genotype y corresponds to a 2PD0L-system Gy = (Σ, h, A) where
the endomorphisms g and h are defined as below.
g(A) = g(s0 ) = x0 x1 = BB
g(B) = g(s1 ) = x2 x3 = DD

h(A) = h(s0 ) = y0 y1 = BC
h(B) = h(s1 ) = y2 y3 = DD

g(C) = g(s2 ) = x4 x5 = DB
g(D) = g(s3 ) = x6 x7 = DD

h(C) = h(s2 ) = y4 y5 = DB
h(D) = h(s3 ) = y6 y7 = DD

Three rewriting steps of g and h from axiom A give
A →g BB →g DDDD →g DDDDDDDD
A →h BC →h DDDB →h DDDDDDDD

Hence, the 2PD0L-mapping φ1 on genotypes x and y evaluates to
φ1 (x) = φ1 (BBDDDBDD) = BB and
φ1 (y) = φ1 (BDDDDBDD) = BC.
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The 2PD0L-mapping φ2 evaluates to
φ2 (x) = φ2 (BBDDDBDD) = DDDD

and

φ2 (y) = φ2 (BDDDDBDD) = DDDB,
and so on.
Neutrality in genotype-phenotype mappings is here defined by equality between
phenotypes. But two developing phenotypes can be equal at some point in time in
their development, and may later develop into two different phenotypes. Therefore,
two types of neutrality will be defined. Step k-neutrality corresponds to equality at
some point in time k, while remaining neutrality corresponds to continuing equality
after some point in time in the development.
Definition V.4 (Step k-neutral). Two 2PD0L genotypes x and y corresponding to
2PD0L-systems with endomorphisms g and h are step k-neutral if g k (ω) = hk (ω).
Definition V.5 (Remaining neutrality). Two 2PD0L genotypes x and y remain neutral
if there exists an integer k such that they are step i-neutral for all integers i ≥ k.
The symbols in a 2PD0L-genotype have different roles in the development of the
phenotype. In the work herein, the following further definitions are required.
Definition V.6 (Terminology). Let x be a 2PD0L-genotype corresponding to a 2PD0Lsystem with endomorphism h. A symbol s in genotype x is called
redundant in x if there exists another symbol t such that h(s) = h(t),
reachable in x if symbol s occurs in hi (ω) for an integer i ≥ 1,
unreachable in x if symbol s is not reachable in x,
recurrent in x if symbol s is reachable in x and s occurs in hi (s) for an integer i ≥ 1,
and
non-recurrent in x if symbol s is is not recurrent in x.
Example V.3. Continuing from example V.2, genotypes x and y are step 0-neutral and
step 3-neutral, but not step 1-neutral or step 2-neutral. After step 3, the derivations
remain the same, so genotypes x and y remain neutral. Symbols B and D are redundant
in genotype x and in genotype y. Symbol C is unreachable in genotype x. Symbol D is
recurrent in both genotypes and symbols A, B and C are non-recurrent in both genotypes.

V.3 Theoretical results
The purpose of this section is to study the extremal cases, 2PD0L-genotypes with high
local neutral degree, and 2PD0L-genotypes with the minimal local neutral degree and
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consider both the number of genotypes with high respectively low local neutral degree
and the size and diameter of the corresponding neutral networks.

V.3.1 Genotypes with high local neutral degree
Genotypes with high local neutral degree are considered first. Genotypes with a high
neutral degree mean from definition V.1 those genotypes in which almost all the genotype’s neighbours are neutral i.e. a local neutral degree close to 1. As such, almost no
changes to such a genotype i.e. replacement of a symbol from alphabet Σ, will lead
to a different phenotype. For example, consider the alphabet Σ = {A, B, C, D}, axiom
ω = A and the genotype x = AABBCCDD. Genotype x corresponds to an endomorphism
hx where hx (A) = AA. As long as the two first symbols in genotype x remain AA, the
phenotype will also remain unchanged — a long sequence of A’s. So genotype x is an
example of a genotype with high neutral degree.
In 2PD0L-mappings with n symbols, each genotype has a total of (n − 1) · 2n
neighbours. In genotypes containing the rule A → AA, all symbols except symbol A are
unreachable symbols. Obviously, these genotypes must have many neutral neighbours.
There are (n − 1) · (2n − 2) ways of changing a single symbol in the parts of the
genotypes corresponding to unreachable symbols. So the local neutral degree of any
such genotype x is
ν(x) =

(n − 1) · (2n − 2)
= (n − 1)/n
(n − 1) · 2n

(V.2)

In any of the genotypes on this neutral network, changing symbols in one or more
positions in the genotype corresponding to the unreachable symbols does not affect the
phenotype. There are (2n − 2) genotype positions to change in any n ways. So these
genotypes form a neutral network of n2n−2 genotypes. The diameter of this neutral
network is (2n − 2), corresponding to two genotypes with endomorphism g and h
having the rule g(A) = h(A) = AA in common, and all other symbols different. The
distance from any genotype to this neutral network is never more than 2. So the neutral
network can be reached from any genotype by changing no more than 2 symbols in
that genotype.

V.3.2 Genotypes with minimum local neutral degree
Genotypes with a minimum neutral degree mean from definition V.1 those genotypes
where none of the genotype’s neighbours are neutral i.e. a degree of 0. As such, any
change to such a genotype i.e. replacement of a symbol from alphabet Σ, will lead to a
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different phenotype. In the previous subsection it was shown that a genotype with many
unreachable symbols had high local neutral degree. Clearly, all symbols are reachable
in genotypes with 0 local neutral degree. But genotypes without unreachable symbols
can still have neutral neighbours, as Example V.4 illustrates.
s
Example V.4. h(s)
g(s)

A
BB
BC

B
CC
CC

C
CC
CC

A →h BB →h CCCC →h · · ·
A →g BC →g CCCC →g · · ·

Proposition V.1. Given a 2PD0L-genotype x corresponding to a 2PD0L-system Gx =
(Σ, hx , ω). If genotype x is without unreachable symbols and has local neutral degree
ν(x) > 0, then there must be at least two symbols s 6= t in alphabet Σ such that
hix (s) = hix (t) for all integers i ≥ k, where k is some integer k > 0.
Proof. Assume genotype x has no unreachable symbols and a neutral neighbour y
corresponding to a 2PD0L-system Gy = (Σ, gy , ω). Because x and y are neighbours,
there is a single symbol u in alphabet Σ such that gy (u) 6= hx (u), and for all other
symbols v 6= u the endomorphisms are equal gy (v) = hx (v). Symbol u is reachable in
genotype x and is therefor also reachable in genotype y. Otherwise the two genotypes
x and y must have differed in more than one position.
The symbol u on which the endomorphisms differ must be non-recurrent. Suppose
otherwise, that symbol u is a recurrent symbol. Then symbol u occurs in an infinite
number of rewriting steps. For each rewriting step i in which u occurs, the derivations
will differ in the following rewriting step gyi+1 (ω) 6= hi+1
x (ω), which contradicts that
genotype x and genotype y remain neutral. Hence symbol u is non-recurrent in both
genotypes.
Let hx (u) = sz (or hx (u) = zs) and gy (u) = tz (or gy (u) = zt) where s, t, z
are some symbols in alphabet Σ and s 6= t. If symbol u occurs for the first time in
rewriting step hjx (ω) on endomorphism hx , then symbol u also occurs for the first time
in rewriting step gyj (ω) on endomorphism gy because hx and hy are equal on all other
symbols than u. Furthermore, because x and y are neutral and symbol u is reachable,
i+1
i
i
hi+1
x (u) = gy (u) for all i ≥ k for some k > 0. This implies hx (s)hx (z) =
gyi (t)gyi (z) and hence hix (s) = gyi (t) for all i ≥ k. Furthermore, the only symbol
u on which the endomorphisms differ will not occur in the derivation gyi (t), otherwise
symbol u would be recurrent. So also gyi (t) = hix (t) for all i ≥ 1. Combining the
two equalities hix (s) = gyi (t) and gyi (t) = hix (t) which hold for all i ≥ k, gives
hix (s) = hix (t) for all i ≥ k.
Proposition V.2 (Redundancy). Given a 2PD0L-genotype x corresponding to a 2PD0Lsystem Gx = (Σ, hx , ω). If there are two different symbols s and t in alphabet Σ where
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hix (s) = hix (t) for some integer i ≥ 1, then there exists at least two different symbols u
and v in alphabet Σ (not necessarily different from s and t) such that hx (u) = hx (v)
i.e. genotype x must have redundant symbols (see Definition V.6).
Proof. The proof is by induction on the number of rewriting steps i. On the first rewriting step, h1x (s) = h1x (t) trivially implies hx (u) = hx (v) for u = s and v = t, so the
proposition holds for the base case i = 1.
Suppose the proposition holds for the case i = k and assume that hk+1
(s) =
x
k+1
hx (t). There are two possibilities, either hkx (s) = hkx (t), in which case the proposition holds by the induction hypothesis, or hkx (s) 6= hkx (t).
For the possibility where hkx (s) 6= hkx (t), let the strings produced at kth rewriting step be hkx (s) = r1 · · · rm and hkx (t) = z1 · · · zm . Since these two strings are
different, there is at least one index j such that rj 6= zj . But equality between
hk+1
(s) = hx (r1 ) · · · hx (rj ) · · · hx (rn ) and hk+1
(t) = hx (z1 ) · · · hx (zj ) · · · hx (zn )
x
x
implies hx (rj ) = hx (zj ), so the proposition also holds for i = k + 1. The proposition
now holds for all i ≥ 1 by induction.
Proposition V.1 and Proposition V.2 can be combined to get a sufficient condition
for a genotype to have 0 local neutral degree.
Proposition V.3. If a 2PD0L-genotype x is free of unreachable and redundant symbols,
then that genotype has local neutral degree ν(x) = 0.
Proof. By Proposition V.1 and Proposition V.2, all genotypes without unreachable
symbols and local neutrality strictly higher than 0 must have redundant symbols. So
every genotype that is without unreachable symbols and is without redundant symbols
must have local neutral degree 0.
Proposition V.4. A 2PD0L-mapping with n symbols has at least nn (n − 1)! different
genotypes x with local neutral degree ν(x) = 0.
Proof. Let Σ be an ordered alphabet of cardinality n. A unique endomorphism hp,t
can be associated with each pair (p, t), where p is any ordering p = p1 , ..., pn−1 of the
symbols in Σ\{ω}, and t = t1 · · · tn is any string of length n over Σ. Assume that (p, t)
is such a pair. For each symbol s in alphabet Σ, let the corresponding endomorphism
hp,t be defined as

if s = ω,
 p 1 t1
hp,t (s) =
pi+1 ti+1 if s = pi with 1 ≤ i < n − 1, and
(V.3)

ωtn
if s = pn−1 .
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The left-most symbol in each production is unique. Hence, the genotype corresponding to hp,t is free for redundant symbols. Furthermore, every symbol pi occurs
in the ith rewriting step hip,t (ω) and symbol ω occurs in the nth rewriting step hnp,t (ω),
so all symbols are reachable. Hence by Proposition V.3, the genotype corresponding
to endomorphism hp,t has local neutral degree 0. Furthermore, the genotype corresponding to a given pair (p, t) is unique. There are (n − 1)! different orderings over
Σ \ {ω}, and nn strings of length n over Σ, hence there are at least nn (n − 1)! different
2PD0L-genotypes with local neutral degree 0.
Example V.5 illustrates the construction in the proof of proposition V.4.
Example V.5. Given an ordered alphabet Σ = {A, B, C, D, E, F, G, H}. Pick any string
t over Σ, and an ordering of Σ \ {A}, for example t = EBAHHEBA and p = CDHGBEF.
Using Eq. (V.3), the pair (p, t) can now be associated with an endomorphism hp,t over
Σ.
hp,t (ω) = hp,t (A) = p1 t1 = CE

hp,t (p4 ) = hp,t (G) = p5 t5 = BH

hp,t (p1 ) = hp,t (C) = p2 t2 = DB
hp,t (p2 ) = hp,t (D) = p3 t3 = HA

hp,t (p5 ) = hp,t (B) = p6 t6 = EE
hp,t (p6 ) = hp,t (E) = p7 t7 = FB

hp,t (p3 ) = hp,t (H) = p4 t4 = GH

hp,t (p7 ) = hp,t (F) = ωt8 = AA

Reordering the endomorphism hp,t (A) hp,t (B) hp,t (C) · · · hp,t (H) according to the
order of the alphabet gives a genotype x = CE EE DB HA FB AA BH GH with minimal
local neutral degree ν(x) = 0.
Proposition V.3 gives a sufficient condition for a genotype to have local neutral degree 0. However there are genotypes that do not satisfy the condition in Proposition
V.3, but still have local neutral degree 0. In example V.6, the genotype has no unreachable symbols, two redundant symbols, B and C, and still has local neutral degree 0. The
example also shows that the lower bound in Proposition V.4 under-approximates the
number of genotypes with local neutral degree 0.
Example V.6.

s
h(s)

A
BC

B
AA

C
AA

V.3.3 Relationship between these two extremes
In subsection V.3.1 it was found that no genotype is more than distance 2 away from the
neutral network with highest neutral degree. One can, in fact, construct genotypes with
the minimal local neutral degree 0 that neighbours the neutral network with highest
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local neutral degree. According to proposition V.3, there is a genotype with endomorphism h with 0 local neutral degree having rule h(ω) = ωs where s is some symbol
different from ω. This genotype neighbours the neutral network with highest local neutral degree. For example in the case where the cardinality of the alphabet Σ is n = 3,
genotypes with endomorphisms g and h as defined in the tables below are neighbours.
s
h(s)

A
AA

B
BC

C
CB

s
g(s)

A
AB

B
BC

C
CB

On one hand, the genotype corresponding to endomorphism h has a maximal local
neutral degree (n − 1)/n = 2/3 by Eq. (V.2). On the other hand, the genotype
corresponding to endomorphism g obeys the condition in Proposition V.3 and thus has
minimal local neutral degree 0. Similar examples exist for all values of n.

V.4 Experiments
To complement theoretical investigations for the extremal cases, numerical statistics
on neutrality in 2PD0L mapping were collected from two sets of experiments: from
random sampling of genotypes and from random walks on neutral networks.
A random walk on a neutral network is initiated by randomly selecting a starting
genotype, called the current genotype. A random neighbour is then selected. If the
selected neighbour is neutral to the current genotype, then the current genotype is set
to this neutral neighbour. If this neighbour is not neutral, then the current genotype
remains unchanged. This type of random walk is sometimes called a blind ant walk.
It can be shown that asymptotically the blind ant walk on a neutral network will spend
equal amounts of time at each genotype on the neutral network, irrespective of the
neutral network topology [17].
Some of the experimental results will be presented with scatter plots. In these plots,
a line is fitted with the locally weighted regression algorithm lowess [3].

V.4.1 Random sampling of genotypes
Statistics from 42000 randomly sampled 2PD0L-genotypes were collected. The particular 2PD0L-mapping chosen had alphabet size n = 10 and k = 10 number of
rewriting steps. Here, local neutral degree was calculated with respect to step k-local
neutral degree. For each sampled genotype x, two numbers were calculated, the local
step k-neutral degree ν(x) and the Lempel-Ziv complexity of the corresponding phenotype φk (x). The local neutral degree was calculated by finding the phenotypes of
each of the (n − 1) · 2n neighbours of genotype x and then calculating the fraction of
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these phenotypes that were equal to phenotype φk (x). The phenotype φk (x) was represented in ASCII before estimating the Lempel-Ziv complexity of the phenotype. Each
symbol was represented with a unique two-digit number, each digit represented with a
byte. With k rewriting steps, the ASCII-representation of the phenotype was thus 2k+1
bytes long. This string was compressed using the zlib-library. The number of bytes
of the compressed string was then considered to be the Lempel-Ziv complexity of the
phenotype.

V.4.2 Random walk on neutral networks
Statistics from 1000 random walks on neutral networks was collected from the 2PD0L
mapping with alphabet cardinality n = 10 and k = 10 rewriting steps. Again, local
neutral degree corresponds to step k-neutral degree.
Each random walk was run until 500 steps were achieved. The Lempel-Ziv complexity of the phenotype was calculated on the first step of the random walk. For each
step in the random walk, the step k-local neutral degree and the genotypic distance
from the start position in the neutral walk were calculated. The longest distance from
the start position to a point on the walk will be referred to as the estimated diameter of
the network.
The number of experiments, 1000 random walks, may seem small compared to the
number of experiments in the previous set of experiments. However, with 1000 random
walks, each consisting of 500 steps, the neighbourhood of 500000 genotypes needs to
be investigated. So the random walk experiments are computationally more intensive
than the experiments with randomly sampled genotypes.

V.5 Experimental results
V.5.1 Random genotypes
Figure V.1 shows the distribution of Lempel-Ziv complexities of phenotypes, corresponding to 42000 randomly sampled genotypes. The values range from 22 bytes to
149 bytes. The distribution is slightly multi-modal with two peaks. There is a small
peak at 22 bytes and a larger peak around 110 bytes. The average Lempel-Ziv complexity is approximately 96 and the sample variance is 491. The data indicates a relatively
wide spread in Lempel-Ziv complexity of 2PD0L-phenotypes compared to the distribution of Lempel-Ziv complexities of randomly sampled strings calculated in [9]. This
random string distribution showed a lower variance, where almost all strings had high
Lempel-Ziv complexity and very few strings had low Lempel-Ziv complexity
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Figure V.2 contains a histogram showing the sample distribution of local neutral
degrees for 42000 randomly sampled genotypes. The histogram indicates the variation
in neutral degree among the sampled genotypes. The neutral degree of the sampled
genotypes ranges from 0.1 to 0.9 with sample mean 0.22 and sample variance 0.034.
These data indicate that neutral degree varies in the entire range from low neutral degree to high neutral degree, but there is a predominance of genotypes with low neutral
degree. The distribution is highly multi-modal, with peaks at values 0.0, 0.1, 0.2, ...,
0.9. Among the 42000 sampled genotypes, as many as 95 % of the genotypes had local
neutral degree equal to one of these values. The values in Figure V.2 are not directly
comparable with the theoretical values obtained in section V.3.1 and in proposition V.4
because these results are based on remaining neutrality while the experimental results
are based on step k-neutrality.

0
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100
Lempel−Ziv Complexity

150

Figure V.1: Distribution of Lempel-Ziv complexity of phenotypes corresponding to
sampled genotypes.
In Figure V.3, local neutral degree is plotted against Lempel-Ziv complexity of the
phenotype. The local neutral degree is negatively correlated with Lempel-Ziv complexity (correlation factor -0.765). Genotypes with low local neutral degree (close to
0) are typically mapped to phenotypes with relatively high Lempel-Ziv complexity.
Genotypes with high local neutral degree (close to 1) are typically mapped to phenotypes with relatively low Lempel-Ziv complexity. The samples were divided into two
groups: Group Low containing genotypes with local neutral degree less than 0.3 and
Group High containing genotypes with local neutral degree higher than 0.6. Group
Low contains 2519 samples and Group High contains 33290 samples. The Lempel-Ziv
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Figure V.2: Local neutral degree of sampled genotypes.
complexities of these two groups are compared in a box plot in Figure V.4. Group Low
has higher expected Lempel-Ziv complexity than Group High.

V.5.2 Random walks on neutral networks
In 813 out of 1000 random walks, the local neutral degree was identical in each step of
the random walk. In the other 187 random walks, the largest difference in local neutral
degree on the same neutral network varied in the range from 0.005555 to 0.288900.
There was no indication of a relation between average local neutral degree on the neutral network and the absolute difference in local neutral degree. The data is summarised
in a histogram in Figure V.5.
The average local neutral degree over a neutral network correlated well (correlation coefficient 0.994) with estimated neutral network diameter — see the scatter plot
in Figure V.6. The average local neutral degree over a neutral network correlated negatively (correlation coefficient -0.793) with Lempel-Ziv complexity of the associated
phenotypes — see Figure V.7. The local neutral degree on the horizontal axis, is plotted against the Lempel-Ziv complexity on the vertical axis. Neutral networks with
high local neutral degree (close to 1) were often associated with regular phenotypes
having low Lempel-Ziv complexity. On the other hand, neutral networks with low
local neutral degree (close to 0) were typically associated with irregular phenotypes
having high Lempel-Ziv complexity. Similarly, the estimated neutral network diameter
correlated negatively (correlation coefficient -0.811) with Lempel-Ziv complexity of
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Figure V.3: Local neutral degree of genotype against Lempel-Ziv complexity of phenotype.
the associated phenotype — see Figure V.8. The estimated neutral network diameter
on the horizontal axis, is plotted against the Lempel-Ziv complexity on the vertical
axis. Neutral networks with large estimated diameter (close to 20) were often associated with regular phenotypes having low Lempel-Ziv complexity. On the other hand,
neutral networks with short diameter (close to 1) were often associated with irregular
phenotypes, having high Lempel-Ziv complexity.

V.6 Conclusion
The 2PD0L-mapping was defined, enabling both a theoretical and experimental study
of the variations in local neutral degree in the genospace to be undertaken. Genotypes
of either very low or very high local neutral degree were described. Furthermore,
the variation in local neutral degree with Lempel-Ziv complexity of the corresponding
phenotypes was compared.
Three main observations can be made, however the following restrictions of the
work must be kept in mind. The work does not consider neutrality in fitness functions, or neutrality in other mappings than the 2PD0L-mapping. It is unknown whether
the experiments on more complex mappings would give similar results. Phenotypic
complexity is measured with Lempel-Ziv complexity. Although another compression
algorithm may have given slightly different results, the Lempel-Ziv complexity mea-
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Figure V.4: Box plot of Lempel-Ziv complexity of phenotypes in Group Low (genotypes x with ν(x) ≤ 0.3) and in Group High (genotypes x with ν(x) ≥ 0.6).
sure is a good indicator of the degree of irregularity in strings.
The first result is that local neutral degree in 2PD0L-mapping varies considerably
over the genospace. There are many genotypes with no neutral neighbours (local neutral degree 0), but there are also many genotypes with almost completely neutral neighbourhood (local neutral degree close to 1). The latter group of genotypes belong to
large neutral networks such that any genotype is within a short distance to such a neutral network. Furthermore, neighbouring genotypes can have completely different local
neutral degree.
Secondly, local neutral degree varies little over a single neutral network. In most of
the random walk experiments, local neutral degree remained constant. In light of van
Nimwegen’s result [17], one would expect a population to spread uniformly over the
neutral network in the 2PD0L mapping and not to converge to certain positions of the
neutral network.
Thirdly, local neutral degree and diameter of neutral networks correlates negatively
with Lempel-Ziv complexity of the corresponding phenotype. Genotypes with high
local neutral degree or on neutral networks with a large diameter, often map to phenotypes with relatively low Lempel-Ziv complexity. Genotypes with low local neutral
degree, or on neutral networks with small diameter, often map to phenotypes with relatively higher Lempel-Ziv complexity. This result is significant in the light of Wilke’s
studies of populations evolving on neutral networks [18]. He showed that in a situation
with two neutral networks of approximately the same fitness, the neutral network with
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Figure V.5: Distribution of absolute difference in local neutral degree over a neutral
network.
highest local neutral degree would be chosen by an evolving population. Combined
with the results on the relationship between Lempel-Ziv complexity and local neutral
degree, one could argue that when 2PD0L-mapping is used on a given problem, and
the population has the choice between two equally-fit phenotypes, the population will
choose the least complex (or most regular) phenotype, because it is likely to be more
robust to mutations. This is akin to the principle of Occam’s Razor, which states that
“When multiple explanations are available for a phenomenon, the simplest version is
preferred.”
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in Indirect Genotype-Phenotype Mappings1
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NO-7491 Trondheim, Norway

Abstract
The benefits of neutrality may be said to be a disputed topic within Evolutionary Computation. To gain a better understanding of neutrality with respect to
indirect genotype-phenotype mappings, this work analyses the accessibility of
neighbouring neutral networks. Accessibility is a mathematical concept introduced in theoretical biology. The concept is here applied on a sufficiently
simple indirect genotype-phenotype mapping, termed 2PD0L-mapping.

VI.1 Introduction
In the late sixties, Kimura questioned the idea that most evolutionary changes at the
genotypic level are due to natural selection [6]. He estimated the rate of evolutionary
change in biological organisms. Based on these rates, he argued for the fact that most
mutations in biological organisms must be neutral, otherwise the organisms would not
survive.
The field of evolutionary computation has studied neutrality extensively in the past
ten years. It has been found that many fitness functions allow neutrality. However,
it is unclear how neutrality affects the behaviour of evolutionary algorithms. A number of researchers have shown that neutrality improves evolvability in the experiments
conducted [5, 3, 16]. The argument for improved evolvability, is that instead of being
trapped in local optima, the population can drift along a neutral network to explore
other parts of the search space and find more fit solutions. However, research has also
highlighted that this is not always the case [7, 10].
1 The

erratum in section VI.6 corrects an error in the conference version of the paper.
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Neutrality occurs in the fitness function when two different phenotypes are equally
fit and in the genotype-phenotype mapping when several different genotypes are mapped
to the same phenotype. The term neutral network may be used to describe the set of
genotypes with equal fitness or the set of genotypes which map to a given phenotype. This work considers connected neutral networks (see section VI.3) in an indirect
genotype-phenotype mapping.
Extensive studies have been conducted within theoretical biology focussing on neutrality in indirect genotype-phenotype mappings [12]. These studies are particularly
focused on the structure of neutral networks. Further, the works of van Nimweegen et
al and Wilke have highlighted the link between the structure of neutral networks and
evolutionary dynamics [14, 15]. Recent work on the role of neutrality in evolutionary
computation suggests that the type of neutrality may be important for determining the
effects neutrality has on evolutionary search [10].
However, little is known about the structure of neutral networks in indirect genotypephenotype mappings. In experiments on genotype-phenotype mappings based on boolean
networks (RBN) and cellular automata (CA), the structure of the neutral networks
found were described as “highly intertwined” [3].
Structural aspects of neutral networks in the 2PD0L-mapping – a mapping based
on Lindenmayer-systems [9], were studied in [8]. It was found that the size of neutral
networks in this mapping varied from small to very large. Furthermore, the size of
neutral networks has a negative correlation with Lempel-Ziv complexity2 of the corresponding phenotypes in 2PD0L-mapping. In this mapping, genotypes with high local
neutral degree and neutral networks with a large diameter, often mapped to phenotypes
with relatively low Lempel-Ziv complexity. Conversely, genotypes with low local neutral degree and neutral networks with small diameter, often mapped to phenotypes with
relatively high Lempel-Ziv complexity.
This paper continues the study of neutrality in 2PD0L-mappings. Whilst the previous study focused on properties of single neutral networks, this work focuses on
how pairs of neutral networks relate to each other. More specifically, the relationship
between neutral networks of the 2PD0L-mappings are characterised by accessibility.
Accessibility is a mathematical concept introduced in theoretical biology [13]. Following the work of Wegener et al [2], applying theoretical analysis to simple models first,
the simple 2PD0L-mapping was chosen for this work.
In this paper, section VI.2 introduces the mathematical concepts and section VI.3
provides the definitions used in this work. The main results are derived in section VI.4
and are summarised in section VI.5.
2 The Lempel-Ziv complexity [8] of a string is the length of the compressed string after compression using
the Lempel-Ziv compression algorithm.
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Figure VI.1: Map analogy of Accessibility Relation.

VI.2 Theoretical background
The dynamics of an evolving population may be interpreted geometrically as movements within the genospace and phenospace respectively. For example, a mutation is
interpreted as moving an individual a limited distance in the genospace. This movement translates to a movement of the individual in the phenospace.The relationship
between the movement in the genospace and the phenospace, respectively, depends on
the indirect mapping. This interpretation of indirect mappings may be formalised as a
mapping between two sets, representing the genospace and phenospace, and distance
metrics to interpret distances in the genospace and phenospace.
A direct consequence of using distance metrics in genospace and phenospace, is
that distances must be symmetric. Hence, the distance from a genotype a to another
genotype b is the same as the distance from genotype b to genotype a. Similarly, the
distance from a phenotype X to another phenotype Y is the same as the distance from
phenotype Y to phenotype X.
However, in the case of indirect genotype-phenotype mappings, with a large degree
of neutrality, symmetry of distances in phenospace can be misleading. This problem
can be described metaphorically with a map analogy [13]. Consider a map of Europe,
as depicted in Figure VI.1. Each country corresponds to a phenotype and each position on the map corresponds to a genotype. There are several neighbouring genotypes
(positions) which map to the same phenotype (country). These genotypes form neutral
networks. A neutral networks share borders with other neutral networks. For example,
the fraction of Switzerland’s border, bordering France, is much larger than the fraction
of France’s border, bordering Switzerland. The relatively large border from Switzerland to France implies that from a random position in Switzerland, one is likely to end
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up in France. Conversely, from a random position in France, the relatively small border
with Switzerland implies that one is not so likely to end up in Switzerland.
The example described, illustrates the lack of symmetry in accessibility between
these countries. Interpreting these countries as phenotypes, and positions as genotypes, one can see that the ease in which one can move from a random genotype a
(position) with its respective phenotype X (country) to another genotype b resulting in
its phenotype Y does not necessarily reflect the ease in which a random genotype c in
phenotype Y can move to some genotype d in phenotype X.
The notion of accessibility was introduced as an alternative to the metric distance to
measure how easily, from a given phenotype, one can access another given phenotype
within the phenospace [13]. Informally, the accessibility from a neutral network A
to another neutral network B, is the fraction of the border of the neutral network A
which falls within the neutral network B. The accessibility relation induces a structure
in phenospace called a pretopology [13]. The usefulness of pretopological spaces in
evolutionary computation was discussed in [4].

VI.3 Definitions and Notation
In the following, the symbol Σ denotes a non-empty set called the alphabet. Symbol
ǫ denotes the empty string. If w1 and w2 are two strings, then w1 w2 denotes the concatenation of the strings. If w is a string, then ℓ(w) denotes the length of string w. The
symbol × denotes the cartesian product between sets, the symbol \ denotes set minus.
The notation |X| signifies cardinality of a set X.
Definition VI.1 (Metric). A metric on a set of elements X is any function g : X ×X →
R with nonnegative values satisfying the following three conditions:
g(x, y) = 0 if and only if x = y,
g(x, y) = g(y, x) for all pairs of elements x and y in X,
g(x, z) ≤ g(x, y) + g(y, z) for all triples of elements x, y and z in X (triangle
inequality).
A metric space is a tuple (X, d) where d is a metric on set X.
In the rest of this paper, d denotes the Hamming distance metric. If x and y are
strings of equal length, then the Hamming distance d(x, y) is the number of positions
in which the strings differ. Two strings x and y are called neighbours if d(x, y) = 1.
Definition VI.2 (Path, Connected set). Let Σ be a finite set and n ≥ 1. A path between
two elements x and y in Σn is a sequence of elements x1 , ..., xk such that x1 = x,
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xk = y and d(xi , xi+1 ) = 1 for 1 ≤ i < k. The length of the path is the number of
elements k in this sequence.
A subset V of Σn is called connected if for all pairs of elements x and y in subset
V , there exists a path between x and y that is contained in subset V .
Definition VI.3 (Crossection). Let Σ be a finite alphabet and n ≥ 1. A crossection3 between two elements x and y in Σn is a path x0 , ..., xk between x and y where
d(x, xi ) = i for all 0 ≤ i ≤ k.
Definition VI.4 (Segment). Let (X, d) be a metric space. The segment between two
elements x and y of X is the set
[x, y] = {z ∈ X | d(x, z) + d(z, y) = d(x, y)}.

(VI.1)

Definition VI.5 (Convex and Concave Sets). Let (X, d) be a metric space and V a
subset of X. Subset V is called a convex set if for any pair of elements x and y in set
V , the segment [x, y] is contained in V (i.e. ∀x, y ∈ V, [x, y] ⊆ V ). If there is a pair of
elements x and y in set V which is not contained in V (i.e. ∃x, y ∈ V st. [x, y] 6⊆ V ),
then V is called a concave set.
Definition VI.6 (Diameter). The diameter of a subset V of a metric space (X, d) is
defined as
diam V = max d(x, y).
x,y∈V

(VI.2)

A neutral network may be defined as the set of all genotypes mapping to the same
phenotype [1]. In this work, a more restricted definition of neutral network is required.
A connected neutral network is a neutral network which is connected in the sense of
Definition VI.2. It should be noted that a neutral network may consist of one or more
connected neutral networks. In the rest of this paper, the term neutral network, means
connected neutral network. The diameter of a connected neutral network is the longest
distance between two genotypes on the same neutral network.
Definition VI.7 (Endomorphism). Given an alphabet Σ. For each symbol a in alphabet Σ, let h(a) be a finite string over Σ. Furthermore, for all finite strings w1 and w2
over Σ, define h(w1 w2 ) = h(w1 )h(w2 ) and h(ǫ) = ǫ. Then mapping h is called an
endomorphism over alphabet Σ.
3 The

term crossection used in this paper can be better termed geodesic path. (PKL, July 2006.)
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Definition VI.8 (2PD0L-system). A 2PD0L-system is a triple G = (Σ, h, ω) where
Σ = {a, ...} is a finite set of symbols called the alphabet, h is an endomorphism over
Σ where the length ℓ(h(s)) = 2 for all symbols s in Σ, and ω is a symbol called the
axiom which is always set to ω = a. The symbol → denotes a single application of the
endomorphism.
The name 2PD0L is based on the notation and classification of Lindenmayersystems described in [11]. In the abbreviation PD0L, 0 stands for context-independence,
D means deterministic and P means non-erasing. This abbreviation is prefixed with 2,
to indicate that single symbols are always rewritten into 2 symbols.
In the 2PD0L-mapping, each genotype represents a 2PD0L-system. Given an alphabet Σ, the only part of a 2PD0L-system (Σ, h, ω) one needs to encode, is the endomorphism h. If the cardinality of the alphabet is L = |Σ|, then a string of length 2L
can encode the endomorphism h.
Definition VI.9 (2PD0L-mapping). Given a positive integer k and an alphabet Σ =
k
{a0 , ..., an−1 }, define the 2PD0L-mapping φk : Σ2|Σ| → Σ2 as φk (x0 ...x2n−1 ) =
hk (ω), where hk (ω) are k applications of an endomorphism h defined by h(ai ) =
x2i x2i+1 for all symbols ai in alphabet Σ, where x2i x2i+1 denotes the two symbols at
position 2i and (2i + 1) in string x.
Example VI.1. Consider an alphabet Σ = {a, b, c, d}, and two genotypes x =
bbdddbdd and y = bcdddbdd. The Hamming-distance between these genotypes is
1, so these genotypes are neighbours. Genotype x corresponds to a 2PD0L-system
having endomorphism g where
g(a) = g(a0 ) = x0 x1 = bb
g(b) = g(a1 ) = x2 x3 = dd
g(c) = g(a2 ) = x4 x5 = db
g(d) = g(a3 ) = x6 x7 = dd
Similarly, genotype y corresponds to a 2PD0L-system having endomorphism h where
h(a) = h(a0 ) = y0 y1 = bc
h(b) = h(a1 ) = y2 y3 = dd
h(c) = h(a2 ) = y4 y5 = db
h(d) = h(a3 ) = y6 y7 = dd
Three derivations of g and h from axiom a gives
a →g bb →g dddd →g dddddddd
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a →h bc →h dddb →h dddddddd

Hence, the 2PD0L-mapping φ1 evaluates to

φ1 (bbdddbdd) = bb

and

φ1 (bddddbdd) = bc.
The 2PD0L-mapping φ2 evaluates to
φ2 (bbdddbdd) = dddd and
φ2 (bddddbdd) = dddb,
and so on.
The Hamming distance is applied as a distance metric in the 2PD0L-genospace. So
the distance between two genotypes in the 2PD0L-mapping is the number of positions
in the genotypes in which they differ. Two individuals can be equal at some point in
time in their development, but may later develop into unequal individuals.
Step k-neutrality corresponds to equality at some point in time k, while stable neutrality corresponds to remaining equality after some point in time in the development.
Definition VI.10 (Step k-neutral). Two 2PD0L genotypes x and y corresponding to
2PD0L-systems with endomorphisms g and h are step k-neutral if g k (ω) = hk (ω).
Definition VI.11 (Stably neutral). Two 2PD0L genotypes x and y are stably neutral if
there exists an integer k such that they are step i-neutral for all integers i ≥ k.
In the rest of this paper, the term neutral refers to stably neutral.
Definition VI.12 (Neutral network in 2PD0L-mapping). Let Σ be an alphabet of cardinality L. The neutral network corresponding to a genotype x in Σ2L is the largest
subset X of Σ2L such that for all genotypes y in set X, genotypes x and y are stably
neutral and there is a path from x to y in X.
The symbols in a 2PD0L-genotype have different roles in the development of the
phenotype. In the work herein, the following further definitions are required:
Definition VI.13 (Terminology). Let x be a 2PD0L-genotype corresponding to a 2PD0Lsystem with endomorphism h. A symbol u in genotype x is called:
redundant in x if there exists another symbol v such that h(u) = h(v). unreachable
in x if symbol u never occurs in hi (ω) for any integer i ≥ 1. transient in x if there is
a positive integer k such that symbol u never occurs in hi (ω) for any integer i ≥ k.
A symbol u is called recurrent symbol in genotype x if it is neither unreachable, nor
redundant, nor transient in genotype x.
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Figure VI.2: Illustration of boundary and accessibility.
Example VI.2. Continuing from the previous example, genotypes x and y are step 0neutral and step 3-neutral, but not step 1-neutral or step 2-neutral. After step 3, the two
derivations remain the same, so genotypes x and y are stably neutral. Symbol b and d
are redundant in genotype x and in genotype y. Symbol c is unreachable in genotype
x. Finally, symbols a, b and c are transient in both genotypes.
Definition VI.14 (Boundary). Let X be a non-empty subset of Σn , where Σ is a finite
alphabet and n > 0. Define the boundary around X as
∂X =

{x ∈ Σn \ X | ∃y ∈ X s.t. d(x, y) = 1},

(VI.3)

where d(·, ·) is the Hamming distance.
Intuitively, the boundary around a set is the elements outside the set which have
neighbouring elements within the set.
Definition VI.15 (Accessibility). Let X and Y be two neutral networks. Then the
accessibility from network X to network Y is defined as
A(Y x X) =

|∂X ∩ Y |
.
|∂X|

(VI.4)

Intuitively, the accessibility from network X to network Y , is the fraction of the
boundary of X which intersects with network Y . Definition VI.15 differs from the
definition of accessibility in [13] in the sense that only connected neutral networks are
considered herein.

VI.4 Theoretical results
First, it is shown that all concave subsets of Σn contains one or more simple configurations called diamond shapes. Then it is shown that none of the neutral networks in
the 2PD0L-mapping contain diamond shapes, which implies that all neutral networks
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Figure VI.3: The diamond shape.
in the 2PD0L-mapping are convex sets. Finally it is shown how convexity of neutral networks can be used to calculate accessibilities between neutral networks in the
2PD0L-mapping.
Definition VI.16 (Diamond shape). Let Σ be a finite set and n ≥ 2. A subset X
of Σn contains a diamond shape if there are four elements x1 , x2 , x3 and y in Σn ,
where x1 , x2 and x3 are members of set X, and y is not member of X, and these
elements are related by distances d(x1 , x2 ) = d(x2 , x3 ) = d(x3 , y) = d(y, x1 ) = 1
and d(x1 , x3 ) = d(x2 , y) = 2.
Figure VI.3 illustrates a diamond shape.
Proposition VI.1. Given a subset X ⊂ Σn where Σ is a finite alphabet and n ≥ 2. If
X is connected and concave, then X contains the diamond shape.
Proof. If X is a connected set, then a pair of elements x and y is called an X-cutting
pair if x and y are members of set X and segment [x, y] contains an element which is
not member of set X. The length of an X-cutting pair is the length of the shortest path
between x and y that is contained in set X.
Assume that X is a connected, concave subset of Σn . Hence, there must be one or
more pairs of elements x and y in X such that the segment [x, y] contains an element
z which does not belong to set X. Among these, select the shortest X-cutting pair
x, y. Assume that the shortest path from x to y in X has k elements x1 , x2 , ..., xk .
By Definition VI.2, distance d(xi , xi+1 ) = 1 for all 1 ≤ i < k. Obviously, segment
[x2 , y] is contained within set X, otherwise the pair x2 , y would have been a shorter
X-cutting pair.
Because X is concave, there is at least one crossection x1 , x′1 , ..., y between x1
and y that contains an element z outside X. Pick one of those crossections. Then,
by the definition of crossection, distances d(x1 , x′1 ) = 1 and d(x′1 , y) = d(x1 , y) −
1. The triangle inequality bounds d(x′1 , x2 ) ≤ 2. Furthermore, if d(x′1 , x2 ) = 0 or
d(x′1 , x2 ) = 1, then x2 , y would have been a shorter X-cutting pair than x, y. Hence,
distance d(x′1 , x2 ) = 2. There are now three sub cases as depicted in Figure VI.4.
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Case a) where d(x2 , y) = d(x1 , y) + 1, implies that [x1 , y] ⊂ [x2 , y]. So all
of segment [x2 , y] is contained in X, which would contradict that [x1 , y] contains an
element z not member of X. This case is therefore impossible.
In case b) where d(x1 , y) = d(x2 , y), there is an element x′2 such that d(x1 , x′1 ) =
d(x2 , x′2 ) = 1, d(x1 , x′2 ) = d(x2 , x′1 ) = 2 and d(x′1 , y) = d(x′2 , y) = d(x1 , y) − 1.
Since x′2 belongs to the segment [x2 , y], element x′2 belongs to set X. If x′1 do not
belong to X, then the four elements x1 , x′1 , x2 and x′2 form a diamond shape. On
the other hand, if x′1 belongs to X, then the segment [x′1 , y] contains an element not
belonging to X, and the path from x′1 to y (via x′2 ) is one step shorter than the path
from x1 to y. This would contradict that x, y was the shortest X-cutting pair. Hence,
x′1 cannot be member of X.
In case c) where d(x1 , y) = d(x2 , y)+1, there is an element x′2 such that d(x1 , x′1 ) =
d(x2 , x′2 ) = 1, d(x1 , x′2 ) = d(x2 , x′1 ) = 2 and d(x′1 , y) = d(x2 , y) and d(x′2 , y) =
d(x2 , y) − 1. An analog argument holds for this case. Element x′1 cannot belong to
X, otherwise there would have been a shorter X-cutting pair than x, y. Again, the four
elements x1 , x′1 , x2 and x′2 form a diamond shape.
The notation u ⇒h v means that there is an i ≥ 0 such that symbol v occurs in
string hi (u). The following Lemmas will be needed when proving Proposition VI.2.
Lemma VI.1. Given a symbol t and two endomorphisms h and g corresponding to
2PD0L-systems. If g(s) = h(s) for all symbols s where t ⇒g s or t ⇒h s, then
g i (t) = hi (t) for all i ≥ 1.
Proof. Endomorphisms h and g are equal on all symbols that can be derived from
symbol t, so derivations from symbol t cannot differ.
Lemma VI.2. If g and h are endomorphisms corresponding to two genotypes on the
same neutral network, and g(s) 6= h(s) for a reachable symbol s, then symbol s cannot
be recurrent in g or h.
Proof. If symbol s is recurrent, then symbol s will occur an infinite number of times
in the derivation. Every point in time i this occurs, g and h will differ in point in time
(i + 1), which contradicts that g and h are stably neutral.
Lemma VI.3. Let g and h be two endomorphisms corresponding to two 2PD0Lsystems, and s a symbol in alphabet Σ. If g(s) 6= h(s) and g(a) = h(a) for all
symbols a 6= s, then u 6⇒g s and u 6⇒g v implies u 6⇒h v for all symbols u and v in Σ.
Proof. The Lemma is a direct consequence of Lemma VI.1.
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Figure VI.4: Illustration for proof of Proposition VI.1.

168

Paper VI

Proposition VI.2. The 2PD0L-mapping does not have a neutral network containing a
diamond shape.
Proof. Suppose 2PD0L has a neutral network containing a diamond shape. Then there
must be three genotypes x1 , x2 , x3 belonging to the same neutral network, and a genotype y outside this neutral network, and where distances are d(y, x1 ) = d(x1 , x2 ) =
d(x2 , x3 ) = d(x3 , y) = 1 and d(y, x2 ) = d(x1 , x3 ) = 2.
Essentially, this situation may only occur in the four different configurations illustrated in Figure VI.5. Here, endomorphism g corresponds to genotype y, endomorphism h1 corresponds to genotype x1 , endomorphism h2 corresponds to genotype x2
and endomorphism h3 corresponds to genotype x3 .
Consider configuration a) in Figure VI.5. Endomorphisms h1 , h2 , and h3 belong
to the same neutral network. So by Definition VI.11, there must be an integer k, such
that hi1 (ω) = hi2 (ω) = hi2 (ω) for all i ≥ k. By assumption, endomorphism g does not
belong to the same neutral network.
The endormorphisms are equal h1 (a) = h2 (a) = h3 (a) = g(a) on all symbols a,
except for two symbols s and t, where they are as in the figure.
Applications of Lemma VI.2 (LVI.2) and Lemma VI.3 (LVI.3) as in the table below
give u 6⇒ t, u 6⇒ s, v 6⇒ t, v 6⇒ s, w1 6⇒ s, and w2 6⇒ t.
f
u 6⇒f s
u 6⇒f t
v 6⇒f s
v 6⇒f t
w1 6⇒f s
w2 6⇒f t

h1
LVI.3 (h2 )
LVI.2
LVI.2
LVI.3 (h2 )
LVI.2
LVI.2

h2
LVI.2
LVI.2
LVI.3 (h1 )
LVI.3 (h3 )
LVI.2
LVI.2

h3
LVI.2
LVI.3 (h2 )
LVI.3 (h2 )
LVI.2
LVI.2
LVI.2

g
LVI.3 (h3 )
LVI.3 (h1 )
LVI.3 (h3 )
LVI.3 (h1 )
LVI.3 (h3 )
LVI.3 (h1 )

Both s and t are reachable symbols. If symbol s is not reachable, then endomorphism g and h3 would be equal on all reachable symbols. Likewise, if symbol t is not
reachable, then endomorphism g and h1 would be equal on all reachable symbols.
In the case where both w1 ⇒ t and w2 ⇒ s, symbols t and s are recurrent symbols,
which would contradict that genotypes x1 , x2 and x3 are on the same neutral network.
If both w1 6⇒ t and w2 6⇒ s, then Lemma VI.1 implies g i (s) = hi1 (s), and
i
g (t) = hi3 (t) = hi1 (t) for i ≥ k, which shows that g must belong to the neutral
network.
In the last case, either w1 ⇒ t or w2 ⇒ s. These sub cases are essentially the
i+1
same, so assume that w1 ⇒ t and w2 6⇒ s. Note that because hi+1
3 (ω) = h1 (ω)
i+1
i+1
i
and symbol s is reachable, derivation h3 (s) = h1 (s) which implies that h3 (w1 ) =
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hi1 (w1 ) for i ≥ k. Furthermore v 6⇒ w1 , because v 6⇒ t. So by Lemma VI.1,
g i (v) = hi1 (v). This gives
g i+1 (s) = g i (v)g i (w1 )
= hi1 (v)hi3 (w1 ) = hi1 (v)hi1 (w1 ) = hi+1
1 (s)
i+1
g i+1 (t) = hi+1
3 (t) = h1 (t).

Hence, genotype y with endomorphism g must also belong to the network.
For each of the other possible configurations of the diamond shape, an analog argument can be applied to show that genotype y must belong to the neutral network.
Hence, none of the neutral networks in the 2PD0L-mapping contain the diamond
shape.
Corrolary 1. All neutral networks in the 2PD0L-mapping are convex.
Proof. This is a direct result of Proposition VI.1 and Proposition VI.2.
Proposition VI.3 (Factorisation). Let Σ be a finite alphabet and n ≥ 1. If X is a
convex subset of Σn , then there exists a sequence of sets Xi ⊆ Σ, where 1 ≤ i ≤ n,
such that X = X1 × X2 × · · · × Xn .
Proof. Let X be a convex subset of Σn . For 1 ≤ i ≤ n, define
Xi = {u ∈ Σ | ∃x ∈ X where xi = u},

(VI.5)

where xi denotes the ith symbol in string x. Clearly, X must be a subset of X1 ×
· · · × Xn . The opposite direction (⊇) is shown by induction over n with two base
cases n = 1 and n = 2. The first base case n = 1 is trivially true. For the case
n = 2, choose any element x from X1 × X2 . Then there must be two elements y and
z in X, such that y1 = x1 and z2 = x2 . So distance d(x, y) ≤ 1 and d(x, z) ≤ 1.
If any of these two distances are zero, then element x equals element y or element z
and must be a member of X. Assume therefore that d(x, y) = d(x, z) = 1. This
implies that x2 6= y2 , so y2 6= z2 . Similarly, x1 6= z1 so y1 6= z1 . Hence, distance
d(y, z) = 2 = d(x, y) + d(x, z), so by convexity of X, element x is also a member
of set X. Assume now that the Proposition holds for the case n = k. It will be shown
that the Proposition must also hold for the case n = k + 2. Let x be any element in
X1 × · · · × Xk+2 . Then there are two elements y and z in X such that xk+1 = yk+1
and xk+2 = zk+2 . By the induction hypothesis, there must be two elements z ′ and
′
′
y ′ in set X where xi = yi′ = zi′ for 1 ≤ i ≤ n, and yk+1 = yk+1
, yk+2 = yk+2
,
′
′
zk+1 = zk+1 and zk+2 = zk+2 . The rest of the argument is now exactly the same as
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Figure VI.5: Alleged diamond shape configurations in 2PD0L-mapping.
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for the case n = 2, only for y ′ and z ′ instead of y and z. By induction, the Proposition
now holds for all n ≥ 1.
Proposition VI.3 gives a convenient representation of neutral networks because all
neutral networks in the 2PD0L-mapping are convex.
Proposition VI.4 (Factor position). Let X = X1 × · · ·× Xn and Y = Y1 × · · ·× Yn be
two non-overlapping, convex subsets of Σn , where Σ is a finite alphabet and n ≥ 1. If
set X and set Y have neighbouring elements (i.e. there are elements x in X and y in Y
such that d(x, y) = 1), then there exists an integer 1 ≤ i∗ ≤ n such that Xi∗ ∩ Yi∗ = ∅
and Xj ∩ Yj 6= ∅ for all integers j 6= i∗ . This integer i∗ is called the factor position
between sets X and Y .
Proof. Suppose that Xj ∩ Yj 6= ∅ for all integers 1 ≤ j ≤ n. Then X and Y have a
non-empty intersection, which contradicts that X and Y are non-overlapping.
Suppose that there are two different integers i and j such that Xi ∩ Yi = ∅ and
Xj ∩ Yj = ∅. Then the distance d(x, y) between any elements x in X and y in Y is at
least 2, which contradicts that sets X and Y have neighbouring elements.
Existence of a factor position between neighbouring neutral networks simplifies
calculation of accessibility between the networks.
Proposition VI.5. For any neighbouring neutral networks X and Y in the 2PD0Lmapping, the boundary region from X to Y is given by
∂X ∩ Y =(X1 ∩ Y1 ) × · · · × (X i∗ ∩ Yi∗ ) × · · · × (Xn ∩ Yn ),
where i∗ is the factor position between the networks and X i = Σ \ Xi .
Proof. The boundary from neutral network X to neutral network Y is given by
∂X ∩ Y =

n
[

j=1

(X1 ∩ Y1 ) × · · · × (X j ∩ Yj ) × · · · × (Xn ∩ Yn ).

Proposition VI.4 implies that Xi∗ ∩Yi∗ = ∅ and Xj ∩Yj 6= ∅ for all j 6= i∗ . Expression
Xi∗ ∩ Yi∗ occurs in all terms of the union except for the term where j = i∗ , in which
case X i∗ ∩ Yi∗ 6= ∅ occurs. Therefore, the equation above simplifies to the equation in
the Proposition.
The following simple example shows how the formal results obtained can be used
to calculate explicitly the accessibility relation between two neutral networks.
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Example VI.3. Let Σ be an alphabet with cardinality L. Consider the neutral network
Xmax containing all genotypes with an endomorphism h where h(a) = aa. This is the
neutral network in the 2PD0L-mapping with largest diameter diam Xmax = 2L − 2.
Factorisation of this neutral network gives
Xmax = {a} × {a} × Σ × · · · × Σ.

(VI.6)

Among all the neutral networks that neighbour Xmax , there are some neutral networks
containing a single genotype [8]. One of these small neighbouring networks has factorisation
Xmin = {a} × {b} × Xmin,3 × · · · × Xmin,2L ,

(VI.7)

where Xmin,i are singleton sets for 1 ≤ i ≤ 2L, such that all symbols become reachable and no symbols are redundant. Neutral network Xmin has diameter diam Xmin =
0. The factor position between neutral networks Xmax and Xmin is i∗ = 2 because
Xmax,j ∩ Xmin,j 6= ∅ for all j 6= 2. Proposition VI.5 now gives
|∂Xmax ∩ Xmin | = |∂Xmin ∩ Xmax | = 1.

(VI.8)

The cardinality of border ∂Xmax is given by
|∂Xmax | =

2L
[

i=1

Xmax,1 × · · · × X max,i × · · · × Xmax,2L

= |(Σ \ {a}) × {a} × Σ × · · · × Σ| +
|{a} × (Σ \ {a}) × Σ × · · · × Σ|
=2 · (L − 1) · L2L−2 .

The cardinality of border ∂Xmin is given by
|∂Xmin | =

2L
[

i=1

Xmin,1 × · · · × X min,i × · · · × Xmin,2L

=2L · (L − 1).
So accessibilities between a neutral network Xmax with maximal diameter and a neutral network Xmin with minimal diameter are given by
A(Xmax x Xmin ) = 1/ (2L · (L − 1))

A(Xmin x Xmax ) = 1/ 2 · (L − 1) · L

(VI.9)
2L−2



(VI.10)
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The example shows that the accessibility relation is highly non-symmetric. In the
example, the accessibility from the small neutral network into the large neutral network
was much higher, than the accessibility from the large neutral network into the small
neutral network. It seems intuitive that in the case where all neutral networks are
convex, there should be a relation between relative diameter of neutral networks and
accessibility. The following proposition confirms this intuition.
Proposition VI.6. Let X and Y be two neighbouring neutral networks of the 2PD0Lmapping with alphabet size |Σ| = L. If diam Y > (diam X + 1) · log2 (L) + 1, then
A(Y x X) > A(X x Y ), i.e. the accessibility from neutral network X to neutral
network Y is strictly higher than the accessibility from neutral network Y to neutral
network X.
Proof. Let X = X1 × · · · × X2L and Y = Y1 × · · · × Y2L be the factorisations of
the networks, and assume that the diameters of the neutral networks are diam X = dX
and diam Y = dY . Proposition VI.5 implies the bound
|X1 ∩ Y1 | · · · |X i∗ ∩ Yi∗ | · · · |X2L ∩ Y2L |
|∂X ∩ Y |
=
≥ 1/(L − 1),
|∂Y ∩ X|
|X1 ∩ Y1 | · · · |Xi∗ ∩ Y i∗ | · · · |X2L ∩ Y2L |
which is tight when |Yi∗ | = 1 and |Xi∗ | = (L − 1), where integer i∗ is the factor
position between the neutral networks.
The cardinality of ∂X is limited from above by
|∂X| ≤ (2L − dX ) · (L − 1) · LdX
≤ 2L · L · LdX = 2LdX +2

The cardinality of ∂Y is limited from below by
|∂Y | ≥ (2L − dY )(L − 1)2dY + dy (L − 2)2dY −1
≥ (2L − L)(L − 1)2dY = L · (L − 1) · 2dY

Hence, the accessibilities are bounded by
|∂X ∩ Y |
|∂X ∩ Y |
≥
|∂X|
2LdX +2
(L − 1) · |∂X ∩ Y |
|∂Y ∩ X|
≤
A(X x Y ) =
|∂Y |
L · (L − 1) · 2dY

A(Y x X) =
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It is now required that the lower bound of A(Y x X) is bigger than upper bound
of A(X x Y )
|∂X ∩ Y |
|∂X ∩ Y |
>
d
+2
X
2L
L · 2dY
dY
2 L > 2LdX +2
dY > (dX + 1) · log2 (L) + 1.

VI.5 Conclusion
This paper continues previous work [8] on neutrality in the 2PD0L-mapping, a simple
developmental genotype-phenotype mapping based on Lindenmayer-systems. While
the previous study focused on properties of single neutral networks, this paper shifted
the focus to relations between neighbouring neutral networks. More concretely, accessibility between neutral networks in the 2PD0L-mapping was studied.
To understand how two neutral networks touch each other, it is useful first to know
something about the shape of the neutral networks. The first result shows, contrary to
what one might expect from literature [3] on indirect genotype-phenotype mappings,
that the neutral networks in 2PD0L-mapping have very simple, convex shapes.
The second result proves a relationship between relative diameter and accessibility
between neutral networks of the 2PD0L-mapping. If the diameters of two neighbouring neutral networks differ with roughly a factor of log L, where L is the number of
symbols used in the mapping, then accessibility from the smaller neutral network to
the larger neutral network is always strictly higher than accessibility from the larger
neutral network to the smaller neutral network.
In the light of previous results [8], Proposition VI.6 also indicates that there might
be a relationship between the relative complexity of the phenotypes corresponding to
their neutral networks and the accessibility between these neutral networks. In the results presented in [8], it was shown that neutral networks in the 2PD0L-mapping with
large diameter generally mapped to phenotypes with low Lempel-Ziv complexity and
neutral networks with small diameter often mapped to phenotypes with high LempelZiv complexity. So given two neighbouring neutral networks, one with phenotype
having high Lempel-Ziv complexity and the other with a phenotype with low LempelZiv complexity, then one could expect that the accessibility from the low complexity
network (large network diameter) to the high complexity network (small network diameter), is smaller than the accessibility from the high complexity network (small network
diameter) to the low complexity network (large network diameter).

VI.5. Conclusion
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Many genotype-phenotype mappings appear very hard to study formally. Therefore
most studies of genotype-phenotype mappings are experimental, providing statistical
results about the mappings. This paper shows that it is possible to study a developmental genotype-phenotype mapping - albeit quite simple - from a mathematical point of
view.
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VI.6 Erratum
Proposition 2 in Paper VI contains an error. It states that the 2PD0L-mapping does not
have a neutral network containing a diamond shape. The error was discovered prior
to the conference presentation at CEC2005. The adjustments made to the paper are as
follows.
Proposition VI.2. The 2PD0L-mapping does not have a neutral network containing
one of the diamond shapes in Figure 5.
Corollary 1 of Proposition 2 must therefore be removed, and the extra assumption
of convexity of the neutral networks must be added to the statements in Proposition 5
and Proposition 6.
In the conclusion, the sentence in the second paragraph beginning with “The first
result shows,” needs to be removed. Finally, in the third paragraph of the conclusion, it
is necessary to state that the result only holds for convex neutral networks.

References

177

References
[1] Lionel Barnett. Evolutionary Search on Fitness Landscapes with Neutral Networks. PhD thesis, CCNR & COGS, University of Sussex, 2002.
[2] Stefan Droste, Thomas Jansen, and Ingo Wegener. On the analysis of the (1+1)
evolutionary algorithm. Theoretical Computer Science, 276(1-2):51–81, April
2002.
[3] Marc Ebner, Mark Shackleton, and Rob Shipman. How neutral networks influence evolvability. Complexity, 7(2):19–33, 2001.
[4] Garrison W. Greenwood. Differing mathematical perspectives of genotype space
in combinatorial problems: metric spaces vs pretopological spaces. In Proceedings of 2004 IEEE Congress on Evolutionary Computation (CEC’04), pages 258–
264. IEEE Press, 2004.
[5] Inman Harvey and Adrian Thompson. Through the labyrinth evolution finds a
way: A silicon ridge. In Proceedings of the First International Conference on
Evolvable Systems: From Biology to Hardware, volume 1259 of LNCS, pages
406–422. Springer-Verlag, 1996.
[6] Motoo Kimura. Evolutionary rate at the molecular level. Nature, 217(129):624–
626, 1968.
[7] Joshua D. Knowles and Richard A. Watson. On the Utility of Redundant Encodings in Mutation-Based Evolutionary Search. In Proceedings of the 7th International Conference on Parallel Problem Solving from Nature, volume 2439 of
LNCS, pages 88–98. Springer, 2002.
[8] Per Kristian Lehre and Pauline C. Haddow. Phenotypic Complexity and Local
Variations in Neutral Degree. In Proceedings of the Sixth International Workshop
on Information Processing in Cells and Tissues (IPCAT2005), 2005. To appear
in BioSystems Journal.
[9] Aristid Lindenmayer. Mathematical models for cellular interactions in development, I & II. Journal of Theoretical Biology, 18(3):280–315, 1968.
[10] Franz Rothlauf and David E. Goldberg. Redundant representations in evolutionary computation. Evolutionary Computation, 11(4):381–415, 2003.
[11] Grzegorz Rozenberg and Arto Salomaa. The Mathematical Theory of L Systems.
Academic Press, Inc., Orlando, FL, USA, 1980.

178

Paper VI

[12] Peter Schuster. Molecular insights into evolution of phenotypes. In J. P. Crutchfield and P. Schuster, editors, Evolutionary Dynamics: Exploring the Interplay of
Selection, Accident, Neutrality, and Function, pages 163–215. Oxford University
Press, New York, 2003.
[13] Bärbel M. R. Stadler, Peter F. Stadler, Günther P. Wagner, and Walter Fontana.
The topology of the possible: Formal spaces underlying patterns of evolutionary
change. Journal of Theoretical Biology, 213:241–274, 2001.
[14] Erik van Nimwegen, James P. Crutchfield, and Martijn Huynen. Neutral evolution
of mutational robustness. Proc Natl Acad Sci U S A., 96(17):9716–9720, 1999.
[15] Claus O. Wilke. Selection for fitness versus selection for robustness in rna secondary structure folding. Evolution, 55(12):2412–2420, 2001.
[16] Tina Yu and Julian F. Miller. Neutrality and the evolvability of boolean function
landscape. In Proceedings of the 4th European Conference on Genetic Programming, volume 2038 of LNCS, pages 204–217. Springer-Verlag, 2001.

Paper VII

On the Effect of Populations in Evolutionary Multi-objective
Optimization.
Oliver Giel and Per Kristian Lehre.
In Proceedings of Genetic and Evolutionary Computation Conference
2006 (GECCO’06),
July 8-12, 2006, Seattle, USA.

179

On the Effect of Populations in Evolutionary
Multi-objective Optimization
Oliver Giel1 and Per Kristian Lehre2
1

Fachbereich Informatik, Lehrstuhl 2
Universität Dortmund
44221 Dortmund, Germany

2

Department of Computer and Information Science
Norwegian University of Science and Technology
NO-7491 Trondheim, Norway

Abstract
Multi-objective evolutionary algorithms (MOEAs) have become increasingly
popular as multi-objective problem solving techniques. An important open
problem is to understand the role of populations in MOEAs. We present a
simple bi-objective problem which emphasizes when populations are needed.
Rigorous runtime analysis point out an exponential runtime gap between
the population-based algorithm Simple Evolutionary Multi-objective Optimizer (SEMO) and several single individual-based algorithms on this problem.
This means that among the algorithms considered, only the population-based
MOEA is successful and all other algorithms fail.

VII.1 Introduction
The understanding of the role of populations in single-objective EAs has been supported by theoretical results [12, 13]. For example, there are problems where reducing
the parent population size by one leads to an exponential increase in the runtime [11].
In a population of a single-objective EA, all individuals are comparable. This is
typically not the case for MOEAs. Hence, it is not obvious that results for singleobjective problems carry over to MOEAs when applied to a truly multi-objective problem. The use of populations in multi-objective EAs is often motivated by the need to
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find a set of solutions (the Pareto set) rather than a single optimal solution. However,
it is unclear whether one can achieve the same goal by restarting a single individual
algorithm. Laumanns et al. [9] prove that some simple population based MOEAs can
slightly outperform a single individual based approach called ε-constrained method.
This result alone is not sufficient to understand the role of populations in MOEAs since
the runtime gap is rather small, and it gives only little insight into why the population based approach can be superior. In this paper, we present a problem where many
single individual-based algorithms, including the ε-constrained method, fail dramatically. Furthermore, the presented problem has a structure that can better explain why
the individual based algorithms fail.
This paper is organized as follows. We introduce the MOEAs considered and the
necessary notation in the next section. The objective function will be presented in
Section VII.3. In Sections VII.4–VII.6, we show that all considered single individual
algorithms fail on this objective function. Finally, in Section VII.7, we prove that the
SEMO efficiently discovers all Pareto optimal points in the objective space.

VII.2 Preliminaries
VII.2.1 Notation
We assume that the reader is familiar with the concepts of multi-objective optimization
(see, e. g., [3]). We consider a binary maximization problem f : {0, 1}n → Rm . For
clarity, we say that a vector b from the objective space Rm weakly dominates another
vector a, denoted a  b, if ai ≤ bi , for all i. We say b dominates a, denoted a ≺ b, if
a  b and ai < bi for at least one index i. This notation will also be used for solutions
x and y in the search space {0, 1}n . For example, x  y if and only if f (x)  f (y).
If x  y or y  x then x and y are comparable. The analysis uses standard notation
(e. g., O, Ω and Θ) for asymptotic growth of functions (see, e. g., [2]).

VII.2.2 The Multi-objective EAs
All the single individual multi-objective evolutionary algorithms considered in this paper are instantiations of the following scheme.
Choose x uniformly from {0, 1}n.
Repeat
Apply mutation to x to obtain x′ .
If selection favors x′ over x
then x := x′ .

VII.2. Preliminaries

weakest
weak
strong
ε-constr.
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local

global

RLSweakest
RLSweak
RLSstrong
RLSε-constr.

(1+1) EAweakest
(1+1) EAweak
(1+1) EAstrong
(1+1) EAε-constr.

Table VII.1: The single individual algorithms considered according to selection and
mutation operator.

The algorithms differ in the choice of the mutation operator and in the choice of the
selection operator. Two different mutation operators are considered. The local mutation operator flips a randomly chosen bit of x. The global mutation operator flips each
bit of x independently with probability 1/n. In the single-objective case, the objective
function f establishes a total order in the search space and selection favors x′ over x if
f (x′ ) ≥ f (x). Then, we obtain randomized local search (RLS) and the (1+1) EA with
the local and global search operator, respectively.
For multi-objective problems, there are several options when to favor the offspring
x′ over the parent x. In this work, we consider four different selection operators. The
weakest selection operator favors x′ over x if x′ weakly dominates x, or x′ and x are
incomparable. The weak selection operator favors x′ over x if x′ weakly dominates
x. The strong selection operator favors x′ over x if x′ dominates x. Finally, we define
the ε-constraint selection operator for two criteria problems as follows. (See [9] for
the general definition with m criteria.) If f1 (x) < ε, then the operator favors x′ over
x if f1 (x′ ) ≥ f1 (x). If f1 (x) ≥ ε, then the operator favors x′ over x if f1 (x′ ) ≥ ε
and f2 (x′ ) ≥ f2 (x). Informally, the idea of the ε-constraint selection is to turn the first
objective into a constraint, such that only solutions x with f1 (x) ≥ ε are feasible. So
the primary goal is to minimize the constraint violation and then maximize the function
f2 .
By the different choices of the mutation and the selection operators, we obtain
eight different single individual MOEAs as summarized in Table VII.1. To obtain
different Pareto optimal solutions, a single objective algorithm is run repeatedly, either
sequentially (re-starts) or in parallel (multi-starts), and the hope is that not all runs
will end up with the same solution. In case of the ε-constraint selection operator, it is
necessary to vary the parameter ε between runs.
We compare the single individual algorithms with the population based algorithm
SEMO which was introduced in [9]. The idea of SEMO is to keep a population of
incomparable individuals. In each step, an offspring is produced and added to the
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population if it is not dominated by some individual in the population. Afterwards it
may be necessary to remove individuals from the population that are weakly dominated
by the new individual.
P := {x}, where x is uniformly chosen from {0, 1}n.
Repeat
Choose x uniformly from P .
Apply mutation to x to obtain x′ .
If x′ is not dominated by any individual in P
then add x′ to P , and remove all individuals
weakly dominated by x′ from P .
In this paper, local SEMO refers to SEMO with the local mutation operator and
analogously for global SEMO. The local SEMO and the global SEMO can be considered as multi-objective counterparts to (single-objective) RLS and the (1+1) EA,
respectively. Both variants of SEMO have been the subject of theoretical runtime analysis ([6, 9, 10]).

VII.3 The Objective Function
The idea is to devise an objective function that partitions the search space into k paths,
each leading to some Pareto optimal solution. The search points on a path form plateaus
such that it is difficult to proceed along a path, i. e., to reach the next plateau dominating
the previous plateau. But there is always a short distance to another path. The idea
is that the single-objective algorithms will spend most of the time jumping between
paths, instead of improving on a single path, or they will spend much time to overcome
a plateau. The hope is that SEMO will quickly produce a population of k individuals,
one individual for each path, and these individuals will advance in parallel to their
respective optima.
Let n = k · m and x a bit string of length n. We say that bit string x is divided into
k blocks, where each block has length m ≥ 2.
Definition VII.1. (Block Value, Active Block) Given a search point x ∈ {0, 1}k·m and
an integer i, 0 ≤ i ≤ k − 1. Then the ith block value of x, denoted |x|i , is defined as
m·(i+1)−1

|x|i :=

X

j=m·i

xj .

VII.3. The Objective Function
x
000 000 000 000
111 011 010 001
010 111 011 001
111 111 111 111
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|x|0 |x|1 |x|2 |x|3
0
3
1
3

0
2
3
3

0
1
2
3

0
1
1
3

j

f (x)

0
2
0
0

(1, 512)
(128, 16)
(2, 1024)
(4, 2048)

Table VII.2: Examples of block values, active blocks (underlined), and objective function values.
The active block of a search point x is the left-most block with lowest block value. The
number
j := min argmin {|x|i }
0≤i≤k−1

denotes the active block index.
Table VII.2 gives examples of block values and active blocks, where k = 4 and
m = 3. The following multi-objective function is essentially O NE M AX ([4]) defined
on the active block, weighted differently with respect to each objective as to create
different Pareto optimal solutions.
Definition VII.2. (Objective Function) For all search points x the objective function
f : {0, 1}n → N × N is defined by

f (x) := f1 (x), f2 (x) ,
where

f1 (x) := 2j·m · (|x|j + 1) and f2 (x) := 2(k−j−1)·m · (|x|j + 1)
and j is the active block index of x. The aim is to maximize f .
The following proposition states that search points with the same active block index
are comparable whereas search points with distinct block indices are incomparable.
Proposition VII.1. Let x, y ∈ {0, 1}n be two search points with active block index i
and j, respectively.
1. If and only if i = j, x and y are comparable.
2. Moreover, if i = j, x  y is equivalent to |x|i ≤ |y|j .
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Proof. Assume i = j. Then the objective function values of x and y depend only on
|x|i and |y|j , respectively. Since f1 and f2 are strictly increasing functions, x weakly
dominates y or vice versa. Moreover, |x|i ≤ |y|j is equivalent to f1 (x) ≤ f1 (y) ∧
f2 (x) ≤ f2 (y) and the latter is equivalent to x  y.
It remains to show that if x and y are comparable then i = j. W. l. o. g. assume
x  y. Then, by f1 , the assumption implies 2i·m (|x|i + 1) ≤ 2j·m (|y|j + 1). This is
equivalent to |x|i ≤ 2(j−i)·m (|y|j + 1) − 1. For i > j, the right-hand side of the last
inequality is at most 2−m (m + 1) − 1 < 0 as m ≥ 2. Hence, i > j is impossible. For
i < j, considering f2 leads to the same contradiction.
We can now describe the Pareto front and the Pareto set.
Proposition VII.2. Let n = m · k. For all integers i, 1 ≤ i ≤ k − 1, define the sets
X0∗ := {1n }, and

Xi∗ := x ∈ {0, 1}n

|x|i = m − 1,
∀ j, 0 ≤ j < i,
∀ j, i < j < k,

|x|j = m, and
|x|j ≥ m − 1 .

Furthermore, for all integers i, 1 ≤ i ≤ k − 1, define the points

F0∗ := m + 1, 2(k−1)·m · (m + 1) , and

Fi∗ := 2i·m · m, 2(k−i−1)·m · m .

Then the Pareto set X ∗ and the Pareto front F ∗ of the bi-objective function defined in
Definition VII.2 with parameters m and k are given by
X∗ =

k−1
[

Xi∗

and F ∗ =

i=0

k−1
[
i=0

{Fi∗ }.

Furthermore, the preimage f −1 (Fi∗ ) is Xi∗ .
The proof has been omitted due to space limitations. It follows from Proposition
VII.2 that the Pareto front has cardinality k.
A popular method to solve a multi-objective
problem g = (g1 , . . . , gm ) is to solve
P
the single-objective problem g ′ := i wi · gi instead, where the scalar objective function g ′ is a weighted sum of the original vector valued function g. The hope is to find
different Pareto optima for different parameter settings wi > 0. However, it is wellknown that such linear aggregation functions fail for the non-convex parts of the Pareto
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front of g. Pareto optimal vectors which are not located on the convex hull of the solutions in the objective space cannot be detected for any setting of the weights. For
our bi-objective function f presented in Definition VII.2, maximizing w1 f1 + w2 f2 is
equivalent to maximizing wf1 + (1 − w)f2 where w ∈ [0, 1]. As the entire Pareto front
of f is non-convex, any choice of w allows only to detect the solutions that maximize
either f1 or f2 . Hence, all methods that require a convex Pareto front are not applicable
to f .

VII.4 Weak and strong selection
We show that there is a large fraction of the Pareto front such that, with an overwhelming probability, the algorithms RLSweak , (1+1) EAweak , RLSstrong , and (1+1) EAstrong
have to be started eΩ(n) times before finding any Pareto optimal point from this fraction. The next proposition follows directly from Proposition VII.1.
Proposition VII.3. All search points selected by either the weak selection operator
or the strong selection operator have the same active block index as the initial search
point.
The idea behind the following theorem is that when the block length m is a constant, then the active block index of the initial search point will be low with high probability.
Theorem VII.1. Let n = m · k, where m is a constant, and A is any of the algorithms
RLSweak , (1+1) EAweak , RLSstrong , and (1+1) EAstrong . Then, for all constants α, 0 <
α < 1, there is a subset Fα∗ of the Pareto front F ∗ with cardinality |Fα∗ | ≥ α|F ∗ | − 1
such that the probability that algorithm A needs less than ec·n runs to find any Pareto
optimal point in Fα∗ is bounded by e−Ω(n) , c > 0 a sufficiently small constant.
k−1
{Fi∗ }, where Fi∗ is as in Proposition VII.2. The Pareto
Proof. Define Fα∗ := ∪i≥(1−α)k
∗
front contains k points, and Fα contains αk elements, so the cardinality of Fα∗ is greater
than α|F ∗ | − 1. All search points in the pre-image of Fα∗ have active block indices at
least (1−α)k. By Proposition VII.3, in order to find a search point with an active block
index that high, the initial search point must have active block index at least (1 − α)k.
To get such a high active block index, it is necessary that all of the first ⌊(1 − α)k⌋
blocks have block value unequal to 0. An upper bound on the probability that the
(1−α)·k
active block index is higher than (1 − α)k is therefore (1 − (1/2)m )
= e−Ω(n)
as m is a constant and, therefore, k = Θ(n). Furthermore, the probability that the event
occurs within ec·n runs is no more than ec·n · e−Ω(n) = e−Ω(n) , for c > 0 a sufficiently
small constant.
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Both weak and strong selection turn out to be inadequate. The active block index
of the initial search point will almost always be low, but these selection operators do
not allow changing the active block index in a run. The weakest selection operator
alleviates this problem by allowing to change the active block index; however, we
show in the next section that this is not sufficient.

VII.5 Weakest selection
We prove that RLSweakest and the (1+1) EAweakest need with overwhelming probability
an exponential time to find any Pareto optimal solution. The idea is the following. All
Pareto optimal solutions have at most k 0-bits. We show that if the number of 0-bits is
close to k, it is unlikely to lose another 0-bit in the next accepted step and it is much
more likely to gain new 0-bits. Thus, there is a strong tendency to increase the number
of 0-bits. To show that the probability of increasing the number 0-bits is high, we first
show that there are many 1-bits that can be turned into zeroes.
Proposition VII.4. Let x be any search point with ℓ ≥ m 1-bits. There are ℓ − m
1-bits in x such that flipping any of these 1-bits produces a search point x′ which is not
dominated by x.
Proof. There are at most m 1-bits in the active block of x. Assume that any of the
remaining ℓ−m 1-bits flip. If the active block index changes, x and x′ are incomparable
(Proposition VII.1). Otherwise, the active block value remains unchanged implying
that x′ cannot be dominated by x.

VII.5.1 RLS
The analysis of how the number of 0-bits evolves over time will be based on a simple
Markov process also known as the gambler’s ruin problem. A gambler owns an initial
capital of a dollars and plays against an adversary whose initial capital is b dollars.
The gambler wins and loses a round with probability p and 1 − p, respectively. If he
loses a round, he pays a dollar to the adversary and otherwise receives a dollar from
the adversary. They continue the game until one player is ruined and the winner is the
player who then owns the combined capital a + b. For a proof of the next theorem see,
e. g., [5] or [1].
Theorem VII.2. For p 6= 1/2, the probability that the gambler wins is (1 − ta )/(1 −
ta+b ), where t := (1 − p)/p. Consequently, for p > 1/2, this probability is at least
1 − ta .
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Theorem VII.3. For k ≥ 4 and m ≥ 5, the expected time for RLSweakest to find any
Pareto optimal solution is eΩ(n) . Moreover, there are positive constants c and c′ such
′
that the probability that RLSweakest finds any Pareto optimal solution in ec ·n runs, each
of ec·n steps, is e −Ω(n) .
Proof. By Chernoff bounds, the initial search point has less than n/4 0-bits with an
exponentially small probability of e −Ω(n) . We only consider the case where the first
search point has at least n/4 0-bits and wait for the first point in time where the number
of 0-bits is at most n/4. In the following, we consider only situations with at most n/4
0-bits. Then the number of 1-bits is at least 3n/4 > m and we can apply Proposition
VII.4. Each mutation step of RLS either increases or decreases the number of 0-bits
by 1, but not all steps are accepted. The probability that the next step is accepted and
the number of 0-bits increases is at least (3n/4 − m)/n = 3/4 − 1/k ≥ 2/4. The
probability that the next step is accepted and the number of 0-bits decreases is at most
(n/4)/n ≤ 1/4. Hence, accepted steps increase and decrease the number of 0-bits
with a probability of at least p := 2/3 and at most 1 − p = 1/3, respectively. We
consider the number of 0-bits as the capital of the gambler in Theorem VII.2. Initially,
it is ⌊n/4⌋ and the capital of his opponent is 1. Then the probability that the number of
0-bits increases to ⌊n/4⌋ + 1 before it decreases to 0 is at least 1 − t⌊n/4⌋+1 where t :=
1/2. We are interested in the probability to produce a Pareto optimal point. A Pareto
optimal point has less than k 0-bits. Hence, we consider the gambler ruined as soon
as his capital reaches k dollars. This is equivalent to reducing his initial capital by k.
Since m ≥ 5, we have k ≤ n/5 and obtain an upper bound of t⌊n/4⌋−k+1 = e −Ω(n)
for the probability to reach a Pareto optimal point before a point with at least n/4
0-bits again. Hence, we can apply this argument repeatedly such that for a sufficiently
small constant c, e c·n repetitions of the game are successful with a probability of only
e −Ω(n) . Taking into account the probability that the initial step is not as desired leads
to the result that a run of e c·n steps is successful with a probability of only e −Ω(n) and
leads to the claimed expected runtime.
We now consider independent runs of RLSweakest , i. e., sequential runs (restarts) or
′
parallel runs (multi-starts). If each of e c ·n runs includes up to e c·n steps, the proba′
bility that any of these runs is successful is at most e c ·n · e −Ω(n) = e −Ω(n) if c′ > 0
is sufficiently small. Hence, independent runs of RLSweakest do not help to increase the
success probability substantially.

VII.5.2 (1+1) EA
The global mutation operator of the (1+1) EAweakest may flip many bits in one step and
increase or decrease the number of 0-bits by large values. Although the probability of
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a large change in a single step is rather low, such a step is not unlikely to happen in
a run including exponentially many steps. Therefore, we have to take large changes
into account. The following drift theorem provides a general technique for proving
exponential lower bounds on the first hitting-time in Markov processes. It serves as
a counterpart to Theorem VII.2. We apply a result due to [8] that goes back to [7].
Analyzing the proof in [8], it follows immediately that it includes a stronger result than
stated, namely a result on the success probability to reach a state with certain properties
and not only the expected waiting time. We state this result in Theorem VII.4.
Theorem VII.4. (Drift Theorem) Let X0 , X1 , X2 , . . . be the random variables describing a Markov process over the state space S and g : S → R+
0 a function that
assigns to each state a non-negative real number. Pick two real numbers a(n) and
b(n) which depend on a parameter n such that 0 ≤ a(n) < b(n) holds. Let the
random variable T denote the earliest point in time t ≥ 0 that satisfies g(Xt ) ≤ a(n).
If there are constants λ > 0 and D ≥ 1 and a polynomial p(n) > 0 such that the
four conditions
g(X0 ) ≥ b(n),

b(n) − a(n) = Ω(n),


∀t ≥ 0 : E e −λ(g(Xt+1 )−g(Xt )) Xt , a(n) < g(Xt ) < b(n)

∀t ≥ 0 : E e

−λ(g(Xt+1 )−b(n))

hold then for all time bounds B ≥ 0

≤ 1 − 1/p(n)

Xt , b(n) ≤ g(Xt ) ≤ D

Prob(T ≤ B) ≤ e λ(a(n)−b(n)) · B · D · p(n).
Since λ(a(n) − b(n)) = −Ω(n) and p(n) is a polynomial, the last bound is exponentially small for B := e c·n if c > 0 is sufficiently small.

Theorem VII.5. For 4 ≤ k ≤ (1/10) − ε n, ε < 1/10 a positive constant, the
expected time for the (1+1) EAweakest to find any Pareto optimal solution is eΩ(n) . Moreover, there are positive constants c and c′ such that the probability that the (1+1) EAweakest
′
finds any Pareto optimal solution in ec ·n runs, each of ec·n steps, is e −Ω(n) .
Proof. Let the random variable Xt ∈ {0, 1}n denote the search point of the (1+1) EAweakest
at time t ≥ 0 when applied to f . To apply the above drift theorem, g(Xt ) equals the
number of 0-bits of Xt . We choose b(n) := n/10 and a(n) := k = n/m. By Chernoff
bounds, the initial search point X0 has more than b(n) 0-bits with an overwhelming
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probability of 1 − e −Ω(n) . Thus, we only consider the case where b(n) < g(X0 ) such
that the first condition is satisfied. As k ≤ (1/10) − ε n, also the second condition is
met.
To check the third condition we have to bound

E e −λ(g(Xt+1 )−g(Xt )) Xt , k < g(Xt ) < n/10

from above. Let pj (Xt ) denote the probability that the g-value increases by j in the
next step when the current search point is Xt and k < g(Xt ) < n/10. Then the above
expectation is bounded from above by
n−g(Xt )

X

j:=−g(Xt )

e −λ·j · pj (Xt ).

(∗)

For j > 0, we only increase the value of the sum (∗) if we replace pj (Xt ) with some
lower bound pj independent of Xt and increase p0 (Xt ) by ∆j := pj (Xt ) − pj . For
all j ≥ 2, we choose the trivial lower bounds pj := 0. The probability p1 (Xt ) is lower
bounded by the probability of the event that exactly one 1-bit of at least n−b(n)−m ≥
9n/10 − m 1-bits flip (Proposition VII.4). Hence, for k ≥ 4,

n−1
9n/10 − m
9
1
2
1 − 1/n
≥
−
≥
n
10e
ke
10
and we can choose p1 := 2/10.
For j < 0, the value of the sum (∗) only increases if we replace pj (Xt ) by some
upper bound pj and decrease p0 (Xt ) by ∆j := pj − pj (Xt ). The probability of
decreasing the g-value by j in the next step is upper bounded by the probability of the
event that at least j 0-bits are turned into 1-bits. Hence,


(n/10)j 1
1
1
g(Xt )
· j =
· j ≤
n
j!
n
10j j!
j

and pj := 1/(10j j!) is a correct upper bound. We now consider the Markov process
where all probabilities pj (Xt ) are replaced with our corresponding bounds. If we
pessimistically assume that the g-value, the number of 0-bits can decrease by any j > 0
(i. e., also for j > g(Xt )) we only overestimate the probability to decrease the g-value.
We obtain a process where the transition probabilities are independent of the g(X)value. The new process with
pj := 0,

and

p−1 := 1/10,

p−j := 1/(10j j!)

p1 := 2/10,

for all j ≥ 2,
X
and p0 := 1 −
pj ,
j6=0
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reaches a g-value of at most a(n) only “faster” than the original process describing the
(1+1) EAweakest applied to f .
It now suffices to bound the sum
X
e −1·λ p1 + e −0·λ p0 + e 1·λ p−1 +
e j·λ p−j
j≥2



X
X
e j·λ p−j
= 1 − p1 − p−1 −
p−j + e −λ p1 + e λ p−1 +
j≥2

j≥2

= 1 − (1 − e

−λ

λ



)p1 + (1 − e )p−1 +

X

e

j·λ

j≥2


− 1 p−j

(∗∗)

for an appropriate choice of λ > 0. We choose λ := (1/2) ln 2 and show that the
sum (∗∗) is at most 1 − α + β for positive constants α and β, where α > β. For our
choice of λ, we obtain
(1 − e −λ )p1 + (1 − e λ )p−1 =: α >

17
1000

and
X
j≥2

e

j·λ

√
X 2j/2
X ( 2/10)j

− 1 p−j ≤
=
10j j!
j!
j≥2

j≥2

√
√
= exp( 2/10) − 1 − 2/10 =: β <

11
.
1000

Hence, the sum (∗∗) is at most 1 − δ for a positive constant δ and we can choose a
constant polynomial p(n) := 1/δ.
It remains to check the last condition of Theorem VII.4. We bound

E e −λ(g(Xt+1 )−n/10)) Xt , n/10 ≤ g(Xt )

≤ E e −λ(g(Xt+1 )−g(Xt )) Xt , n/10 ≤ g(Xt )
from above and proceed analogously to the case of the third condition. We bound
pj (Xt ) by the trivial lower bound pj := 0, for all positive j. For j negative, the
probability pj (Xt ) is upper bounded by the probability of the event that at least j
1-bits flip. The corresponding probability is at most
 
 e j
1
n
1
· j ≤
.
≤
j
n
j!
j
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We consider the process where
pj := 0,
p0

and p−j :=
X
:= 1 −
pj .

 e j
j

,

for all j ≥ 1, and

j≥1

Now it suffices to estimate the sum
e −0·λ p0 +

X
j≥1

e j·λ p−j ≤ 1 +

X

2j/2

 e j

j
√
X 2e j
X  1 j
≤ 1+
= O(1) +
= O(1).
j
2
j≥1

j≥1

j≥12

Hence the last sum is bounded by some positive constant D.
By Theorem VII.4, the probability that a state with less than k 0-bits is reached in
B := e c·n steps is e −Ω(n) if c is sufficiently small. Taking into account the probability
that the initial search point has at least n/10 0-bits leads to the success probability of
e −Ω(n) in a run of up to e c·n steps. This result implies the claimed expected runtime
and, by the same arguments as presented at the end of the proof of Theorem VII.3, a
′
success probability of e −Ω(n) for e c ·n independent runs.

VII.6 ε-constraint selection
Proposition VII.5. Let n = m · k and let A be any of the algorithms RLSε-constr. and
(1+1) EAε-constr. . For a constant β, 0 < β < 1, define the stochastic process X1 , . . . , Xs ,
where Xi ∈ {0, 1}(1−β)mk is the (1 − β)mk-bit long suffix of the search point in step
i of algorithm A working on the objective function defined in Definition VII.2. Then,
given that the search points in the first s steps of A have active block indices less than
βk and active block values 0, each of the vectors Xi is uniformly distributed over
{0, 1}(1−β)mk .
Proof. The proof is by induction over the number of iterations i. The initial search
point is sampled uniformly at random, so the statement trivially holds for the base case
i = 1. Assume that the vectors X1 , . . . , Xi are uniformly distributed over {0, 1}(1−β)mk .
Because the active block index of Xi is less than βk and the active block value is 0,
acceptance of a new search point does not depend on the (1 − β)mk-bit long suffix
of the search point. The global and the local mutation operator applied to a uniformly
distributed suffix, produces a uniformly distributed suffix. (See e. g., [4]).
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Theorem VII.6. Let n = m · k, where m ≥ 2 is a constant and α, 0 < α < 1, is an
arbitrary constant. Then there exist constants c, c′ > 0, and a subset Fα∗ of the Pareto
′
front F ∗ with cardinality |Fα∗ | ≥ α · |F ∗ | such that the probability that ec ·n runs, each
of ec·n steps, of RLSε-constr. or (1+1) EAε-constr. find any Pareto optimal point of Fα∗ is
e−Ω(n) . The parameter setting ε is allowed to change between runs.
∗
∗
Proof. Define Fα∗ := ∪α·k−1
i=0 {Fi }, where Fi is as in Proposition VII.2. We call a run
bad when the initial search point has active block index higher than αk, or has active
block value higher than 0. The probability of the first case is upper bounded by the
probability of the event that all the first αk blocks have block values different from 0,
and the second case is upper bounded by the probability of the event that all blocks
have block values different from 0. Because the second event implies the first event,
the probability of a bad run is no more than (1 − (1/2)m )αk = e−Ω(n) .
Assume now that the initial search point has active block index less than αk and
active block value 0. No Pareto optimal search point has active block value 0 when
m ≥ 2. We lower bound the optimization time by analyzing the time until the search
point for the first time has active block value at least 1. We say that the algorithm is in
the constraint-minimization state when the search point x has function value f1 (x) < ε,
and in the maximization state when the search point x has function value f1 (x) ≥ ε.
In the maximization state, a search point x will be replaced by a search point x′ if and
only if f2 (x′ ) ≥ f2 (x) and f1 (x′ ) ≥ ε. Consequently, the algorithm will never leave
the maximization state once entered, and the active block index can only decrease in
this state. (See Definition VII.2.) The maximal active block index during a run will,
therefore, never be higher than the active block index in the first step after the algorithm
has entered the maximization state. We will show that with overwhelming probability,
the highest active block index will never be higher than (k/2)(1 + α).
We divide the search point into three parts as shown in Figure VII.1. We first divide
the string into an αk blocks long prefix and a (1 − α)k blocks long suffix. Then, we
divide the suffix into two almost equally long parts, each approximately (k/2)(1 − α)
blocks long. The last part now begins at block index αk + (k − αk)/2 = (k/2)(1 + α).
Assume first that ε < 2αmk . As long as the algorithm is in the constraint minimization state, the active block index is less than αk. (See Definition VII.2.) Therefore, by
Proposition VII.5, the (1 − α)k blocks long suffix will be uniformly distributed. Furthermore, in the step when the algorithm enters the maximization state, the blocks in the
interval from αk to (k/2)(1 + α) will also be uniformly distributed. Hence, the probability that the first search point in the maximization state has active block index higher
than (k/2)(1 + α) is upper bounded by the probability that all the blocks in the interval
from αk to (k/2)(1 + α) have block values different from 0. By the uniform distribution, the probability of this event is no more than (1 − (1/2)m )(k/2)(1−α) = e−Ω(n) .
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k−1

(k/2)(1 + α)
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(k/2)(1−α)
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{z

}

(k/2)(1−α)−1

Figure VII.1: Active block index.
Therefore, with overwhelming probability, the active block index during the entire run
will be no more than (k/2)(1 + α).
We now consider the second case where ε ≥ 2αkm . In this case, all elements in Fα∗
violate the ε-constraint. If the active block index becomes higher than αk, none of the
search points in Fα∗ can be found. We optimistically assume that the active block index
during the entire run will never be higher than αk when ε ≥ 2αkm .
Hence, for both cases, we can now assume that the active block index is less than
(k/2)(1 + α) during the entire run. So by Proposition VII.5, the suffix Xi corresponding to the last (k/2)(1 − α) − 1 blocks of the search point will be uniformly
distributed over the set {0, 1}m((k/2)(1−α)−1) . We say that the vector Xi is good if all
blocks in Xi have block values different from 0. Because Xi is uniformly distributed,
Prob(“Xi is good”) = (1 − (1/2)m )(k/2)(1−α)−1 = e−Ω(n) . To reach active block
value 1 within s steps, at least one of the variables X1 , . . . , Xs must be good. By union
bound, the probability of at least one good variable Xi during a run of length s := ecn
cn
is no more than Prob(∪ei=1 “Xi is good”) ≤ ecn · e−Ω(n) = e−Ω(n) for a sufficiently
small constant c.
′
Furthermore, ec ·n runs, each of length ec·n , will be successful with probability
e−Ω(n) for a sufficiently small constant c′ > 0.

VII.7 SEMO
We prove that within polynomial time, the SEMO population covers the entire Pareto
front on the problem defined in Definition VII.2. The idea is the following. The problem consists of k independent paths, one path for each block, with Pareto optimal
solutions at the end of each path. However, to progress to a higher level on a path, a
large plateau must be overcome. We show that the individuals in the SEMO population
will be distributed over these paths, with at most one individual per path. SEMO will,
thereby, optimize the paths in parallel, such that no gain along any path is lost. The individuals in the population of SEMO are pairwise incomparable. Hence, the following
proposition is a consequence of Proposition VII.1.
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P

Individual 0

Individual 1

Individual 2

t

v

1

00 00 00

01 00 00

01 01 00

2

0

2

01 01 01

01 00 00

01 01 00

0

1

3

01 01 01

11 01 01

01 01 00

1

1

4

01 01 01

11 01 01

11 11 01

2

1

5

11 11 11

11 01 01

11 11 01

0

2

Table VII.3: Examples of the active path concept.
Proposition VII.6. For each block index j, 0 ≤ j ≤ k − 1, a population in SEMO has
at most one element with active block index j.
We introduce a concept called the active path of the population to analyze the
parallel improvements along each path. Informally, the active path number corresponds
to the active block index on which SEMO has advanced the most, and the active path
value designates how far on this path SEMO has advanced.
Definition VII.3. (Active Path) Let x1 , x2 , . . . , xr be the individuals in a SEMO population, and j1 , j2 , . . . , jr their respective active block indices. Then the active path
value v of a population is the maximal active block value in the population, i. e.,
v := max {|xi |ji },
1≤i≤r

and the active path number t of the population is the highest active block index among
the individuals having active block value v, i. e.,
t := max {ji | |xi |ji = v}.
1≤i≤r

(Note that, by Proposition VII.6, there is only one individual in the population with
active block index t.)
Table VII.3 gives five examples of active path number and active path value of a
population. Each row describes a population, and each population has three individuals. The last two columns in the table give the active path number t and the active path
value v of the corresponding population. Additionally, the active path representative in
each population is framed.
When the active path value of a population is m, the population must contain the
Pareto optimal solution 1n . After the Pareto optimal solution 1n has been found, SEMO

VII.7. SEMO

197

will quickly discover the rest of the Pareto front. Our approach to analyze SEMO,
therefore, focuses on the time it takes to increase the active path value to m.
Proposition VII.7. The active path value never decreases. If the active path number
decreases then the active path value increases.
Proof. Suppose that the active path value decreases, and the old active path was represented by individual x. Then individual x cannot be member of the new population.
Hence, the new population must contain a new element x′ such that x  x′ . Proposition
VII.1 implies that |x|j ≤ |x′ |j , which contradicts that the active path value decreases.
For the second claim, let the old active path number i be represented by the search
point x. If the active path number decreases then the new active path must be represented by the search point x′ , having active block index j, 0 ≤ j < i. By Proposition
VII.1, the search point x will remain in the new population. The only way the new
search point x′ can be the new active path representative is when x′ has higher active
block value than x. This means that the active path value must increase.
Proposition VII.8. The expected time to increase the active path value is bounded
above by the expected time to change the active path number k times.
Proof. Since there are k different blocks, the maximal number of times the active path
number can increase without being decreased is k − 1. Hence, by Proposition VII.7,
after k active path number changes, the active path value must have increased at least
once.
Theorem VII.7. The expected time until the SEMO population covers the Pareto front
is O(nk 2 log m).
Proof. Our analysis will be based on 1-bit-mutations only. Since the probability that
a specified bit flips is at least 1/n and 1/(en) for the local and the global mutation
operator, respectively, the waiting time for a specific 1-bit-mutation is only larger for
the global SEMO. Consequently, it suffices to derive upper bounds on the runtime of
the global SEMO.
We divide the optimization process into two consecutive phases. The first phase begins when the algorithm starts and ends when the population for the first time contains
the Pareto optimal solution 1n . Thereafter, the second phase starts and it lasts until the
entire Pareto front is covered.
In the first phase, the active path value must be increased at most m times because
an active path value of m implies that the population includes the individual 1n . By
Proposition VII.8, at most k active path number changes suffice to increase the active
path value once. We call a step successful if
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1. the active path number increases, or
2. the active path value increases.
We claim that a step is successful if it first chooses the individual x representing the
active path (i. e., its active block index equals the active path number) and then flips one
or more of the 0-bits in the active block to obtain x′ . Two cases must be considered,
either x and x′ have the same active block index, or they do not.
In the case that x and x′ have the same active block index, then x′ clearly dominates
x because x′ has more 1-bits in its active block. Hence, x′ replaces x in the new
population and the active path value increases.
Now, assume that x and x′ have different active block indices i and j, respectively.
We first show that x′ will be accepted. If the new search point x′ is not accepted, then
there must exist a search point y in the population which strictly dominates x′ . Proposition VII.1 implies that y has active block index j, and that |x′ |j < |y|j . Furthermore,
because i is the active block index in x, and x′ by assumption differs from x in block i
only, we have |x|i ≤ |x|j = |x′ |j . However, the last inequality implies that |x|i < |y|j ,
which contradicts that x was the active path representative in the old population. The
search point x′ will, therefore, be accepted.
If i > j then |x|i < |x|j = |x′ |j because i is the active block index of x, and x and
′
x do not differ in block j. The search point x′ will be the new active path representative
and the active path value increases. Analogously, i < j implies |x|i ≤ |x|j = |x′ |j .
Hence, x′ has at least as high active block value as x, and x′ has higher active block
index than x. The search point x′ will be the new active path representative and the
active path number will increase.
Now we estimate the probability of a successful step. By Proposition VII.6, the
probability of choosing the individual representing the active path is at least 1/k. Given
that the active block value is v, the probability of flipping at least one of the m−v 0-bits
in the active block of x (and no other bits) is at least

n−(m−v)

n−1
1
1
m−v
(m − v)
m−v
1−
1−
≥
≥
.
n
n
n
n
en
The probability of a successful step, therefore, is at least (m − v)/(ekn). Using Proposition VII.8, the expected duration of the first phase is bounded from above by
m−1
X
v=0

k·

m
X

1
ekn
= ek 2 n
= O k 2 n log m .
(m − v)
v
v=1

In the second phase, the population contains the Pareto optimal solution 1n , and
it will never be removed from the population. Given that there are i remaining points
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in the Pareto front to be discovered, the probability of selecting x = 1n and mutating
solely one 1-bit in one of the corresponding i blocks is at least
n−1

im
1
i
1 im
≥
.
·
· 1−
=
k n
n
ekn
ek 2
The expected time to find the at most k − 1 remaining points in the Pareto front is,
therefore, no more than
k−1
X
i=1

k

X1
ek 2
≤ ek 2
= O(k 2 log k).
i
i
i=1

Hence, the expected time until SEMO covers the entire Pareto front is O(k 2 n log m).

VII.8 Conclusion
This paper introduces a simple bi-objective function to contrast two types of multiobjective EAs: population-based and single individual-based algorithms. The problem
features a large number of incomparable search points and large plateaus. The runtime
of the population-based algorithm SEMO is compared with the runtime of nine single
individual-based approaches (eight variants from Table VII.1 plus the linear aggregation approach in Section VII.3).
Among the algorithms studied, only the population-based algorithm SEMO finds
the Pareto front in expected polynomial time. All single individual algorithms fail on
this problem because they either too easily accept incomparable search points, or because they cannot overcome the large plateaus in the search space. SEMO is efficient
on the problem because the individuals in the population collectively lead to better solutions, i. e., each individual follows a path leading to one Pareto optimal solution. The
result demonstrates the importance of populations for certain types of multi-objective
problems.
Our result improves an earlier result in [9] where it is shown that some simple
population-based MOEAs slightly outperform the ε-constrained method. However, the
result yields only a small polynomial runtime gap. Here, we provide an exponential
gap, proving that even multi-start variants of a number of single individual-based approaches fail with overwhelming probability. In contrast, SEMO discovers all Pareto
optimal solutions efficiently.
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Abstract
Many important fitness functions in Evolutionary Computation (EC) have high
degree of neutrality i. e. large regions of the search space with identical fitness.
However, the impact of neutrality on the runtime of Evolutionary Algorithms
(EAs) is not fully understood. This work analyses the impact of the accessibility between neutral networks on the runtime of a simple randomised search
heuristic. The runtime analysis uses a connection between random walks on
graphs and electrical resistive networks.

VIII.1 Introduction
Evolutionary algorithms are successful on a wide range of problems, but often notoriously hard to analyse. The classical metaphor of populations climbing towards higher
points in a fitness landscape is often insufficient for explaining the types of evolutionary
dynamics experienced in practice. In the late sixties, Kimura proposed an alternative
view termed neutral evolution [7]. He argued that most of the mutations in biological
organisms are neutral. Hence, populations are randomly drifting on so-called neutral
networks (or plateaus) until a port to a more fit neutral network is found.
Fitness functions may often exhibit some form of neutrality. Naturally, one may
ask if neutrality is beneficial in EC. However, there is no clear answer in the literature.
Some experimental evidence suggests that neutrality may be beneficial [5], but the
results are not consistent [8]. It seems that very large neutral networks e.g.1 N EEDLE
1 The two occurrences of ’e.g.’ in this paragraph were corrected from the incorrect ’i. e.’s appearing in the
conference version of this paper. (PKL, July 2006).
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[4] cause an exponential increase in runtime. However neutral networks with other
shapes e.g. polynomially long paths, are easy to overcome [6]. A further complicating
factor is that neutral networks of different shapes and sizes may occur within the same
fitness function or genotype-phenotype mapping [10].
Theoretical research on neutrality raise the question on which mathematical formalism to use. For example, in a fitness function with neutrality, it has been shown
that the use of a distance metric to measure the progress rate of an EA has important
limitations [6].
An alternative approach is a new formalism called accessibility [11]. Informally,
the accessibility from a neutral network X into another neutral network Y is the fraction of the border of network X which falls within network Y . Accessibility between
neutral networks is not necessarily symmetric. Ideas for calculating accessibilities in
indirect genotype-phenotype mappings were discussed in [9]. This paper looks at the
use of accessibility for characterising which neutral networks are hard to overcome for
a simple randomised search heuristic.
The analysis uses standard
P notation e. g. O and Θ for asymptotic growth of functions. The symbol Hn = ni=1 1/i denotes the harmonic series; symbol Σ denotes a
finite alphabet, and Σn the set of strings of length n over Σ. The Hamming distance between strings x and y is denoted d(x, y) and the symbol Γ denotes the neighbourhood
relation over graphs and strings.
Definition VIII.1 (Accessibility). Given two subsets X, Y ⊂ S, the accessibility from
X to Y is defined as A(Y x X) := |∂X ∩ Y |/|∂X|, where the border ∂X is defined
as ∂X := {b ∈ S \ X | ∃x ∈ X st. b ∈ Γ(x)}.
Definition VIII.2 (Convexity). A subset X of Σn is called convex if [x, y] ⊆ X for all
x, y ∈ X, where [x, y] := {z ∈ Σn | d(x, z) + d(z, y) = d(x, y)}. If X is convex, then
there exist sets Xi ⊆ Σ such that X = X1 × · · · × Xn [9].

The iterations of an EA running on a highly neutral problem can be divided into
time epochs [1]. An epoch starts when the population has entered a neutral network
and ends when the population has found another, higher fit neutral network. During
an epoch, the population drifts randomly on the neutral network and the fitness of the
population remains constant. The duration of an epoch depends partly on characteristics of the current neutral network, and that of its neighbouring networks. The goal of
this paper is to better understand how one such characteristic, accessibility, influences
the duration of a single epoch.
In order to focus on a single epoch a simple fitness function called T WO N ETS is
defined, consisting of two neutral networks2 X and Y . The optimum is any point on
2 The

sets X and Y are disjoint (PKL, July 2006).
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network Y and the points on network X are local optima, and it is assumed that the EA
has found network X and needs to find network Y .
Definition VIII.3 (T WO N ETS ). Given a search space S and two non-empty subsets X
and Y of this space, the fitness function is defined as T WO N ETSX,Y (s) := 2 if s ∈ Y ,
T WO N ETSX,Y (s) := 1 if s ∈ X, and T WO N ETSX,Y (s) := 0 otherwise.
This work considers two types of search spaces for T WO N ETS, the two-dimensional
integer lattice Z × Z, and the set of strings Σn .
The goal is to understand how a standard genetic algorithm behaves on T WO N ETS.
However, investigations herein, are conducted using a simple algorithm called Random
Local Search (RLS). RLS works similar to a hill climber. A randomly chosen search
point is selected. In each iteration, a randomly chosen neighbour is selected and replaces the current search point if its fitness is equal or better than the current search
point. Here, it is assumed that the initial search point belongs to network X. RLS on
T WO N ETS will, therefore, behave as a random walk on network X, only accepting
search points on network X, until a point on network Y is found.

VIII.2 Random walks and electrical resistive networks
A simple random walk on an undirected graph G = (V, E) is a discrete time stochastic
process W1 , W2 , ... with the node set V of the graph as state space. Given the state
Wt = u of the process at time t, the next state Wt+1 is sampled uniformly at random
from the set of neighbour nodes Γ(u) of node u. Given a cost function c : E → R on
the edge set, a simple random walk can be generalised into a general random
walk with
P
state transition probabilities P rob(Wt+1 = v | Wt = u) = c(u, v)/ w∈Γ(u) c(u, w).
The hitting time hxy between nodes x and y is the expected number of time steps to
reach node y starting from node x. Hitting times are not necessarily symmetrical i. e.
hxy 6= hyx .
Problems in random walks are mathematically connected to the theory of electrical
resistive networks [3, 2]. A graph G = (V, E) is transformed into a resistive network
by replacing each edge with a resistor with unit resistance. Given two nodes, the effective resistance Rxy is defined as the resistance between node x and node y when one
ampere current is inserted in node x and removed from node y. Tetali showed [12] that
the hitting time hxy can be calculated as
hxy =

X

z∈V

d(z)(Rxy + Ryz − Rxz ),

(VIII.1)

208

Paper VIII

where d(z) is the degree of node z. The connection is also valid for for general random walks. Given a cost function c, each edge (u, v) is replaced with a resistor with
resistance ruv = 1/c(u, v). The hitting time hxy can now be calculated for general
randomP
walks by replacing the degree d(z) in Eq. (VIII.1) with the generalised degree
c(z) = v∈Γ(z) 1/rzv .
Finding these effective resistances is not always trivial, so one is interested in techniques that can be used to give good estimates. A simple technique, called Rayleigh’s
principle [3] is to either remove edges from the network, thus increasing the effective resistance in the network, or short-circuiting nodes thus decreasing the effective
resistance in the network. An alternative technique called Thompson’s principle can
be applied by defining a flow on the network [2]. A flow is a function f : E → R
defined on the edges which P
satisfies f (u, v) = −f (u, v). The net flow out of a
node is defined as f (u) :=
v∈Γ(u) f (u, v). The power of a flow f is defined as
P
P (f ) := {u,v}∈E ru,v · f (u, v)2 . If the flow is defined such that the net flows are
f (x) = 1, f (y) = −1, and f (z) = 0 for all z 6= x, y, then the effective resistance can
be upper bounded by Rxy ≤ P (f ). In such flows, node x is called the source and node
y is called the sink.

VIII.3 Runtime on Integer Lattice
In the two-dimensional integer lattice Z × Z, convex neutral networks are rectangles,
and neighbouring neutral networks can therefore only touch each other on one of the
four sides. To simplify further, it is assumed that neutral network X is a square of size
n × n, spanning the area between point (1, 1) and point (n, n). Furthermore, assume
that network Y neighbours network X along a part of the right side of X. With these
assumptions, network X and Y have minimal accessibility of A(Y x X) = 1/4n
when they touch each other only in one corner and maximal accessibility of A(Y x
X) = 1/4 when an entire side of network X neighbours network Y as in Fig. VIII.1.
The objective is to find the expected runtime RLS needs to find a node in network
Y . To find the expected runtime on the worst case scenario, it is assumed that the
initial search point is the point x = (1, 1), which is the point in network X furthest
away from network Y . All the nodes in network Y are combined into a single node
labelled y as the particular node found in network Y is not relevant. Nodes at the edges
of network X that neighbours nodes outside network Y have self-loops because search
points outside networks X and Y have inferior fitness and will never be accepted as
the new search point. RLS will behave similar to a random walk on the graphs shown
in Fig. VIII.1 (left and centre), and the expected runtime of RLS on T WO N ETS equals
the hitting time hxy .
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Figure VIII.1: Graphs for integer lattice.

Proposition VIII.1. Let X be a convex neutral network in Z×Z of size n×n, and let Y
be a convex neutral network which neighbours network X such that they have maximal
accessibility A(Y x X) = 1/4. Then the expected runtime of RLS on T WO N ETSX,Y
is 2n2 + O(n).
Proof. In this case, all nodes (n, j), for 1 ≤ j ≤ n neighbour node y. The vertical
position in the lattice is therefore not essential, and the graph can be simplified as
shown in Fig. VIII.1 (right).
X
1X
1
1X
d(z)(Rxy + Ryz − Rxz ) = Rxy
d(z) +
d(z)(Ryz − Rxz )
2 z
2
2 z
z
X
1
1
d(z) = Rxy (4n + 1).
= Rxy
2
2
z

hxy =

The effective resistance Rxy in the simplified graph is n, hence the asymptotic hitting
time is hxy = 2n2 + O(n).

Proposition VIII.2. Let X be a convex neutral network in Z × Z of size n × n, and
let Y be a convex neutral network which neighbours network X such that they have
minimal accessibility A(Y x X) = 1/4n. Then the expected runtime of RLS on
T WO N ETSX,Y is Θ(n2 ln n).
Proof. From Fig. VIII.1 (left), it is easy to see that Ryz = Ryy′ + Ry′ z for all nodes z
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in X.
hxy =

1
1X
d(z)(Rxy + Ryz − Rxz ) = d(y)(Rxy + Ryy − Rxy )
2 z
2
1X
+
d(z)(Rxy′ + Ry′ y + Ryy′ + Ry′ z − Rxz )
2

(VIII.2)

z6=y

=

X
1
(Rxy′ + 2Ryy′ ) ·
d(z).
2
z6=y

The effective resistance Ryy′ is 1, so it is only necessary to calculate bounds for Rxy′ .
The lower bound is calculated using Rayleigh’s principle, and the upper bound is calculated using Thompson’s principle. To find a lower bound of resistance Rxy′ , diagonal
nodes are short-circuited. For example, nodes (1,2) and (2,1) are short-circuited, nodes
(1,3), (2,2) and (3,1) are short-circuited etc. Short-circuiting nodes can only decrease
the resistance in the network. There are 2i resistors in parallel between diagonal i − 1
and i for 1 < i ≤ n. Using the rule forPresistors in parallel, a lower bound for the
n−1
1/2k = Hn−1 ≥ ln(n − 1).
effective resistance is therefore Rxy′ ≥ 2 k=1
To find an upper bound of resistance Rxy′ , Thompson’s principle is applied by
defining a flow f on the network, similarly to in [2]. For all nodes (i, j) with 2 ≤ i+j ≤
i
n, define a function f as f ((i, j), (i + 1, j)) = −f ((i + 1, j), (i, j)) := (i+j)(i+j−1)
j
. For all nodes (i, j)
and f ((i, j), (i, j + 1)) = −f ((i, j + 1), (i, j)) := (i+j)(i+j−1)
with n+1 ≤ i+j ≤ 2n−1, the flows are defined symmetrically along the diagonal line
from point (1, n) to point (n, 1), for example, f ((n − 1, n), (n, n)) = f ((1, 1), (1, 2)).
It can easily be verified that function f is a flow with source (1, 1) and sink (n, n).
Furthermore, the flow out of any node (i, j) is f ((i, j), (i+1, j))+f ((i, j), (i, j+1)) =
1/(i + j − 1). Therefore, the flow along any single edge incident on a node (i, j) at
distance d = i + j − 2 from node (1, 1) is never more than 1/(i + j − 1) = 1/(d + 1).
Furthermore, there are 2(d + 1) edges out of nodes at distance d ≤ n − 2 from node
(1, 1). Resistance Rxy′ can now be bounded by the power of flow f which is calculated
along the diagonals.

Rxy′ ≤ P (f ) = 2

n−2
X

·

≤2

n−2
X

2(d + 1) ·

X

f ((i, j), (i + 1, j))2 + f ((i, j), (i, j + 1))2

d=0 i+j=d+2

d=0

1
= 4Hn−1 = O(ln(n − 1)).
(d + 1)2

Asymptotically, the effective resistance Rxy′ is Θ(ln n). Hence, the asymptotic hitting
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time is hxy = 21 (Rxy′ + 2Ryy′ ) ·

P
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d(z) = 12 (Θ(ln n) + 2) · Θ(n2 ) = Θ(n2 ln n).

VIII.4 Runtime on Hypercube
The graph GXY of the general random walk for the hypercube is defined as follows: If
X = X1 ×· · ·×Xn and Y = Y1 ×· · ·×Yn are neighbouring, convex neutral networks,
then there exists an index i∗ such Xi∗ ∩ Yi∗ = ∅, and Xj ∩ Yj 6= ∅ for all other indices
j 6= i∗ [9]. For notational convenience, assume that the sets are configured such that
Xj 6⊂ Yj for all j, 1 ≤ j ≤ ℓ, Xj ⊂ Yj for all j, ℓ + 1 ≤ j ≤ n − 1, and Xn ∩ Yn = ∅.
For any bit string u ∈ {0, 1}ℓ, define X u := X1u × · · · × Xℓu × Xℓ+1 × · · · × Xn ,
where for all i, 1 ≤ i ≤ ℓ, set X u is defined as Xiu := Xi \ Yi ifSui = 0, and
Xiu := Xi ∩Yi if ui = 1. Clearly, X u ∩X v = ∅ for all u 6= v, and X = u∈{0,1}ℓ X u ,
so {X u }u∈{0,1}ℓ is a set partition of X. The graph GXY = (V, E) is now defined
with nodes V := {X u | u ∈ {0, 1}ℓ} ∪ {∂X ∩ Y }, and edges E := {{X u , X v } |
u, v ∈ {0, 1}ℓ, d(u, v) ≤ 1} ∪ {{X 1, ∂X ∩ Y }}, where 1 = 1ℓ . The graph is
essentially a binary hypercube of dimension ℓ, with the node ∂X ∩ Y attached to it.
Furthermore, define a cost function c over the edges as c(X u , X v ) := |X u |·|Xiv | for all
u
u
u, v ∈ {0, 1}ℓ, with d(u, v) = 1 and ui 6= vi . On
P edges {X , X },u the cost function is
u
u
u
defined as c(X , X ) := |X | · n · (m − 1) − Z∈Γ(X u )\X u c(X , Z), and finally for
the last edge, c(X 1 , ∂X ∩ Y ) P
:= |X 1 | · |Yi∗ |. The generalised degree c(X u ) of a node
u
in the graph is now c(X ) = Z∈Γ(X u ) c(X u , Z) = |X u | · n · (m − 1). Hence, the
transition probabilities in a general random walk over GXY becomes P rob(Wt+1 =
X v | Wt = X u ) = |Xiv |/(n · (m − 1)). This is exactly the probability that RLS
moves to a search point in set X v , given that the current search point belongs to set
X u . The expected runtime of RLS on T WO N ETSX,Y is therefore hxy , where x = X 0
and y = ∂X ∩ Y .
For the integer lattice, the behaviour of RLS corresponded to a simple random
walk with identical transition probabilities.
P Calculation of the hitting time hxy in Eq.
(VIII.2) exploited the fact that the term z6=y d(z)(Ry′ z − Rxz ) vanishes, which does
not hold for the general random walk used in the hypercube. The expression for the
hitting time in the hypercube therefore becomes more complicated. In the following,
let x = X 0 , y ′ = X 1 and y = ∂X ∩ Y and note that Rzy = Rzy′ + Ry′ y for any
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z 6= y.
1
1X
c(z)(Rxy + Ryz − Rxz ) = c(y)(Rxy + Ryy − Rxy )
2 z
2
X
1
+
c(z)(Rxy′ + Ry′ y + Ryy′ + Ry′ z − Rxz )
2

hxy =

(VIII.3)
(VIII.4)

z6=y

= Ryy′

X

z6=y

c(z) +

1X
c(z)(Rxy′ + Ry′ z − Rxz )
2

(VIII.5)

z6=y

= Ryy′ · n · (m − 1) · |X| + hxy′ .

(VIII.6)

The value of Ryy′ is known, so the main difficulty in the expression above is the term
hxy′ . This term vanishes in the case of maximal accessibility, allowing the hitting time
to be calculated easily for this case.
Proposition VIII.3. Let X and Y be two convex neutral networks in Σn , |Σ| = m
having maximal accessibility A(Y x X) = 1. Then the expected runtime Tn of RLS
on T WO N ETSX,Y is bounded by n ≤ Tn ≤ n · (m − 1).
Proof. The accessibility A(Y x X) has the maximal value of 1 for configurations
of X and Y satisfying Xi = Yi = Σ for all i, 1 ≤ i ≤ n − 1, Xn ∪ Yn = Σ and
Xn ∩ Yn = ∅. In such configurations, X = X 1 , hence the graph corresponding to the
network consists of only two nodes, X and ∂X∩Y . Therefore x = y ′ and the term hxy′
in Eq. (VIII.6) vanishes. The resistance Ryy′ = c(X 1 , ∂X ∩ Y )−1 is 1/(|X| · |Yn |),
so the hitting time hxy is therefore at least n and at most n · (m − 1).
Omitting the second term hxy′ in Eq. (VIII.6) gives a lower bound on the hitting
time hxy . This lower bound can in turn be shown to be dependant on the accessibility,
giving the main result of this work.
Theorem VIII.1. Let X and Y be two convex neutral networks in Σn , |Σ| = m.
Then the expected runtime Tn of RLS on T WO N ETSX,Y is bounded from below by
1
· A(Y x X)−1 .
Tn ≥ (m−1)
Proof. The expected runtime of RLS on the problem is given by the hitting time hxy of
the general random walk in the
GXY defined above. First note
Pgraph
Pnthat the cardinality
n
of ∂X is given by |∂X| = i=1 |X1 | · · · |X i | · · · |Xn | = |X| i=1 |X i |/|Xi |. The
fraction |X i |/|Xi | is at most (m − 1) for all i, 1 ≤ i ≤ n, therefore the cardinality of
the border is bounded from above by |∂X| ≤ n · (m − 1) · |X|. Combining this with

VIII.5. Conclusion

213

Eq. (VIII.6) now yields the desired result
hxy ≥ Ryy′ · n · (m − 1) · |X| =
≥

n · (m − 1) · |X|
n · (m − 1) · |X|
=
c(X 1 , ∂X ∩ Y )
c(∂X ∩ Y, X 1 )

1
|∂X|
≥
· A(Y x X)−1 .
|∂X ∩ Y | · |Xn |
m−1

The following corollary to Theorem VIII.1 complements the result in Proposition
VIII.3 with the case of minimal accessibility.
Corollary VIII.1. Let X and Y be two convex neutral networks in Σn , |Σ| = m
having minimal accessibility A(Y x X). Then the expected runtime Tn of RLS on
T WO N ETSX,Y is bounded from below by Tn ≥ mn−1 .
Proof. The accessibility A(Y x X) has the minimal value for configurations of networks X and Y satisfying |Yj | = 1 for all 1 ≤ j ≤ n, |Xn | = 1 and |Xj | = m for 1 ≤
j ≤ n − 1. For such networks, the accessibility is A(Y x X) = 1/(mn−1 · (m − 1)),
which by Theorem VIII.1 gives a lower bound of mn−1 on the expected runtime of
RLS.

VIII.5 Conclusion
This paper analysed the runtime of a simple search heuristic called RLS on T WO N ETS,
a simple problem with two neutral networks. The objective was to determine the
importance of the accessibility between the networks. The analysis used a connection between random walks on graphs and electrical resistive networks. Two different search spaces were considered, the two-dimensional integer lattice and the set of
strings over a general alphabet, i. e. the hypercube. For square convex networks in the
two-dimensional integer lattice, changing the accessibility from maximal to minimal
value only increases the runtime by an ln n-factor. For convex neutral networks in the
hypercube, changing the accessibility from maximal to minimal value increases the
runtime from linear to exponential time in the length of the string. Furthermore, in the
hypercube, the accessibility value can be used to give a lower bound on the runtime of
RLS on the problem. These results show that accessibility can be useful to understand
evolutionary dynamics in neutral search spaces.
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Concluding Remarks
This chapter concludes the thesis, lists some of the main contributions and discusses
limitations to the research and avenues for future work.

4.1 Conclusion
Artificial development (AD) is one of the newest members in the family of biologically
inspired problem solving techniques. The field is rapidly growing and an increasing
number of predominately experimental research have been reported. However, many
fundamental questions remain open. This thesis represents one of the first theoretical
investigations in the field of artificial development. The thesis shows how to apply
techniques and concepts from theoretical computer science and theoretical biology.
The overall research question in this work was the following;
Can artificial development achieve solutions with high complexity?
This thesis does not give a decisive answer to this question. One of the difficulties
in answering this question is the vagueness of the term complexity. This work has
therefore tried to answer the question with the specific interpretation of complexity in
terms of Kolmogorov complexity. With this restriction, several results in the thesis lead
to a negative answer to the research question above.
The results point to a relationship between geometric properties and phenotypic
complexity in developmental mappings which seems to favour phenotypes of low complexity. The general opinion in the field of evolutionary computation is that too rugged
genotype-phenotype mappings cause difficulties for evolutionary algorithms and should
219
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be avoided. Paper I showed that the two developmental mappings studied generally
have poor distance preservation in the regions with the most complex phenotypes.
However, these mappings preserve distances better in regions having phenotypes with
low complexity. Paper V showed a connection between phenotypic complexity and
properties of neutral networks in a simple developmental mapping. In this mapping,
large neutral networks correspond to phenotypes with low complexity, while small
neutral networks correspond to phenotypes with generally higher complexity. The implications of this variation can be understood in terms of accessibility studied in Paper
VI. It is shown that given a sufficiently large difference in diameter between two convex, neutral networks, the accessibility relation is always non-symmetric, with high
accessibility towards the large neutral network. Paper VIII shows that in a simple setting with two neutral networks, the number of iterations a simple randomised search
heuristic needs to jump between two networks is bounded below by the inverse of the
accessibility between the networks. Other research also report a bias towards regions
of the genospace with high degree of neutrality [7, 8, 6]. Combining these results, an
algorithm having found a neutral network corresponding to a phenotype of low complexity may need long time to find a port to a neutral network corresponding to a more
complex phenotype. Finally, Paper II devised a method for moving the optimum of
fitness functions. Experimental results indicated that fitness functions became increasingly difficult for a developmental approach when the optimum was moved towards
phenotypes with high complexity. Some experimental research on grammar-based developmental mappings report that developmental mappings generate more regular patterns than the direct encoding [3], and that developmental approaches seem to work
well where the optimal solutions are regular [2].
What are the practical consequences of these results? At first, the results might appear negative because evolving more complex solutions has been an important motivation for artificial development. However, Kolmogorov complexity and other compressionbased measures do not always correspond to what is intuitively understood as complex.
For example, designing fault- and noise-tolerant circuits is a hard task. In daily terms,
such circuits may therefore be characterised as complex. However, Paper III and Paper
IV indicate that such circuits are not complex in terms of Lempel-Ziv complexity, they
are much simpler than random bitstrings. In contrast, it is unclear whether a completely
random circuit arrangement will lead to any useful design. In the light of the incompressibility theorem in Kolmogorov complexity which implies that almost all strings
are random, this may indicate that artificial development might have a better potential
than direct encodings in providing solutions with low complexity, in the right range for
useful circuit designs to be found. Phenospaces of direct encodings contain predominately random solutions, whereas developmental approaches tend to be biased toward
less complex solutions.

4.2. Research contributions
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4.2 Research contributions
This section lists of some of the main research contributions. These contributions may
be of interest to a wider community of researchers with interest in indirect genotypephenotype mappings in general.
• The research has contributed to the understanding of the role of neutrality in
evolutionary computation. Paper VI introduced the concept of accessibility from
theoretical biology into evolutionary computation. Furthermore, it was shown
that it is feasible to calculate accessibilities in indirect genotype-phenotype mappings and that accessibility may give useful information when analysing runtimes of evolutionary algorithms. In the context of evolutionary multi-objective
optimisation, it was shown how neutral networks can lead to difficulties for evolutionary multi-objective algorithms which are not population-based.
• Theoretical research in other domains have shown that it is useful to initiate
theoretical investigations on very simple models first [1]. This work introduced
a simple developmental mapping called 2PD0L and showed that it is amenable
to formal analysis.
• It is unclear for what types of problems developmental mappings are preferable
over direct encodings [4, 2]. Paper II proposes methods for synthesising problems that are hard for direct encoding and easy for a developmental mapping,
and vica versa.
• The theory of representations in EC often characterises genotype-phenotype mappings with global measures. The results in Paper I and Paper V show that there
can be large local variations in geometrical properties like neutrality and distance
preservation. Global measures of geometry can therefore be misleading.
• The research has contributed to the understanding of the role of populations in
evolutionary multi-objective optimisation. Previously, it was not known whether
populations were needed. Paper VII gave the first fitness function having a provable exponential run-time gap between population-based algorithms and single
individual-based algorithms.
• Research on the computational complexity of evolutionary algorithms is in a
very early stage, and new techniques are needed to provide good bounds. Paper
VIII is one of the first in evolutionary computation showing that techniques from
electrical resistive network theory are useful for analysing runtime on neutral
networks.
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• It was shown that many useful circuits are not Lempel-Ziv complex, and have
lower complexity than random circuits. In the context of evolvable hardware,
this indicates that a search bias towards regular circuits can be beneficial.

4.3 Limitations
Here are some of the factors that limit the results in this work: The Lempel-Ziv algorithm is sometimes used as a measure of complexity. This measure can only be
viewed as a measure of complexity in the spirit of Kolmogorov complexity, and can
only be viewed as an upper bound on the Kolmogorov complexity. Furthermore, the
Lempel-Ziv algorithm may be good at compressing certain regularities, while missing other regularities. Other compression-based algorithms could have given slightly
different results. The relationship between distance preservation and phenotypic complexity in Paper I is only based on the distance-correlation plots shown in the paper and
the other plots that were produced during the work. To show whether there is a statistically significant correlation between phenotypic complexity and distance preservation,
a quantitative measure of local distance preservation would have been needed. The
grammar-based developmental mappings analysed in Paper I and Paper V are relatively simple. It is unknown whether experiments with more complex, cell chemistry
based approaches would have given the same results. The results in Paper VI only
hold for convex neutral networks. For the moment, it is unclear how to treat the more
general case of both concave and convex neutral networks. The Paper VIII is a first investigation, only analysing runtime of the simple randomised search heuristic RLS in
a setting with two convex, neutral networks. It is unknown to what degree accessibility
can give information about runtime in settings with concave neutral networks, or more
than two neutral networks.

4.4 Future Work
This section describes some possibilities for extending the research in this thesis.
• Distance preservation and neutrality are two geometric properties of genotypephenotype mappings. The geometry of mappings could surely also be described
in other ways. But do such geometric properties have something in common?
One could argue that these geometric properties say something about the degree
of regularities in the mapping. Furthermore, one could argue that a mapping with
very weak geometric properties are in some way unpredictable. A starting point
for formalising the concept of predictability in mappings could be the notion

References

223

of Martin-Löf randomness [5], which is a way of characterising the degree of
regularities in bitstrings.
• The neutral theory of evolution is in some sense orthogonal to the classical notion
of populations climbing towards higher points in a fitness landscape. Trying to
relate these two views to each other would be interesting. In terms of geometric
properties of genotype-phenotype mappings, one could study how neutrality in
the mapping influences distance preservation.
• Paper VIII is an early investigation on the effects of neutral networks on runtimes of evolutionary algorithms. The paper analyses a very simple randomised
search heuristic on a simple network configuration. One way of extending this
research is to analyse the runtime of a more complex algorithm, for example the
(1+1) EA. Another extension is to analyse more complex network configurations,
for example three networks. Furthermore, understanding the role of concavity of
neutral networks on runtime would be interesting.
• Paper II proposes a way of synthesising fitness functions for which the direct
encoding and the Kitano mapping behave differently. It would be interesting to
see to what degree the results generalise to other developmental mappings.
• Based on the results in Paper III and IV, it was noted that there might be a potential for reducing the genotype length when evolving digital circuits by using a
compressed encoding of circuits. In particular, it was suggested to use an indirect
genotype-phenotype mapping based on Lempel-Ziv decompression. However, it
is at the moment unclear whether reducing the genotype length in this way will
improve the performance of the evolutionary algorithm on the problem. Using a
decompression algorithm will change geometrical properties in the search space,
altering neutrality and distance preservation properties. Future, experimental
work is therefore needed to investigate whether this approach is successful.
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Appendix A

A.1

Asymptotic Notation

Asymptotic notation is used to indicate growth of functions. The following definitions
are taken from [1].
Definition A.1 (Asymptotic Notation). Given two functions f, g : N → N.
f (n) = O(g(n))
f (n) = Ω(g(n))
f (n) = Θ(g(n))

A.2

:⇐⇒ ∃c, n0 > 0 st. 0 ≤ f (n) ≤ cg(n) for all n ≥ n0 ,
:⇐⇒ ∃c, n0 > 0 st. 0 ≤ cg(n) ≤ f (n) for all n ≥ n0 ,

:⇐⇒ f (n) = O(g(n)) and f (n) = Ω(g(n)).

Chernoff-bounds

The following theorem, taken from [2], gives an upper bound on the tails of the sum of
independent Poisson trials. The theorem is used several times in Paper VII.
Theorem A.1. Let X1 , X2 , ..., Xn be independent Poisson trials
P such that, for 1 ≤
iP≤ n, Pr [Xi = 1] = pi , where 0 < pi < 1. Then for X = ni=1 Xi , µ = E [X] =
n
i=1 pi ,
Pr [X > (1 + δ)µ] <



eδ
(1 + δ)(1+δ)

Pr [X < (1 − δ)µ] < exp(−µδ 2 /2)
227

µ

for δ > 0, and
for 0 < δ ≤ 1.
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Appendix B

B.1 Proof of a proposition in Paper VII
The proof of the following proposition was omitted from Paper VII due to space restrictions.
Proposition VII.2. Let n = m · k. For all integers i, 1 ≤ i ≤ k − 1, define the sets
X0∗ := {1n }, and

Xi∗ := x ∈ {0, 1}n

|x|i = m − 1,
∀ j, 0 ≤ j < i,
∀ j, i < j < k,

|x|j = m, and
|x|j ≥ m − 1 .

Furthermore, for all integers i, 1 ≤ i ≤ k − 1, define the points

F0∗ := m + 1, 2(k−1)·m · (m + 1) , and

Fi∗ := 2i·m · m, 2(k−i−1)·m · m .

Then the Pareto set X ∗ and the Pareto front F ∗ of the bi-objective function defined in
Definition 2 with parameters m and k are given by
X∗ =

k−1
[

Xi∗

and F ∗ =

k−1
[
i=0

i=0

{Fi∗ }.

Furthermore, the preimage f −1 (Fi∗ ) is Xi∗ .
Proof. We first prove that for all i, 0 ≤ i < k, the set Xi∗ contains all Pareto optimal search points with active block index i. By Proposition 1, two search points are
229
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comparable if and only if they have the same active block index. Restricted to search
points x with a fixed active block index i, functions f1 and f2 are strictly increasing
in the active block value |x|i . Therefore, to prove that Xi∗ contains exactly the Pareto
optimal search points with active block index i, it suffices to prove the claim that Xi∗
contains exactly the search points with maximal active block value and active block index i. The highest active block value for search points with active block index 0 is m,
and this value is only reached by search point 1n . Hence, the claim holds for set X0∗ .
We now prove that the claim also holds for all other sets Xi∗ , 0 < i < k. The highest
active block value for search points with active block index different from 0 is m − 1.
By definition, set Xi∗ contains only search points with active block index i and active
block value m − 1. To show that Xi∗ contains all such search points, assume that y is
any search point with active block index i and active block value m − 1. It then follows
from Definition 1 that |y|i = m − 1, that for all j, 0 ≤ j < i, |y|j > |y|i = m − 1, and
that for all j, i < j < k, |y|j ≥ |y|i = m − 1. Hence, search point y must belong to
set Xi∗ . The claim therefore also holds for sets Xi∗ , 0 < i < k.
By the discussion above, and the fact that the active block index is defined for
all search points, all Pareto optimal search points must be member of one of the sets
Xi∗ , 0 ≤ i < k. Hence, all Pareto optimal search points are members of the set X ∗ .
We now prove that the objective function f maps all elements of X ∗ to a point
in F ∗ , and that for every point y in F ∗ , there exists a search point x in X ∗ such that
f (x) = y. The active block value of 1n is m, so f (1n ) = (m + 1, 2(k−1)·m · (m + 1)),
and hence the element in X0∗ is mapped to point F0∗ . For all i, 0 < i < k, all elements x
in Xi∗ have active block value m − 1, and therefore f (x) = (2i·m · m, 2(k−i−1)·m · m).
Hence, for all i, 0 < i < k, all elements in Xi∗ are mapped to point Fi∗ .
We now show that the preimage of F ∗ is contained in X ∗ . Obviously, f −1 (F0∗ ) =
∗
X0 . Now assume that i ≥ 1 and suppose that x with active block index j 6= i is
contained in the preimage of Fi∗ , ie, f (x) = Fi∗ . By considering the first objective,
this implies 2j·m (|x|j + 1) = 2i·m m which is equivalent to |x|j = 2(i−j)m m − 1. If
i > j the last equality implies |x|j > m and if i < j it implies |x|j < 0. Both cases
are impossible.
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